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1
Introduction

This thesis reports on years of exploration into a new research area: evolving

robot organisms. The overarching long term vision is that of the Evolution of

Things. The Evolution of Things is a concept for an evolutionary system where

Figure 1.1: The Evolution of Things positioned with respect
to the underlying substrate
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Chapter 1. Introduction

the subject of evolution is physical artefacts. This presents the next step in

the development of evolutionary systems as can be seen in Figure 1.1. In the

19th century evolution was used as a tool to explain a posteriori the emergence

of life on earth. In the 20th century the rules of evolution were transferred to

the computer to evolve digital entities like programs or solutions to numerical

functions. Now we aim to take the next step, taking evolution back into the

real world by evolving physical artefacts.

The artefacts evolved in the systems in this thesis are robot organisms. We

distinguish two different ways of ‘being an organism’: transient and permanent.

In the first case individual modules can assemble and disassemble themselves

into ‘multi-cellular’ organisms, therefore being part of an organism is a transient

state that the modules can enter and leave ‘at will’. In the second case, being

an organism is a permanent state. Such a robot organism is built from modules

as well, but these modules do not need to be viable robots by themselves.

In both cases we employ online evolution, which acts during the operational

periods of the robot organisms, to adapt the bodies and the brains of these

robot organisms. This is in contrast to offline evolutionary optimisation of

these features which acts before the deployment.

The main research goal was to identify the principal challenges towards the

Evolution of Things and to address some of these. In particular, the principal

challenges for the Evolution of Things have been identified as: Birth, Lifetime

Adaptation and Procreation. Birth is the process of building and delivering a

new robot organism. Lifetime Adaptation is important because a new robot

organism needs to learn to use its body after it has been delivered into the

environment, both to survive in the environment as well as to be able to perform

tasks. Procreation is an integral part of any evolutionary system, therefore

to create a system in which robot organisms evolve they need to be able to

reproduce.

We investigated these principal challenges for evolution of modular robot

organisms in two different contexts. In the first context we investigated how

transient ‘multicellular’ organisms emerge through evolution of the individual

modules. In the second one, we investigated evolving robot organisms that form

2



1.1. Methods

an artificial ecosystem where they can procreate and produce offspring. The

research question in the second context was how such a system and could be

constructed, and what the most important factors influencing the viability of

such a system are.

This thesis covers a large range of research, the following are the main

contributions.

1. We have identified the principal challenges for systems which implement

Evolution of Things: Birth, Lifetime Adaptation and Procreation.

2. We show that it is possible to adapt the controllers of robot modules to

adapt to the environment by aggregating into organisms.

3. We investigate lifetime adaptation methods for robot organisms. We show

that RL Power is feasible as an online learning algorithm for gait learning

of robot organisms.

4. We have created two prototype implementations of a robotic ecosystem.

In both systems reproduction is de-centralised (e.g. mates are selected by

the organisms, not by a central oracle).

− One based on a de-centralised birth mechanism: fertilisation of eggs.

− One based on a centralised birth mechanism: birth clinic.

5. We show that it is practicable to self-adapt the fitness evaluation time

when evolving robot controllers online.

1.1 Methods

The methods in this thesis belong to the field of Evolutionary Robotics as

described by Floreano, Husbands, and Nolfi [49]. As noted by Bongard [14] “the

use of metaheuristics [i.e., evolution] sets this subfield of robotics apart from the

mainstream of robotics research” which “aims to continuously generate better

behavior for a given robot, while the long-term goal of Evolutionary Robotics

is to create general, robot-generating algorithms”. Both the robots’ shapes,

3



Chapter 1. Introduction

(a) The e-puck mobile robot: an exam-
ple swarm robot [105]

(b) The KIT robot: an example modu-
lar robot

Figure 1.2

also called morphology, and their minds, usually referred to as controller, can

be the subject of evolution. In evolutionary robotics the robots are deemed

autonomous entities for which the design of their bodies and minds develops in

close interaction with the environment.

In addition to engineering new robots, evolutionary robotics is “useful both

for investigating the design space of robotic applications and for testing scientific

hypotheses of biological mechanisms and processes” as noted by [49]. Some

examples where evolutionary robotics are used in such a manner are Waibel

et al. [151]; Long [96], however this use is outside of the scope of this thesis.

Further to evolutionary mechanisms we use machine learning techniques

to adapt the robots’ controllers during their lifetime. In particular we use

reinforcement learning to build optimal control policies.

For our experimental research we use different types of robotic hardware

and simulation software. We base our work on two types of robotic hardware:

swarm robots and modular robots. Swarm robots are typically small robots

(most are between 2 cm and 30 cm in size) with wheels or tracks, a number of

sensors (e.g. distance, light, etc.), and an onboard chip to run a controller (cf.

Figure 1.2a).
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1.2. Overview of Papers in this Thesis

With modular robots a robot consists of multiple autonomous robot modules.

Robot modules are similar to swarm robots, they are similar in size and are also

equipped with sensors and an on board computing chip. They differ in that

they have the ability to connect to other robots of its kind through a connection

mechanism (cf. Figure 1.2b). Thereby the robot modules have the ability to

aggregate and collectively become a ’multicellular’ modular robot. Notably, the

modules typically have a servo motor allowing them to move a part of their

body, this allows the aggregated robot to achieve locomotion.

Our work is carried out in simulation using two simulators: a low fidelity

one called RoboRobo1 developed by Bredeche et al. [20], and a high fidelity one

called Webots2 described by Michel [103]. The use of simulation for embodied

evolution is paradoxical, however we feel it is warranted for two reasons. First,

the current state of robotic hardware lacks the ability to provide a reproduction

mechanism for robots. Second, using simulation allows us to quickly prototype

our systems and thus prepare them for when such a reproduction mechanism

does become available.

1.2 Overview of Papers in this Thesis

This section provides an overview of the papers this thesis is based on. The

thesis follows the collection of papers approach, as such each paper is included

as a chapter with only minor modification. This results in some overlap and

repetition in some of the chapters, but also means each chapter can be read

independently. There of course a narrative to the research in this thesis that is

explained below.

The thesis is divided into three parts. Part I focusses on the emergence

of organisms as an adaptation to the environment. Part II focusses on the

construction of an ecosystem where organisms undergo online evolution. Part III

investigates several aspects of online evolution that rose during my investigations.

Note that the chapters in Part III investigate purely swarm systems and are

1RoboRobo: https://github.com/ci-group/RoboRobo-Organisms
2Webots: http://www.cyberbotics.com
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Chapter 1. Introduction

therefore somewhat outside the main contributions of this thesis.

The chapters of Part I and II can be clustered around two ways of being

an organism ’transient’ and ’permanent’. The first option is tailored to be

compatible with swarm operation of the modules. In this case the modules

can operate as a swarm, e.g. each module can individually move, and when

appropriate aggregate into an organism and operate as a collective. In the case

of permanent organisms modules are assembled into organism in which they

remain until the organism dies, at which point the modules are removed from

the arena.

Below we position the research in this thesis is in light of the principal

challenges that we identified. These challenges are: Birth, Lifetime Adaptation

Birth In the case of transient organisms birth is achieved by the individual

modules aggregating into an organism. We have investigated two ways of

achieving this aggregation: free-form and egg-based. The free from aggregation

method is used in Part I, this form of aggregation allows the swarm to react

to (changes in) the environment by forming organisms. Here the shape of the

organisms is not encoded and therefore fully emergent.

In the case of the egg-based aggregation some modules in the swarm are

designated to be eggs. These eggs are the starting points for new organisms

and can be fertilised by passing organisms, in this manner the genome that

encodes the shapes is transferred. The modules in the swarm that are not eggs

can be recruited by an egg to form an organism, the genome encodes on which

side the recruited module should connect. The advantage of using eggs in this

manner is that it allows the organism to be built there where it is needed, near

an obstacle for instance. This method is used in Chapter 9.

In the case of permanent organisms we chose to use a centralised method for

birth in the form of a Birth Clinic. The reasoning behind this is both practical

and ethical. Practically it is much easier to build, in real life and simulation,

a single ‘manufacturing plant’ where organisms are constructed. Ethically it

is a good idea to have a single point of failure for this system. This allows us

to shut the system down by simply shutting down the birth clinic in case the

6



1.2. Overview of Papers in this Thesis

system or evolution gets out of control. This method is used in Chapter 10.

Lifetime Adaptation The need for lifetime adaptation stems from the evolu-

tion of morphology. When a new organism is born it has inherited its morphology

and its controller from its parents. The combination of the parent controllers is

unlikely to fit the combination of the parent morphologies, therefore the child’s

controller needs to be adapted to fit its morphology. Learning algorithms for

this are investigated in depth in Chapter 8.

Adaptation to the body is a necessity, on top we aim to have organisms

adapt to certain tasks. In that case we need to combine the environmental

pressure with tasks. This is the premise of the monee algorithm which is

investigated in Chapters 15 and 16.

Procreation In Chapters 9 and 10 the shape and (part of) the controllers

of the organisms are encoded in a genome. This genome is transmitted either

by fertilising eggs or by mating with other organisms to create offspring. To

create the offspring these genomes are recombined and mutated and then built,

resulting in an evolutionary system.

Procreation in these chapters is proximity based, this means that an organism

needs to move and be physically close to an egg or organism in order to transfer

its genes. The consequences of such a method of procreation, e.g. a de-centralised

one, are investigated in Chapters 9 and 10.

Online Evolution Finally in these systems we use online evolutionary algo-

rithms to evolve robots, in contrast to traditional evolutionary robotics. Two

aspects of online evolution warranted further investigations: 1) online evolu-

tionary algorithms usually follow an island model architecture and 2) fitness

evaluations in robots are, by necessity, conducted over a certain amount of time.

In Chapter 13 we investigate the influence of migration policies for an

island model architecture in evolutionary robotics on the performance of the

evolutionary algorithm. In Chapter 14 we investigate whether it is possible to

self-adapt the fitness evaluation time.

7



Chapter 1. Introduction

List of Papers

Below follows a list of the papers in this thesis and my contribution to their

publication.

Part 2012 2013 2014 2015

Emergence of Organisms [1,2]

Triangle of Life [3,6] [4,7] [5]

Aspects of Embodied

Evolution

[8] [9,10,11]

[1] B. Weel, E. Haasdijk, and A. E. Eiben (2012). The emergence of

multi-cellular robot organisms through on-line on-board evolution. In Di Chio

et al, C. (Ed.) (2012). Proceedings of EvoApplications 2012: Applications of

Evolutionary Computation, Number 7248 in Lecture Notes in Computer

Science. pp. 124–134. Springer. Winner of the Best Paper Award.

This paper is the result of my master thesis. I designed the experiments, which

I implemented in the RoboRobo simulator. The implementation here was quite

substantial as the simulator had to be augmented with the ability for individual

robots to connect to each other. I ran all the experiments, including the tuning

of the algorithm and did the analysis of the results. Furthermore I wrote most

of the paper including the related work, experimental setup, results and analysis

and the conclusion.

[2] B. Weel, M. Hoogendoorn, and A. Eiben (2012). On-line evolution of

controllers for aggregating swarm robots in changing environments. In C. A. C.

Coello, V. Cutello, K. Deb, S. Forrest, G. Nicosia, and M. Pavone (Eds.),

Parallel Problem Solving from Nature - PPSN XII, Volume 7491–7492 of

Lecture Notes in Computer Science, pp. 245–254. Springer.

For this paper I designed the experiments, did the implementation and I ran all

the experiments. Furthermore I did the analysis of the results and I wrote most

of the paper; again writing the related work, experimental setup, results and

analysis and conclusions.
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[3] M. D’Angelo, B. Weel, and A. Eiben (2013). Online gait learning for

modular robots with arbitrary shapes and sizes. In A.-H. Dediu, C.

Mart́ın-Vide, B. Truthe, and M. A. Vega-Rodŕıguez (Eds.), Second

International Conference on the Theory and Practice of Natural Computing

(TPNC 2013), Number 8273 in LNCS, pp. 45–56. Springer.

I was the daily supervisor of our master student M. D’Angelo. I led the design

of the experiments, set up of the experimentation environment and the analysis

of the results. Furthermore for the paper I wrote large parts of the related work,

results and analysis and conclusion sections.

[4] M. D’Angelo, B. Weel, and A. Eiben (2014). Hyperneat versus rl power for

online gait learning in modular robots. In A. Esparcia-Alcázar (Ed.),

Proceedings of EvoApplications 2014: Applications of Evolutionary

Computation, Number 8602 in LNCS, pp. 777–788. Springer.

For this paper I led the design of the experiments and the analysis of the results.

I wrote the majority of the related work, results and analysis and conclusion

sections.

[5] B. Weel, M. D’Angelo, E. Haasdijk, and A. Eiben (2015). On-line gait

learning for modular robots with arbitrary shapes and sizes. In Artificial Life

Journal, under review

For this paper I reran a number of earlier experiments and implemented an

extra learning algorithm with which I ran a control experiment. Furthermore

I designed, implemented and ran a new investigation on a large number of

random shapes. I did the analysis of the results and wrote almost all of the

paper.

[6] B. Weel, E. Haasdijk, and A. Eiben (2013). Body building: Hatching robot

organisms. In Proceedings of the 2013 IEEE International Conference on

Evolvable Systems (ICES), pp. 13–20. IEEE: IEEE Press.

For this paper I designed, implemented and ran the experiments. Furthermore

I did the analysis of the results and wrote the large majority of the paper.
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[7] B. Weel, E. Crosato, J. Heinerman, E. Haasdijk, and A. Eiben (2014). A

robotic ecosystem with evolvable minds and bodies. In Proceedings of the 2014

IEEE International Conference on Evolvable Systems (ICES), pp. 165–172.

IEEE.

E. Crosato was a master student in our group for whom I was the daily supervisor.

I led the design of the system and experimental setup. We implemented the

system together. I led and performed large parts of the analysis and wrote the

related work, results and analysis and conclusion.

[8] P. Garćıa-Sánchez, A. Eiben, E. Haasdijk, B. Weel, and J.-J.

Merelo-Guervós (2012). Testing diversity-enhancing migration policies for

hybrid on-line evolution of robot controllers. In Di Chio et al, C. (Ed.).

Proceedings of EvoApplications 2012: Applications of Evolutionary

Computation, Number 7248 in Lecture Notes in Computer Science. pp. 52–62.

Springer.

P. Garćıa-Sánchez was a visiting PhD student in our lab. We jointly set up

the simulation environment and did the programming. Secondly, I tuned the

algorithm. Lastly I participated in the analysis of the results and writing the

paper.

[9] C. M. Dinu, P. Dimitrov, B. Weel, and A. E. Eiben (2013). Self-adapting

fitness evaluation times for on-line evolution of simulated robots. In C. Blum et

al. (Eds.) (2013, 6-10 July). Proceedings of the 15th Annual Conference on

Genetic and Evolutionary Computation (GECCO ’13), pp. 191–198. ACM.

For this paper I was the daily supervisor of C. Dinu and P. Dimitrov. I led the

design of the experiments and implementation. I also led the analysis of the

results and contributed to writing the paper.

[10] N. Noskov, E. Haasdijk, B. Weel, and A. Eiben (2013). MONEE: Using

parental investment to combine open-ended and task-driven evolution. In A.

Esparcia-Alcázar (Ed.), Applications of Evolutionary Computation:
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EvoApplications 2013, Number 7835 in Lecture Notes in Computer Science, pp.

569–578. Springer-Verlag.

N. Noskov was a master student in our group for whom I was the co-supervisor. I

led the set up the simulator the implementation of the experiments. Furthermore

I contributed substantially to the design of the experiments, the analysis of the

results and writing the paper.

[11] E. Haasdijk, B. Weel, and A. Eiben (2013, 6-10 July). Right on the

MONEE. In Blum, C. et al. (Eds.) (2013, 6-10 July). Proceedings of the

Genetic and Evolutionary Computation Conference (GECCO ’13), pp. 207–214.

ACM.

For this paper the same implementation was used as for [10]. Here I contributed

to the design of the experiments, the analysis of the results and writing the

paper.
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2
Embodied Evolution and Evolution of

Organisms

Before discussing the details of previous and similar systems it is useful to

establish a framework for the type of systems in this thesis. A general scheme

for traditional evolutionary robotics is displayed in Figure 2.1a. A population of

µ candidates is maintained on an external computer. One by one each candidate

genome is decoded into a controller and allowed to drive the robot a certain

amount of time, the fitness evaluation period (τ). After evaluation the fitness

is reported back to the computer. When all candidates have been evaluated

survivors are selected and from these survivors parents are selected. From these

parents offspring is created through recombination (crossover) and mutation.

This new population is then evaluated, which completes the evolutionary loop.

13



Chapter 2. Embodied Evolution and Evolution of Organisms

(a) General scheme of evolutionary ro-
botics Floreano et al. [49]

(b) Taxonomy of embodied evolution
as presented by Watson et al. [155]

Figure 2.1

In contrast to the methodology described above we apply a form of evolution

which is embodied. Embodied evolution distinguishes itself from traditional

evolutionary robotics in that evolution takes place on the robots themselves

during their deployment in the real world. This means that adaptation takes

place on the robots themselves, in contrast to adaptation on an external com-

puter. Second, the adaptation is done during the robots deployment period in

the environment, in contrast to adaptation beforehand.

As in the classification of Watson et al. [155] embodied evolution is when

the trials are on the robots themselves, using multiple robots in parallel and the

Evolutionary Algorithm (EA) is distributed over the robots (cf. Figure 2.1b).

From an evolutionary algorithm perspective this means each robot is an island

and candidates or parts of candidates’ genomes are migrated to other islands.

Please note that the most important distinguishing feature of embodied evolution

is that the evolutionary algorithm is distributed over the robots and the decision

for reproduction is done locally, rather than the fact that it is running on real

hardware. A local reproduction decision, using local information and based on

local interactions, cannot use global information and is therefore fundamentally

different.
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We use four major features, inspired by island model EA’s, that distinguish

different methods for embodied evolution:

Local population The size and structure of the local population;

Migration The method of migration, this includes the choice

of the migrant and to which robot it is sent;

Integration The method of integration of a newly received

migrant, e.g. whether it is reevaluated or whether

it is always used as a parent;

Reproduction Mode Whether reproduction takes place concurrently

with any task that is performed or there is a

special mode for only reproduction and nothing

else.

In embodied evolution adaptation often acts on the minds and is performed

during the operational period of the robots, therefore, we could call this process

learning, which is traditionally done using machine learning algorithms, so why

call it evolution? A clear distinction between what is evolution and what is

learning is made by Eiben, Haasdijk, and Bredeche [42]. They give an schematic

for a system where both evolution and learning occurs. First we should note that

in evolutionary systems genotypes and phenotypes are conceptually different

entities. They define phenotypes as the controllers of the robots including all

their structural and functional complexity, while genotypes are defined as a,

usually simpler, representation of these controllers. A mapping from genotype to

phenotype is defined, this mapping can be very simple (such as a direct encoding

of a neural network) or very complex (e.g. a gene regulatory network). Learning

and Evolution are then easily defined as: Learning acts on the phenotypic level

and Evolution operates on the Genotypic level. This results in a scheme with

two feedback loops (shown in Figure 2.2) that is more sophisticated than the

one shown before.. This scheme also holds if the genotype also encodes the

shape of a robot body, the learning operators then act on only part of the

phenotype, namely the control scheme.
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Figure 2.2: General scheme of evolution and learning based
on the genotype - phenotype distinction.

Keeping the above in mind we provide an overview embodied evolution in

Section 2.1. In Section 2.2 we provide a short overview of evolution of organisms.

An overview and classification of all the discussed literature can be found in

Table 2.1 at the end of this chapter.

2.1 Embodied Evolution

The number of papers on embodied evolution in the past decades is surprisingly

low, therefore we discuss each paper separately. We describe them using the

four major features defined above, as well as the tasks that the algorithm is

applied to and the environment used if known.
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2.1. Embodied Evolution

Embodied evolution: Distributing an evolutionary algorithm in a

population of robots

Figure 2.3: Phototaxis experiment by
Watson et al. [155]

The most well known example of em-

bodied evolution is the work of Wat-

son et al. [155]. They present a sys-

tem of embodied evolution where neu-

ral network controllers’ weights are

evolved for a phototaxis task on a

group of eight robots. Each robot is

controlled by a neural network of 4

weights that drive two motors based

on a left and right sensor. This neural

network is the single candidate in the local population. In this system single

mutated genes (e.g. one mutated connection weight) are periodically broadcast

to the other robots in a rate proportional to the fitness of the candidate. When

received this gene is integrated into the local candidate probabilistically, again

proportional to the fitness of the local candidate. The broadcast of genes is

concurrent with the phototaxis task. The main point of their work is to show

that embodied evolution is possible and argue that it is a candidate solution

to a number of issues in robotics, such as the reality gap and the slowness and

inaccuracy of simulations. They note, however, that any embodied evolution

system introduces an inherent level of interaction between the robots that may

not always be beneficial for the situation.

Situated and embodied evolution in collective evolutionary robotics

Usui and Arita [147] present an embodied evolution system with which they

evolved neural network controllers for obstacle avoidance on a group of six

Khepera robots. The neural network has 6 sensory inputs and a bias that control

the left and right wheels. The local population is varied in their experiments,

trying values of 1, 5 and 10 candidates. Migration between robots is done by

periodically broadcasting a random candidate selected from the local population
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using roulette wheel selection. This broadcast is also probabilistic proportional

to the fitness of the selected candidate. Received candidates are added to a

queue of candidates queue of candidates. The migrant is thus re-evaluated

Figure 2.4: Obstacle avoidance experi-
ment by Usui and Arita [147]. Experi-
mental setup (A: Continuous power sup-
ply, B: Infra-red emitter/receiver unit,
C: Power supply

before being added to the local pop-

ulation. They ran their system once

with each of the three local population

sizes mentioned before with migration

and one did one run with a popula-

tion size of 5 without migration. As

the number of runs is very low they

do not make any conclusions, however

they do also show that it is possible

to run an evolutionary algorithm in

an embodied fashion.

Physically embedded genetic algorithm learning in multi-robot sce-

narios

Figure 2.5: Robot used in the experiments
by Nehmzow [109].

Nehmzow [109] did work using two

robots which learn several different

tasks in collaboration. The robots

used are small mobile robots with a

number of sensors and the ability to

communicate using a IR transmitter

and receiver. The tasks are: photo-

taxis, obstacle avoidance and robot

seeking. Each task is first evolved separately, afterwards a combination of

phototaxis and obstacle avoidance is tried and finally all three tasks at the

same time. The robots are controlled by a behavioural strategy chosen using

a table based on the front, right, back and left sensors, in the phototaxis task

these are light sensors, for obstacle avoidance they are infrared sensors. Each

robot maintains a current individual and a historical best individual. After each

evaluation the robots exchange their genomes with their respective fitness and
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use those in crossover if the received genome has a higher fitness than the local

one. If the received genome has lower fitness a random bit of the best genome

is integrated into the local individual in 30% of the cases, otherwise mutation is

applied. While they are exchanging genomes the robots are not performing any

tasks, so this is an example where there is a special reproduction mode.

An evolutionary controller for autonomous multi-robot systems

Figure 2.6: Obstacle avoidance experi-
ment by Simoes and Dimond [133]

Simoes and Dimond [133] introduce

a system where both controller and

part of the morphology evolve for ob-

stacle avoidance. A neural network is

evolved as well as which sensors are

active using diploid genes. The neural

network then chooses between several

available actions like: slow forward,

fast forward, fast rotate right, fast ro-

tate left etc. Each individual is evaluated for several minutes on 5 mobile robots

of 20cm diameter with collision and proximity sensors. After the evaluation

phase there is a ”breeding” phase in which the robots broadcast their genome

and its fitness. The best performing genome survives and continues on the

respective robot. The other 4 robots select a partner for crossover with their

local genome, 80% of the time this is the best genome, the remaining 20% of

the time this is a random other genome. After this a uniform crossover and a

3% bit flip mutation is applied.

Environment-driven distributed evolutionary adaptation in a popu-

lation of autonomous robotic agents

Bredeche et al. [19] introduce mEDEA: a minimal environment drive evo-

lutionary algorithm. This algorithm each robot has a local population of

1 genome that encodes a neural network. Robots broadcast this genome,

without supplying any fitness function, to the other robots. In fact, no fit-
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Chapter 2. Embodied Evolution and Evolution of Organisms

ness in the traditional sense is measured at all in their system. After a

certain operational period and having gathered a number of genomes from

others the robot randomly selects a partner from these and applies muta-

tion, this new controller then replaces the local one for the next generation.

This means that the local genome can only survive by spreading itself to

other robots, this achieves a selection pressure on the global level. They

test their algorithm first in simulation in a simple free-roaming environment

Figure 2.7: Environment driven experi-
ment by Bredeche et al. [19]

and then in a foraging tasks where col-

lecting ’food items’ lengthens the cur-

rent individuals lifespan. Then they

apply their algorithm on a population

of 20 e-puck robots in an open arena.

In this arena they also place a ’sun’,

a repurposed e-puck that the other

robots can recognise. Again there is

no explicit fitness function or task the

robots are trying to solve, however

they show that with their setup the

robots learn to aggregate near the sun for easier spreading of their genomes.

Evolution, Individual Learning, and Social Learning in a Swarm of

Real Robots

Figure 2.8: Obstacle avoidance experi-
ment by Heinerman et al. [65]

Heinerman et al. [65] combine evo-

lution with learning on a swarm of

Thymio II robots. In their system

both the evolutionary algorithm as

well as the learning algorithm are dis-

tributed. The key innovation of their

system lies in the combination of evo-

lutionary adaptation, individual learn-

ing and social learning. The genome

encodes the sensory layout which is
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inheritable in the evolutionary process, while the individual and social learning

adapt the weights of a neural network and are adaptable during the lifetime

and not inherited. Both evolutionary and social learning algorithms have a

local population of 1 genome and memome which are transmitted independently

to all other robots. Received genomes are used for reproduction using binary

tournament selection and applying uniform crossover and mutation. Received

memomes are used for lifetime learning, the current champion and the last

received memome are combined by copying the weights corresponding to the

sensory layout from the received memome to the champion. All reproduction

is concurrent with the task. They apply their system to the task of obstacle

avoidance using 6 Thymio II robots in a 2 by 2.5 meter arena with obstacles.

They show that social learning increases the learning speed and leads to better

controllers.

2.2 Evolution of Organisms

There are many papers on the evolution of organisms with various levels of

embodiment, ranging from very unrealistic to realistic enough to be transferred

to hardware. Below is an overview of the most notable examples of evolution of

organisms, grouped by their level of realism.

Virtual entities as Organisms

Figure 2.9: Evolution of vir-
tual organisms in Polyworld by
Yaeger [163]

One type of evolutionary system is where the

organisms are programs in computer memory.

This type of evolution has been studied by

several people: Rasmussen et al. [121]; Ray

[122]; Lenski et al. [92]; Batut et al. [7]. With

this type of system a population of (virtual)

computer programs are evolved to survive and

replicate in a digital environment. This type

of system is the bodies of the organisms are

21



Chapter 2. Embodied Evolution and Evolution of Organisms

not realistic at all, if they have bodies at all and therefore will not be discussed

in depth.

A slightly more realistic type of evolution is the work of Yaeger [163]. In

his Poly World each organism is a simple polygon on a 2D world. Organisms

in this system can move, feed, fight, and look around, they expend energy

while performing these tasks and need to replenish their energy by feeding.

When organisms overlap and they both agree they can reproduce creating a

new polygonal child on the world.

These types of evolutionary systems are called artificial life (ALife) systems.

They aim to recreate parts of biological life in a digital setting as a tool for

experimenting with evolution and life and gaining a deeper understanding of

biological life and evolution. Therefore the lack of realistic embodiment is not

an issue for many of the ALife research questions, however for our goal the (lack

of) embodiment does not suffice.

Simulated organisms

Figure 2.10: Evolution of virtual organ-
isms by Sims [134, 135]

The well known work of Sims [134,

135], acts as an inspiration for many

systems of evolution of organisms, this

thesis included. He evolves virtual

creatures in simulation using a cen-

tralised evolutionary algorithm for the

task of locomotion and for the task of

fighting over a block placed between

the two organisms. Both the mor-

phology of the organisms as well as

their neural network are evolved as a

graph. The organisms evolved consist

of blocks of different sizes which are

connected through actuators. They

showed several different strategies to solve the tasks, including very creative

and surprising strategies, especially for the fighting task.
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In similar fashion Komosinski [84]; Bongard and Pfeifer [16]; Auerbach

and Bongard [6] have also evolved organisms and their control structures in

simulation using centralised evolutionary algorithms. Again these creatures are

not very realistic, as they cannot be manufactured in real hardware. In the case

of Komosinski [84] the organisms consist of bars of different length connected

together. The bars can be actuated by muscles and house various types of

sensors. In Bongard and Pfeifer [16] the organisms consist of spheres which are

connected through joints that can be rotationally actuated. Last the organisms

in Auerbach and Bongard [6] consists of a central pill shaped structure and two

actuated structures that are evolved. These actuated structures can be of any

shape and are defined by a convex triangle mesh. In these three papers the task

was always to move as quickly as possible in the provided terrain.

Lund [97] evolved the brains and morphology of LEGO robots in simulation

for the task of obstacle avoidance. A genetic algorithm evolved the robots brains,

which was a linear perceptron, as well as the morphology. The morphological

evolution controlled the wheel base and size of the wheels used and the position of

the sensors on the robot. The robots were simulated using a minimal simulation

and lookup tables. In contrast to the papers above the evolved robots are in

principle constructible, even though the simulation is not particularly realistic.

Zykov et al. [171] evolved artificial organisms to self-replicate in simulation.

They use a 2D approximation of their cubic Molecube robot for the simulation.

First they evolve the morphology of their organisms consisting of multiple

Molecubes to reach a space large enough to be able to hold a detached copy of

itself. Then in a second stage they evolve instruction sequence for the organism

to build a copy of itself. Both evolutionary stages are done using a centralised

evolutionary algorithm. Although the simulation is an approximation they

showed to be able to execute hand-made replication sequences in real hardware.

It is therefore likely that evolved sequences, perhaps with a higher fidelity

simulator, can be replicated in real hardware.
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Figure 2.11: Evolved organisms by Lipson and Pollack [94].
Right the virtual organism, left the 3D-printed version.

Simulate and transfer

The next step in realism is the case where controllers and morphologies are first

evolved in simulation and then manufactured and tested in hardware.

Lipson and Pollack [94] evolved the controllers and morphologies of machines

that consist of bars and joints. Bars can be actuated with linear actuators which

are controlled by recurrent artificial neural networks. The genome encodes the

shape of the robot by specifying how bars are connected through vertices, their

length and stiffness. Actuators can be linked to these bars and are also linked

to a single neurone. Neurones can be connected together in arbitrary ways and

their weights are specified as well. A simulator using quasi-static motion was

used to compute the fitness of each individual on a forward locomotion task.

Several of the best performing robots were then selected to build using rapid

prototyping (3D-printing). The evolutionary process resulted in many different

shapes that performed well, they also noted that in some cases the performance

in hardware was quite similar to the simulation, while in others the physical

performance was much lower.

Hornby et al. [70] used an L-system as a generative encoding for evolving

stick-like organisms. Each organism consists of multiple sticks that are connected

either at fixed angles, or through oscillators that allow the organism to use.

The L-system is a program like language that describes both the morphology

of the organism, as well as the parameters for the oscillators. They evolved

several different organisms and showed that the generative encoding was better
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at evolving larger and faster moving organisms compared to a non-generative

encoding. Several of the organisms were then replicated in hardware using

prefabricated- and 3D-printed parts.

Rieffel et al. [123] evolved the morphologies of tensegrity robots. A tensegrity

robot is a self-supporting structure consisting of rigid elements connected using

a number of strings. These tensegrities are evolved using an L-system as a

generative encoding and compared their method to a standard GA with a direct

encoding. The robots are then reproduced in the ODE physics engine and

evaluated by the volume that they encompass. They show that their L-System

performs significantly better than the direct encoding, furthermore they show

that the L-system encodes a larger region of the search space and shows more

regularity in the shapes. Finally they produced some of the evolved tensegrities

using a rapid prototyping machine.

Cheney et al. [24] evolved soft robots in simulation that consist of cubes

(called voxels) of different material. The voxels can be ones that are rigid,

soft, expanding and then contracting or contracting and then expanding. The

genome for such a creature is a Central Pattern Producing Network (CPPN)

after HyperNEAT. The CPPN is queried on a box of 10 by 10 by 10 voxels and

encodes 1) whether a voxel is filled and 2) which of the 4 types the voxel is

made of. Therefore the genome encodes both the morphology and the controller

at the same time. The creatures are simulated using the VoxCAD soft-robot

simulator. With the same simulator Methenitis et al. [102] has shown that

different gravity on different planetary surfaces resulted in different optimal

shapes and locomotions. In Hiller and Lipson [67] these type of soft robots are

shown to be physically feasible, albeit in a pressure chamber for now.

Auerbach et al. [5] evolved the controllers and morphologies of robots

consisting of 3D-printable parts. They defined multiple parts, some have

no evolvable parameters like blocks, hinges, cardan joins, etc. Others have

evolvable parameters, such as wheels and their diameters, connector bars with

their length and angles under which they are attached. The genome encodes

both the morphology, as a tree structure describing which parts are used and

how they are attached, as well as a neural network controller. The neural
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network is a fully connected, recurrent artificial neural networks of which the

weights are encoded in the genome. The robots resulting from evolution are

printed using a 3D-printer and actuated by the neural network using a Arduino

micro-controller. For now the system has only been used as an educational tool,

but is designed to be a experimentation platform as well.

Real Hardware

Figure 2.12: Robot being constructed by
an assembly arm Brodbeck et al. [21]

Very recently, in June 2015, Brod-

beck et al. [21] published an exper-

imental study about “Morphological

Evolution of Physical Robots through

Model-Free Phenotype Development”.

The overall objective is to demon-

strate a “model-free implementation

for the artificial evolution of physi-

cal systems, to stochastically optimize

the design of real-world machines”.

Being model-free means that the sys-

tem does not employ simulations, all

robots are physically constructed. As noted by the authors this avoids the reality

gap but raises two new problems: the speed problem and the birth problem

(challenge 4 and challenge 2 in [44]). The system demonstrates a solution to

the birth problem in real hardware based on modular robot morphologies. Two

types of cubic modules (active and passive) form the ‘raw material’ and robot

bodies are constructed from a handful (two to eight) of such modules. The ro-

bots have an on-board controller, running on an arduino microcontroller, which

operates the servos. The task is locomotion, which is achieved by oscillating the

servos at a certain frequency and amplitude determined by the genome. The

evolutionary process is induced by a classic generational evolutionary algorithm

running on the PC using populations of size 10 and fitness proportional selection

where fitness is the travelled distance in a given time interval. Robot genomes

encode the bodies implicitly by specifying the sequence of operations to build
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them by a robotic arm, dubbed the mother robot. The system was designed to

construct new robots autonomously.

This paper represents a very important milestones towards the Evolution of

Things. It demonstrate the feasibility of such systems by showcasing a genuine

hardware implementation, where the robotic manipulator (mother robot) and

the given collection of modules form a real-world ‘birth clinic’. However, the

robots do not have their own onboard controller, and the EA runs in an offline,

centralised fashion, position this work into the embodied serial trials category

in Watson’s taxonomy (cf. Figure 2.1b).

Controller & Model

When evolving the morphology and controllers of robotic organisms there will

always be a mismatch between the body and its controller. This mismatch can

also occur when the controller has been evolved in simulation and transferred

to a real robot or when the robot is damaged during its operational period.

We chose to deal with mismatch by using lifetime learning (see Chapter 8),

however there have been several papers which investigate ways to deal with this

mismatch using a form of modelling. These papers all combine simulation with

trials in hardware.

Bongard et al. [15] developed a system where the robot runs an internal

simulator with a model of itself. This model is updated regularly and is used

for the synthesis of new candidate controllers. This internal model allows their

system to cope with hardware failures of the robot, such as the loss of limbs.

Zagal and Ruiz-Del-Solar [169] present a system where the controllers and the

simulation are co-evolved. They first evolve controllers in simulation, which are

then transferred to hardware and tested again. The controllers that performed

best on the real hardware are then used as a target for evolution of the simulator

to minimise the difference in fitness between the simulation and hardware. In

this manner the fidelity of the simulation improves over time and therefore the

quality of the controllers.

Cully et al. [30] evolved controllers in simulation for a six legged robot. They

also created a behaviour-performance map in simulation which is a surrogate
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model for the performance of each controller based on its parameters. This

best controller is then transferred to the real robot which has a hardware fault

(a broken leg). The fitness of the controller on this robot is of course lower

than the behaviour-performance indicates and therefore the map is updated

using the new fitness. This new map is used to quickly develop a new controller

which is then tested on the robot and its fitness used to update the map again.

This loop continues until the map predicts the best controller has already been

found.

Koos et al. [87] use a multi-objective evolutionary algorithm with three objec-

tives: the fitness, the transferability and a diversity measure. This transferability

Figure 2.13: Robot solving a puz-
zle T-maze by Koos et al. [87]

objective is estimated by training a surrogate

model of the actual disparity between the

simulation and reality using an interpolation

technique. The combination of these three

objectives allows the evolutionary algorithm

to find those controllers that perform well in

simulation and will perform well in hardware

to be found. The authors note however that if

the best solution in hardware is not the best

in simulation this solution will not be found

using their approach. In their experiments

they did not find a situation where this oc-

curred though. Their technique is applied on an e-puck robot and the task of

solving a puzzle T-maze where the e-puck needs to go either left or right based

on a visual queue. Second they apply it on a four legged robot for the task of

locomotion.

2.3 Conclusion

Embodied evolution is still a very unexplored field of research. Furthermore,

all research in embodied evolution is on fixed hardware that does not change

through evolution. The closest examples of evolving morphology in hardware
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is that of Simoes and Dimond [133], where the active sensor layout is evolved.

To truly achieve embodied evolution of organisms hardware limitation need to

be overcome. Modular robot systems like the Molecubes of Zykov et al. [171]

may provide a solution, otherwise we may need to look at new manufacturing

techniques like 3D printing.

In the field of evolution of organisms we see a lot of work in simulation

with various levels of realism. Almost all of the simulations are realistic in the

sense that they use a good physics simulator, however, they are not all feasible

to actually manufacture in real hardware. Several papers show work where

evolution is done in simulation and the results are manufactured in hardware.

In these cases however, the evolutionary system is still centralised and work

in the traditional evolutionary robotics sense. As of yet there has not been a

system where evolution of organisms has been achieved in an embodied fashion,

i.e. robotic organisms in the real world that run an embodied evolutionary

algorithm that evolves both the shapes and the minds of the organisms.

Table 2.1: Overview of two decades of embodied evolution
and evolution of organisms.

Reference
What

evolves
Controller

Lifetime

learning
Evolution Embodiment

Embodied Evolution

Watson et al.

[155]; Nehmzow

[109]; Usui and

Arita [147];

Bredeche et al.

[19]

Controller
Neural

network
None

Distributed;

objective

function

Fixed

hardware

Simoes and

Dimond [133]

Controller

& Sensor

Layout

Neural

network
None

Distributed;

objective

function

Fixed

hardware
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Reference
What

evolves
Controller

Lifetime

learning
Evolution Embodiment

Bredeche et al.

[19]
Controller

Neural

network
None

Distributed;

no

objective

function

Fixed

hardware

Haasdijk et al.

[59]
Controller

Neural

network
None

Distributed;

objective

function

Simulated

realistic

Heinerman

et al. [65]

Controller

& Sensor

Layout

Neural

network

Individual

& Social

Distributed;

objective

function

Fixed

hardware

Evolution of Organisms

Rasmussen

et al. [121]; Ray

[122]; Lenski

et al.

[92]; Batut

et al. [7]

Virtual

program
n/a n/a

Distributed;

no

objective

function

Virtual

memory cells

Yaeger [163]

Morphology

&

controller

Neural

network

Hebbian

learning

Distributed;

no

objective

function

Simulated

non-realistic

Sims [134];

Komosinski

[84]; Lund

[97]; Bongard

and Pfeifer

[16]; Auerbach

and Bongard

[6]

Morphology

&

controller

Neural

network
None

Centralised;

objective

function

Simulated

non-realistic

Pollack et al.

[120]; Auerbach

et al. [5]

Morphology

&

controller

Neural

network
None

Centralised;

objective

function

Simulated,

realistic. End

results

manufactured
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Reference
What

evolves
Controller

Lifetime

learning
Evolution Embodiment

Zykov et al.

[171]

Morphology

&

controller

Instruction

sequences
n/a

Centralised;

objective

function

Simulated,

realistic.

Bongard et al.

[15]

Internal

model of

self and

controller

Neural

network
None

Centralised:

objective

function

Fixed

hardware,

with fault

introduced

Zagal and

Ruiz-Del-Solar

[169]; Glette

et al. [54]

Controller
Neural

network
None

Centralised;

objective

function

Simulated

realistic,

Validated on

hardware

Hornby et al.

[70]; Rieffel

et al.

[123]; Hiller

and Lipson

[67]; Cheney

et al.

[24]; Methenitis

et al. [102]

Morphology
Fixed

oscillators
n/a

Centralised;

objective

function

Simulated;

realistic. End

results

manufactured

Koos et al. [87] Controller
Neural

network
None

Centralised;

objective

function

Interleaved

simulations

and hardware

trials
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Emergence of Organisms
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3
Introduction

The following two chapters investigate the possibility of using embodied evolution

for the emergence of organisms. These investigations consider the principal

challenge of birth in the case of transient organisms, e.g. where individual

modules can aggregate into an organism and disaggregate at will.

The scenario envisioned in these chapters is that of a swarm of modular robots

situated in an environment where it is beneficial to aggregate into organisms

in some circumstances. Moreover we assume that the system designers do not

know beforehand whether the environment requires aggregation and in which

situations. Thus, we exclude the possibility of hand-designing controllers to

solve this scenario. Instead of directly designing controllers we aim to design

an evolutionary algorithm that can develop controllers in real time such that

modules aggregate and disaggregate as required by the circumstances.
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The main research question in these chapters is: Is embodied evolution

powerful enough to evolve (dis-)aggregation behaviour using indirect fitness in a

swarm of robots?

To answer this question we have used an evolutionary algorithm that runs

on-line and on-board that was developed in our lab. However, because we do not

know if and when aggregating is beneficial we cannot design a traditional fitness

function that directly rewards (dis-)aggregation. Thus, evolution must rely on

indirect, environmental fitness, that is, on the fact that in certain situations

being a part of an organisms gives an advantage over not being in an organism

(and the other way around).

In the first chapter the robots are placed in an environment where being in

an organism allows the robots to harvest more energy. In the second chapter

being in an organism is regularly required to overcome an obstacle, while other

times specifically not being in an organism is required. There is still an explicit

fitness function used in our algorithm in both cases, but this function rewards

either the amount of energy gathered or the level of task completion. In both

cases forming organisms is part of maximising the fitness, but in an indirect

manner.

The robots modelled in RoboRobo are an approximation of the robots

developed in the SYMBRION project (see Figure 1.2b). Besides sensors, com-

munication and processing capabilities, these robots have two important features:

1) they are independently mobile (e.g. they have wheels of some sort) and 2)

they can create rigid connections with other robots and thus form an organism.
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Abstract

We investigate whether a swarm of robots can evolve controllers that cause

aggregation into ‘multi-cellular’ robot organisms without a specific reward to do

so. To this end, we create a world where aggregated robots receive more energy

than individual ones and enable robots to evolve their controllers on-the-fly,

during their lifetime. We perform experiments in six different implementations

of the basic idea distinguished by the system of energy distribution and the

level of advantage aggregated robots have over individual ones. The results

show that ‘multi-cellular’ robot organisms emerge in all of these cases.

4.1 Introduction

Swarm-robot systems and (self-)reconfigurable modular robot systems paradigms

have been invented to facilitate multi-purpose robot design. Swarm-robot

systems use large numbers of autonomous robots which cooperate to perform

a task [106]. Similarly, self-reconfigurable modular robot systems use many

modules to form a larger, reconfigurable, robot that can tailor its shape to suit

a particular task [166]. These two subjects have largely been studied separately,

with swarm robotics focusing on cooperating robots which do not assemble into

an organism. Research in reconfigurable modular robotics focuses on creating

actual modules, finding suitable morphologies for a task, and reconfiguring from

one morphology to another.

Recently, a new kind of self-reconfigurable robots has been proposed based

on modules that are also capable of autonomous locomotion [81]. In such

a system, the modules can form a swarm of autonomous units as well as a

‘multi-cellular’ robot organism consisting of several physically aggregated units.

To date, there has been very little research on self-assembly – the transition

from swarm to organism – as emergent, not pre-programmed, behaviour.

The main subject of this chapter is emergent self-assembly through evolution.

We are interested in the emergence of robot organisms from swarms as a response

to environmental circumstances. To this end, we design environments where
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organisms have an advantage over individual modules and make the robots

evolvable. In particular, we implement an on-line and on-board evolutionary

mechanism where robot controllers undergo evolution on-the-fly: selection and

reproduction of controllers is not performed by an outer entity in an off-line

fashion (e.g. a genetic algorithm running on an external computer), but by

the robots themselves [60]. One of the premises of our study is that we do

not include a specific fitness measure to favour organisms. Rather, we build a

system with an implicit environmental pressure towards aggregation by awarding

more energy to robots in an aggregated state. The environmental advantage is

scalable and we compare the effects of low, medium and high values.

The research questions we seek to answer are the following:

1. Will organisms evolve purely because the environment favours modules

that are part of an organism? Or, does the system need a specific user

defined fitness to promote aggregation?

2. How does system behaviour depend on the level of environmental benefit?

Will organisms evolve even if the extra advantage is low?

3. What are the characteristics of the evolved organisms? How large and

how old do organisms become?

4.2 Related Work

Swarm Robotics As mentioned, our work is situated between swarm robotics

and self-reconfigurable modular robot systems. Swarm Robotics [106] is a field

that stems from Swarm Intelligence [12], where swarm-robots often have the

ability for physical self-assembly. Swarm-bots were created in order to provide

a system which was robust towards hardware failures, versatile in performing

different tasks, and navigating different environments.

In [29], Şahin categorizes tasks for which to use swarm robots as: tasks that

cover a region, tasks that are too dangerous, tasks that scale up or down in

time, and tasks that require redundancy. In [106], the self-assembly of s-bots
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allows for the navigation of crevices and objects too large for a single robot,

as well as the transport of objects which are too heavy to be transported by a

single robot.

Self-reconfigurable modular robot systems Self-reconfigurable modular

robot systems (SMRSs) were designed with three key motivations: versatility,

robustness and low cost. The first two are identical to motivations for swarm-

robots, while low cost can be achieved through economy of scales and mass

production as these systems use many identical modules. The main advantage

advocated is the adaptability of these systems to different tasks, however most of

the research in this field is still exploring the basics: module design, locomotion

and reconfiguration.

Yim gives an overview of self-reconfigurable modular robot systems in [166],

the research is mainly on creation of modules in hardware and showcasing their

abilities to reconfigure and lift other modules. Most of these self-reconfigurable

modular robot systems are incapable of locomotion as independent modules.

In recent years however, a number of SMRSs were developed that incorporate

independent mobility as a feature [161], [89], [81].

The SYMBRION/REPLICATOR projects, of which this research is part,

develops its own SMRS, exploring two alternatives for hardware, as presented

in [81]. Both versions are independently mobile and so can operate as a swarm,

both also have a mechanical docking mechanism allowing the modules to form

and control a multi-robot organism.

Self-Assembly The task of multiple robots connecting autonomously is usu-

ally called self-assembly, and has been demonstrated in several cases: [56], [167],

[115], [161]. Most of these however, are limited to pre-programmed control

sequences without any evolution. In self-reconfigurable robots, self-assembly is

restricted to the docking of two modules as demonstrated in [161], [89].

The work in this chapter is most closely related to that of Groß, Nolfi,

Dorigo, and Tuci: [10], [56], [57], in which they explore self-assembly of swarm

robots. They evolved Recurrent Neural Networks for the control of s-bots to
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be capable of Self-Assembly in simulation, they then took the best controllers

evolved in this manner and tested them in real s-bots. This research shows

it is possible to evolve controllers which create organisms. As it is difficult to

evolve controllers in a situation where either robot can grip the other, they use

a target robot in most of their research. This target robot, also called a seed,

bootstraps the problem of who grips who, by showing which robot should be

gripped by the other robot. Furthermore they assign fitness to the s-bots based

on whether they succeeded in forming an organism, or if failed the distance

between the robots.

On-line On-board Evolutionary Algorithms We use an evolutionary

algorithm (EA) as a heuristic optimiser for our robot controller, as do many

robotics projects. The field of evolutionary robotics in general is described by

Nolfi and Floreano in [112]. Eiben et al. describe a classification system for

evolutionary algorithms used in evolutionary robotics [42]. They distinguish

evolution based on when evolution takes place: off-line or design time vs. on-line

or run time. Where evolution takes place: on-board or intrinsic vs. off-board

or extrinsic. And how evolution takes place: encapsulated or centralized vs.

distributed.

Whereas most evolutionary robotics research uses offline and extrinsic ap-

proaches to evolving controllers. We use an on-line on-board (or intrinsic)

hybrid approach, based on EVAG [90] and (µ+1) ON-LINE [60]. It is described

in detail in [72]. Each robot maintains a population of µ individuals locally,

and performs cross-over and mutation to produce offspring. These individuals

can be exchanged between robots as part of the parent selection mechanism.

The offspring is then instantiated as the controller for evaluation.

We do not include a task in our system other than gathering energy. Nor do

we include any type of morphology engineering, or purposeful reconfiguration

of an organism. Our goal is to investigate only the very first step: forming an

organism under environmental pressure.
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4.3 System Description & Experiments

Simulator

We conduct our experiments with simulated e-puck robots in a simple 2D

simulator: RoboRobo1. The robots can steer by setting their desired left and

right wheel speeds. Each robot has 8 sensors to detect obstacles (static obstacles

as well as other robots), indicated by the lines protruding from their circular

bodies in Fig. 4.1. While a such a simple 2D simulation ignores a lot of the

intricacies of robots in the real world, it is still complex enough that creating

intentional, meaningful, and effective organisms is not trivial and serves our

purpose of investigating organism creation under environmental pressure.

Connections

In our experiments robots can create new organisms, join an already existing

organism, and two existing organisms can merge into a larger organism. When

working with real robots, creating a physical connection between two robots

can be challenging, and movements of joints are noisy because of actuator

idiosyncrasies, flexibility of materials used, and sensor noise. We choose to

disregard these issues and create a very simple connection mechanism which

is rigid the moment a connection is made. The connection is modelled as a

magnetic slip-ring, which a robot can set to ‘positive’, ‘negative’ or ‘neutral’.

When robots are close enough, they automatically create a rigid connection

if neither of them has the slip-ring on ‘negative’ and at least one of them has

it on the ‘positive’ setting. The connection remains in place as long as these

conditions hold (i.e., neither sets its slip-ring to ‘negative’ and at least one is

set to ‘positive’).

Environment

The robots start each evaluation cycle with a fixed amount of energy and lose

energy at regular intervals to simulate power consumption by actuators. When

1https://github.com/ci-group/RoboRobo-Organisms
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Figure 4.1: 10 robots in an arena with a feeding ground
which is also a scale, the scale regularly changes position

a robots energy reaches 0 it is deactivated, and is unable to move for the rest

of the evaluation cycle. The environment provides energy through a ‘feeding

ground’ from which robots can gather energy by standing on top. The amount

of energy gathered during evaluation is the fitness measure for on-line evolution.

There are two ways in which the environment provides an advantage to

organisms over single robots. The first is that the amount of energy awarded

depends on whether or not the robots are part of an organism as described

below. The second advantage is that organisms can move faster, by driving in

the same direction, although manoeuvring is slightly more complicated. It is

important to note that there is no direct reward for being part of an organism;

the benefit is indirectly defined by the environment. We have implemented

the advantages for organisms in two different scenarios: one based on a scale

metaphor and one on a riverbed, as described in the next subsections. We

compare these with a separate baseline experiment, where organisms have no

benefit.
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Table 4.1: Power gain formulas for power scale (left) and
riverbed (right) scenarios

Logarithmic log (|O|+ 1) ∗ 2

Linear (|O|+ 1) ∗ 2

Exponential exp (|O|+ 1) ∗ 2

Logarithmic log
(
P
W ∗ 2 ∗ |O|

)
Linear P

W ∗ 2 ∗ |O|

Exponential exp
(
P
W ∗ 2 ∗ |O|

)
Power Scale In a rectangular arena without stationary obstacles, there

is a single feeding ground (the circle in Fig. 4.1); the environment awards

energy to robots in this feeding ground. This feeding ground acts as a scale:

the environment supplies more energy to modules belonging to an organism.

For each organism on the scale, the gain in awarded energy increases with

the organism’s size |O|. This gain can depend linearly, logarithmically or

exponentially on |O| as shown in Table 4.1. Robots on the scale but not part of

the organism do not affect the amount of energy received by the organism.

Riverbed In this scenario the arena is analogous to a river which pushes the

robots downstream. Again, there are no obstacles. Now, the entire arena is

a feeding ground, but there is an upstream gradient: the amount of energy

awarded increases as a robot finds itself more upstream. To counteract the

current that pushes robots down the energy gradient, robots can aggregate into

an organism: together they are faster and able to move or stay upriver, and so

receive more energy. Again, this gain can increase linearly, logarithmically or

exponentially as shown in Table 4.1. In the formulas used W is the width of

the arena and P the position of the centre of the organism.

Baseline As a baseline, we use an experiment in which being part of an

organism holds no benefit. We set up an empty environment where the robots

receive a fixed amount of energy at every time-step, regardless of their position

in the arena or whether they were part of an organism. There is no current

driving the organisms anywhere, and organisms are not able to move faster

either. The baseline can be viewed as an extension of either experiment: the
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Table 4.2: Neural Network inputs (left) and outputs (right)

8 Distance sensors

1 Size of the organism

1 Angle to nearest feeding ground

1 Distance to nearest feeding ground

1 Energy Level

1 Bias node.

Vote for Random Walk

Vote for Wall Avoidance

Vote for Go to feeding ground

Vote for Create organism

Magnetic ring setting.

power scale the scale now extends to the entire arena and no longer takes the

number of robots on it into account. For the riverbed scenario, the current is

reduced to 0 and the feeding ground has no gradient.

Controller

The controller consists of a feed-forward artificial neural network that selects

one of 4 pre-programmed strategies based on sensory inputs. The neural net

has 13 inputs (cf. Table 4.2), 5 outputs and no hidden nodes. It uses a tanh

activation function.

The inputs are normalised: Distance sensors, Organism Size, Distance to

nearest feeding ground, and Energy level are normalised between 0 and 1, angle

to nearest feeding ground is normalised between -1 and 1.

The output of the neural network, as described in Table 4.2, is interpreted

as follows: the first four outputs each vote for an action, the action with the

highest activation level is selected. The fifth output governs the magnetic ring

setting: ‘negative’ if the output is smaller than −0.33, ‘positive’ if it is bigger

than 0.33 and ‘neutral’ otherwise.

Evolutionary Algorithm & Runs

We use a genome which directly encodes the weights of the neural net using a

real-valued vector. It also includes N mutation step sizes for N genes.
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Each controller is evaluated for 800 time steps, followed by a ‘free’ phase of

200 time steps to allow it to get out of bad situations. Each 1000 time steps

therefore constitutes 1 generation. At the end of the evaluation cycle the active

controller is compared to the local population, and added if it is better than

the worst one. A new controller is created using either mutation or crossover.

Mutation is a Gaussian perturbation using self-adaptation. The algorithm

uses averaging crossover and parents are selected using a binary tournament on

the entire population across all robots (panmictic layout) as described in [72].

At the start of the new generation, control is switched to the new controller,

which could potentially have a completely different setting for the magnet than

the previous one, potentially destroying an organism. We ran the experiments

with different reward functions described above using 10 robots. We used this

number of robots as we expect to have a similar number of real robots to

repeat the experiment with available from the project this research is part of.

To ensure good parameter settings, we used the BONESA toolbox2 [136] to

optimise settings for crossover rate, mutation rate, initial mutation step size,

re-evaluation rate, and population size. Using the best parameters found, as

shown in Table 4.3, we repeated each experiment 40 times, each run lasting

1000 generations.

4.4 Results & Analysis

The results we obtained are shown in Fig. 4.23. They show that random

interactions already lead to some organisms, however, under influence of envi-

ronmental pressure the organisms become much larger and older than without.

The amount of pressure did not result in large differences in either organism

size or longevity. Even a small amount of environmental advantage suffices to

cause significantly bigger and older organisms – the logarithmic reward function

that implements the least pressure in our comparison may not even represent

the minimum amount of pressure needed.

2http://sourceforge.net/projects/tuning/
3We used a beta distribution as a basis for the 95% confidence interval for our graphs.
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Table 4.3: Parameters of the EA for the Riverbed (R.B.)
and Power Scale (P.S.) experiments

Scaling
re-evalua-
tion rate

crossover
rate

population
size

mutation
rate

R
.B

. logarithmic 0.62385 0.03602 3 0.57369

linear 0.44908 0.04369 4 0.00509

exponential 0.40806 0.03411 3 0.21407

P
.S

.

logarithmic 0.50294 0.93562 3 0.07154

linear 0.54149 0.46759 3 0.06662

exponential 0.56736 0.99323 3 0.05807

baseline 0.62385 0.03602 3 0.57369

Comparing results for the two scenarios, the riverbed scenario leads to bigger

and older organisms than the power scale scenario – a markedly larger difference

than that between logarithmic, linear and exponential benefit. This indicates

that the environmental pressure is determined by more than only the reward

functions we tested: since there is no quantitative difference between the reward

functions in each scenario, the difference in organism longevity and size can

only be caused by other, qualitative, differences between the scenarios. This

shows that the design of the environment itself can be more important than

the specific function that determines the environmental benefit of being in an

organism.

Organism size

Figure 4.2 shows the mean organism size of a generation averaged over 40 runs

for the power scale experiment on the left and the riverbed experiment on the

right. The x-axis is the time measured in generations. The y-axis displays the

mean number of robots in an organism. The raw data is plotted as a grey line
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Figure 4.2: Sizes (top) and Ages (bottom) of organisms for
Power Scale (left) and Riverbed (right) scenarios

for each fitness scaling, for each we also show a second order exponential trend

line. The bottom line is that of the baseline experiment.

The baseline experiment results in organisms that are not very large, on av-

erage approximately 2.3. The other experiments produce much larger organisms:

averages between 7 and 9 for power scale, between 8 and 10 for riverbed. These

are significantly higher than the baseline, at 99% confidence, as seen by the

disjoint confidence intervals between the baseline and other plots. The difference

in averages between the logarithmic, linear and exponential experiments are

not significant at 99% confidence (overlapping confidence intervals).

In both experiments, environmental benefit positively influences the emer-

gence of organisms, but the level of influence does not seem to differ between the

tested reward functions. With logarithmic being the lowest reward tested we

can conclude that the minimum pressure lies somewhere between no advantage

and logarithmic. Note that in both scenarios the linear reward leads to the

highest average. This suggests that there is a sweet-spot somewhere between

logarithmic and exponential scaling.
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Organism Age

Figure 4.2 shows the mean organism age for each generation averaged over 40

runs for the power scale experiment on the left and the riverbed experiment on

the right. The x-axis is the time measured in generations. The y-axis displays

the mean age of an organism in number of 105 ticks. The raw data is plotted as

a grey line for each fitness scaling, for each we also show a trend line based on

the fifth Fourier series. The baseline experiment’s results are included in both

graphs.

The lines for the three reward functions rise rapidly to values significantly

higher than the baseline in both scenarios. In the power scale scenario, the

average organism age reaches more than 400.000 ticks, or 400 generations. In

the riverbed scenario this goes up to almost 700.000 ticks, or 700 generations

for the linear reward.

The lines are rising rapidly and almost monotonously, suggesting that the

organisms do not ’die’ between generations. The age values in the riverbed

scenario are higher than those in the power scale scenario, notable is also that

the incline of the plots for the riverbed scenario are steeper than the ones for

the power scale scenario.

These graphs support our earlier conclusion that the reward positively

influences the size, and the age of organisms. The steeper and higher graphs

of the riverbed scenario lead us to conclude that the environmental pressure

is determined by more than just the reward function. It also shows that the

reward has a different impact on the size of organisms than it does on the age of

organisms. Overall we conclude that, when designing experiments, more effort

should go into creating an appropriate environment than into designing the

reward.

We also observe that organisms do not disintegrate when switching from

one controller to another, from which we can conclude that the evolutionary

algorithm converges very quickly (within 50 generations) to values for a positive

ring setting.
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4.5 Conclusion & Further Research

We have shown that large organisms emerge in an environment which favours

modules that are part of an organism, without the need for a specific fitness

function to promote aggregation. Organisms emerge even without environmental

pressure by chance, but these are significantly smaller and have a significantly

shorter life span.

We tested three reward functions in two separate scenarios. The amount of

pressure from the reward functions did not result in large differences. Even the

lowest amount of pressure, – logarithmic with respect to organism size – leads to

significantly bigger and older organisms. We notice a trend: the linear reward

performs slightly better than both logarithmic and exponential, suggesting an

optimal setting between logarithmic and exponential. The differences between

the scenarios did result in different sizes and organisms. In other words, the

environmental pressure is more than just a reward function: our results also

show that the design of the environment is more important when designing an

experiment than the reward function.

We only used 10 robots for the experiments, this raises the question whether

the same results would be obtained when using more robots. More robots

would also imply a larger arena, so care should be taken to correctly scale the

experiments. Furthermore, we used a controller which had pre-programmed

parts that were very solution specific. To alleviate this specificity, further

experiments can be executed in which the control is at a lower level, and hence

the problem more difficult. Here the use of different controllers, which are more

powerful, can be investigated. We observed evidence that the reward function

may have an optimum, this could be further investigated to answer questions

like: where is the optimum? Is it the same in different scenarios? Does finding

the optimum lead to significantly bigger or longer lasting organisms?

We noted evidence that differences in qualitative environmental pressure may

be more important than differences in quantitative pressure in their influence on

the emergence of organisms, and therefore should be investigated. This research

could be part of the upcoming discipline of complexity-engineering: harnessing
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emergent phenomena to create interesting or useful characteristics in complex

systems. Lastly we would like to investigate the ‘unlearning’ of organism forming

behaviour by letting controllers evolve in a changing environment which first

favours organisms and over time puts organisms at a disadvantage.
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Abstract

One of the grand challenges in self-configurable robotics is to enable robots to

change their configuration, autonomously, and in parallel, depending on changes

in the environment. In this chapter we investigate, in simulation, if this is

possible through evolutionary algorithms (EA). To this end, we implement an

unconventional on-line, on-board EA that works inside the robots, adapting

their controllers to a given environment on-line. This adaptive robot swarm

is then exposed to changing circumstances that require that robots aggregate

into “organisms” or dis-aggregate into swarm mode again to improve their

fitness. The experimental results clearly demonstrate that this EA is capable of

adapting the system in real time, without human intervention.

5.1 Introduction

Within the domain of self-configurable robotics, Stoy and Kurokawa [142] have

identified a number of grand challenges, including one that a self-configurable

robot should be able to change its configuration, autonomously, and in parallel,

depending on changes in the environment. This is exactly the problem we

address in this chapter.

The main assumption and working hypothesis of the present study is that this

problem can be solved by using evolutionary algorithms. Therefore, this chapter

falls in the area of evolutionary robotics, to be more specific in evolutionary

swarm robotics, since we consider a swarm of robotic units that can physically

aggregate and form a so-called organism, as envisioned by the Symbrion research

project [93]. A specific feature of our system, that distinguishes it from the

majority of related work, is that we use on-line evolution. In most evolutionary

robotics systems the robot controllers are evolved off-line, before deploying

the robots in some operational environment, cf. [112]. In contrast, we apply

on-line evolution, after deployment, during the operational period of the robots.

This feature is essential for robotic systems that are requested to operate

long periods without direct human intervention, possibly in unforeseen and
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dynamically changing environments [110]. Our previous work has addressed the

issue of self-driven aggregation and we have shown that even light environmental

pressure is sufficient for the on-line evolution of aggregated organisms [159]. In

this chapter we switch from a static environment, as used in Weel et al. [159],

to a dynamically changing environment. The main research question is:

Is our on-line evolutionary algorithm capable of repeatedly re-

adapting the robot controllers if the circumstances change?

To find an answer to this question we design three different environments.

One where aggregated organisms have an advantage, one where they have a

disadvantage, and one that is neutral from this perspective. Then we expose a

group of 50 robots to a scenario where the environment repeatedly changes and

try to find out whether the organisms can adapt their sizes appropriately. To

this end, there are two important things to note. Firstly, that the behaviour

of organisms is the result of the behaviour of the individual robots that form

their cells. Secondly, that robot controllers can only change through evolution

and we do NOT use any specific fitness function to reward aggregation or

disaggregation, only environmental selection.

5.2 Related Work

A seemingly related area of existing work is that of evolutionary optimisation

in dynamic environments [17; 107]. Our kind of on-line on-board evolutionary

algorithms are similar to this because the actual (on-line) performance is more

important than the end result (off-line performance). However, we are working

with robots whose controllers need to be evolved in vivo. Here lies a big

difference: in our application one cannot afford bad candidate solutions, because

they could ”kill” the given robot, while in a traditional EA bad individuals

merely slow down the search.

Our work is related to both swarm robotics and self-reconfigurable mod-

ular robot systems. Swarm Robotics [106] is a field that stems from Swarm
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Intelligence [12], where swarm-robots often have the ability for physical self-

assembly. Swarm-bots were created in order to provide a system which was

robust towards hardware failures, versatile in performing different tasks, and

navigating different environments. Similarly, self-reconfigurable modular robot

systems were designed with three key motivations: versatility, robustness and

low cost. The first two are identical to motivations for swarm-robots, while

low cost can be achieved through economy of scales and mass production as

these systems use many identical modules. Yim gives an overview of self-recon-

figurable modular robot systems in [166], the research is mainly on creation

of modules in hardware and showcasing their abilities to reconfigure and lift

other modules. For our research, we assume a self-reconfigurable robot system

which is independently mobile, as reported in [81; 89; 161]. The task of multiple

robots connecting autonomously is usually called self-assembly, and has been

demonstrated in several cases: [56; 115; 161; 167]. Most of these however, are

limited to pre-programmed control sequences without any evolution. In self-

reconfigurable robots, self-assembly is restricted to the docking of two modules

as demonstrated in [89; 161].

On-Line On-Board evolution is a relatively new field in evolutionary robotics,

initiated by the seminal paper of Watson et al. [155] who present a system

where a population of physical robots (i.e. their controllers) autonomously

evolves while situated in their task environment. Since then the area of on-line

on-board evolution in swarm-robotics, as classified in [42], has gained a lot of

momentum [18; 66; 81; 86; 128; 143].

The work in this chapter is part of the SYMBRION/REPLICATOR projects

in which robots are being developed and used that are independently mobile

and can operate as a swarm, but also have a mechanical docking mechanism

allowing the modules to form and control a multi-robot organism [81]. The most

closely related existing work is that of [10; 56; 57] that explores self-assembly

of swarm robots. The controllers of the so-called s-bots (Recurrent Neural

Networks) were evolved off-line in simulation, and deployed and tested in real

s-bots afterwards. That research shows it is possible to evolve controllers which

create organisms. Our present work is to demonstrate that it can be done
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through on-line evolution as a response to environmental changes.

5.3 System Description and Experimental Setup

As explained in the Introduction, we design three different environments. One

where aggregated organisms have an advantage, one where they have a disad-

vantage, and one that is neutral from this perspective. Then we expose a group

of 50 robots to a scenario where the environment repeatedly changes and watch

whether they can adapt appropriately. In this section we describe the details.

Arena

Figure 5.1: Overview of the final arena, consisting of neu-
tral (white), organism-friendly (light-blue), and organism-
unfriendly terrains.

The main idea behind our implementation is to relate the environmental

(dis)advantage of organisms to their ability to move and to use different terrains.

To be specific, we add a “basic instinct” to the robots to move eastwards (from

left to right in our arena) by defining their fitness through their positions:

the more they move to the right during evaluation, the higher. Then we

create three terrains that differ in their organism-friendliness. In the organism

friendly terrain single robots cannot progress to the right and the speed of

a larger organism is higher. Metaphorically speaking we have river with a

west-bound current here, where only multi-cellular organism have the strength

to swim eastwards. We make the organism unfriendly terrain by laying out

narrow pathways where big organisms get stuck. The neutral terrain imposes

no minimum nor maximum organism size. These three terrains are laid side

by side and the resulting composed field is repeated three times in order to

increase the number of environmental changes in one run, the resulting arena

is shown in Fig. 5.1. Note that this arena is suited to test the populations
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response to changes, because robots are driven to move to the right by the

fitness function. However, this fitness is certainly does not provide a specific

reward for aggregating behaviour, thus it does not represent “cheating”. In

the meanwhile, it provides a well defined measure to assess success of robot

behaviours: the more to the right at the end of an evaluation, the better.

Robots

We conduct our experiments with simulated e-puck robots in a simple 2D

simulator: RoboRobo1. The robots can steer by setting their desired left and

right wheel speeds. Each robot has 8 sensors to detect obstacles (static obstacles

as well as other robots), as well as 8 sensors to detect the the river-like zones.

Connections

In our experiments robots can create new organisms, join an already existing

organism, and two existing organisms can merge into a larger organism. When

working with real robots, creating a physical connection between two robots

can be challenging, and movements of joints are noisy because of actuator

idiosyncrasies, flexibility of materials used, and sensor noise. We choose to

disregard these issues and create a very simple connection mechanism which

is rigid the moment a connection is made. The connection is modelled as a

magnetic slip-ring, which a robot can set to ‘positive’, ‘negative’ or ‘neutral’.

When robots are close enough, they automatically create a rigid connection

if both have their ring on the ‘positive’ setting. The connection remains in

place as long a neither sets its slip-ring to ‘negative’. Thus, a positive-neutral

combination is not sufficient to establish a new connection, but it is sufficient to

maintain an existing one. The neutral setting is important in this experiment

to allow for organisms to maintain a certain size, as it allows connections to be

maintained without creating new ones.

1https://github.com/ci-group/RoboRobo-Organisms
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Controller

The controller is a feed-forward artificial neural network that selects one of 5

pre-programmed strategies based on sensory inputs. The neural net has 20

inputs (cf. Table 5.1), 8 outputs and no hidden nodes. It uses a tanh activation

function. The inputs are normalised between 0 and 1.

The output of the neural network, as described in Table 5.1, is interpreted as

follows: the first five outputs each vote for an action, the action with the highest

activation level is selected. The sixth output describes the desired organism

size which is used when the ‘form organism’ strategy is chosen. The seventh

output describes the direction the robot should move in when performing the

‘move’ strategy. The eighth output is the desired speed the controller wants to

move in, and is used in all strategies except ‘halt’ (which sets speed to 0).

Table 5.1: Neural Network inputs (left) and outputs (right)

8x Obstacle distance sensors

8x Zone distance sensors

1x Size of the organism

1x Angle to the end

1x Distance to the end

1x Bias node

Vote for Form Organism

Vote for Leave Organism

Vote for Halt

Vote for Avoid Obstacles

Vote for Move

Desired organism size

Desired direction for Move

Desired speed for Move

Evolutionary Algorithm and Runs

We use an on-line on-board hybrid evolutionary mechanism. The first constituent

of the hybrid is the (µ+ 1) ON-LINE [60] method, where each robot is an island

with a population of µ individuals (genotypes encoding possible controllers)

that undergo evolution locally [4]. The other component is the peer-to-peer

protocol based EVAG method [90]. The hybridised algorithm as described in
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detail in [72] also allows recombination across all robots in a panmictic overlay

topology.

To represent robot controllers we use a genome which directly encodes

the N weights of the neural net using a real-valued vector of length N . This

genome is extended to include N mutation step sizes (σ′s) for these N genes.

Mutation is a standard Gaussian perturbation with noise drawn from N(0, σ)

using self-adaptation of σ′s through the standard formula’s. For recombina-

tion we use averaging crossover. As for selection, we have a mixed system

of global parent selection and local survivor selection. That is, parents are

selected using a binary tournament over all genomes in all robots. Once the

parents create a newborn controller its fitness is assessed by allowing it to

control the robot for 1000 time steps: first a ‘free’ phase of 200 time steps

to allow it to get out of bad situations, followed by an evaluation period

for 800 time steps. Each 1000 time steps therefore constitutes 1 generation.

At the start of a generation a choice is randomly made between creating a

new controller as described above, or choosing an existing controller for re-

evaluation, the chance of re-evaluating is controlled by the re-evaluation rate.

Table 5.2: Parameters

Parameter Value

Local population size 3

Mutation chance 0.4

Crossover chance 0.05

Re-evaluation rate 0.5

Initial mutation step-size 0.1

Generations 2000

At the end of the evaluation cycle

the given controller is compared to

the local population of µ others and

replaces the worst one if it is better.

We ran the experiment using 50

robots, we used this number to have

a relatively large amount of robots,

while not over-crowding the starting

area. Too many robots in the start

area could lead to an inability of a

controller to perform its otherwise

good behaviour by getting stuck be-

hind bad controllers.

We used the parameters shown in Table 5.2 for our evolutionary algorithm

and repeated the experiment 50 times, each run lasting 2000 generations. The
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parameter settings are based on parameters found in our earlier paper [159] in

which we used the BONESA toolbox2 [136] to optimise settings for crossover

rate, mutation rate, initial mutation step size, re-evaluation rate, and population

size. Our experiments are fully repeatable, as the source code is available via

the web-page of the first author3.

5.4 Results and Analysis

This section presents the results of the experiment that have been performed.

We essentially want to investigate (1) whether the robots are able to find their

way through to the end the obstacle course, (2) analyse how they find their way

through the obstacle course with respect to the formation of organisms. We

will address both questions below.

5.4.1 Are they able to find their way?

In order to answer the first question, we have studied the positions of the robots

within the obstacle course over time. Hereby, we have taken the position of the

best performing robot during each run (i.e. the robot which came closest to the

end of the obstacle course), and also recorded the position of the robot closest

to the beginning of the course (the worst performing robot). Furthermore, we

have taken the position of the median robot. The results averaged over 50 runs

are shown in Figure 5.2. The layout of the obstacle course is shown on the

y-axis whereas the x-axis show time (by means of the number of generations).

In the figure, it can be seen that the best robot on average is almost able to

complete the entire obstacle course, meaning that it manages to pass the river

three times, and ends up in the last narrow passageway. The reason why the

best robots on average do not make it all the way to the end is due to the fact

that there are some incidental bad runs where the best robot does not even

pass the first obstacle.

2http://sourceforge.net/projects/tuning/
3A zip-file can be found at http://www.few.vu.nl/~bwl400/papers/parcours.zip
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Figure 5.2: Robot positions

When considering the worst individual, it can be seen that the worst per-

forming robots hardly progresses within the obstacle course. On average the

robots are not able to get beyond the first river which they encounter. In fact,

they do not even end up at the beginning of the river. The median robots

manage to pass the first set of obstacles (the river and the narrow passageway)

and are also able to pass the second river.

Overall, it can be concluded that on average a majority of the robots manage

to find a way passed the river twice as well as a single passage of the narrow

passageway. Some are able to do this three consecutive times. A minority of the

robots is hindered too much by the obstacles, resulting in them never passing

the first obstacle, namely the river.

5.4.2 How do they find their way?

It is interesting to see that the robots learn how to deal with the obstacles, but

the question that remains is: how do they achieve it? Do they form organisms?

And do they leave organisms? We will try to obtain some insights by studying
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Figure 5.3: Organism Size per Position

the behaviour of the robots on a more detailed level. Therefore, we investigate

the size of the organisms over the obstacle course to see whether they learn to

form an organism and leave it at the appropriate locations.

Figure 5.3 shows the position in the obstacle course on the x-axis and the

average organism size (a one denotes a single agent that is not part of an

organism) on the y-axis.

Table 5.3: Mean organism size in different
zones. Zones are defined by the start and
end of the river/narrow passage.

Zone Mean Std

River 1 2.76 0.45

Corridors 1 1.31 0.33

River 2 2.07 0.27

Corridors 2 1.28 0.27

River 3 2.07 0.35

Corridors 3 1.30 0.23

In Fig. 5.3 can be seen that the

average size of the organisms at the

river area is a lot higher compared to

the narrow passageway. In the neu-

tral territories, the robots tend to con-

tinue with the organism size required

by the obstacle they encountered last

(i.e. after a river they remain within

an organism, and after the narrow pas-

sageway they remain single). When

looking closer at the behaviour of the

robots during the narrow passageway,

a spike in the centre of the passage-

way can be seen.We assume that this

63



Chapter 5. On-line Evolution of Controllers for Aggregating Swarm Robots in
Changing Environments

is due to the fact that the curve in the passageway is difficult to pass for the

robots, and therefore one option for them is to try and form an organism. In

the trend of the organism size during the river passage it can be seen that the

average size of the individuals is declining a bit after the first river. This because

there are simply fewer robots around with which an organism can be formed,

resulting in a disadvantage for robots that want to form large organisms.

Table 5.3 shows more detailed data on the average organism size at the

various regions within the obstacle course. The standard deviations are also

included.

5.5 Concluding Remarks and Further Research

In this chapter we addressed the challenge of enabling a group of self-configurable

robots to adapt their controllers to changing circumstances autonomously,

without human intervention. The basic idea behind our approach is to equip the

robots with evolutionary operators that keep working, during the operational

period of the robots. Our algorithmic solution combines ideas from island-based

EAs [4] and peer-to-peer EAs [90], offering –in principle– the best of both

worlds.

Our experiments have provided convincing evidence that this approach is

capable of evolving the robot controllers in real time and respond to environmen-

tal changes, without using a problem-tailored fitness function to “push” some

targeted behaviour. Inevitably, we used a number of simplifying assumptions

and design decisions in our experimental setup (e.g., using distance from the

origin as an abstract measure of fitness), but these did not include any specific

bias either. The emerging system behaviour was rooted in the interplay of the

evolutionary mechanism and the environmental pressure.

Further work will be carried out in two directions. Firstly, we will explore the

niche of applicability of our approach, by testing it in a number of different cases,

i.e., in different (changing) environments, with various tasks for aggregated

robots and measures of viability (fitness). One of the most interesting questions

here concerns the combination of environmental selection (open-ended evolution

64



5.5. Concluding Remarks and Further Research

for pure survival) and human-defined tasks (directed evolution with quantifiable

performance measures). Secondly, in close cooperation with roboticists, we will

port the whole machinery to real robots to validate its working in vivo.
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6
Conclusion

In these chapters we investigated whether we could use embodied evolution and

environmental pressure to evolve the behaviour of aggregating into organisms

when the environment calls for it and to dis-aggregate when the environment is

no longer beneficial for organisms.

From the results presented we can conclude that yes we can use these

techniques to evolve aggregation and dis-aggregation behaviours. We found

that the magnitude of the advantage for organisms does not matter for their

emergence, even a small advantage was enough for the emergence of them. The

two different environments supplied an advantage for harvesting energy in a

different manner, however, we still see similar trends with regards to organism

size and age. Second, using embodied evolution the aggregation behaviour

is reversible if the environment calls for it. This means that using the same
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evolutionary mechanism we can adapt to changing circumstances.

Interestingly we found that evolution does not seem to change strategy

if it is not needed. In Chapter 5 areas beneficial for organisms and areas

disadvantageous for organisms were separated by neutral areas. In these neutral

areas the strategies of the robots did not change with regards to the area they

were in before. E.g. after an area advantageous for organisms the robots remain

in organisms, while after a disadvantageous area they remain solo.

Looking back at the development of this system we found that engineering

the environment is of crucial importance and non trivial. During development

we changed the environments several times and needed to tweak the numbers

to make the system viable. Essentially part of the problem of designing a good

fitness function was shifted to designing a suitable environment.

Although our algorithm works well in the results discussed in these chapters

engineering the environment is of crucial importance. In unpublished results

we tried to create an environment which changed more gradually and slowly

(e.g. in evolutionary time) than the one in Chapter 5. However, in this case

evolution found an optimal organism size and the swarm did not adapt to the

changing circumstances, on the other hand the evolutionary algorithm did find

the optimal organism size, so from that perspective the algorithm succeeded. It

is our hypothesis that the abrupt changes in the environment used in Chapter 5

provide much more pressure to change than the gradual changes used in these

experiments.

Another comment that needs to be made here is that the shape (or morphol-

ogy) of the organisms in these scenarios were unimportant and was not under

evolutionary control, it sufficed to create a blob of multiple robots. Different

shapes did not have any difference in their ability to move or overcome obstacles.

This is mainly because the simulation is in 2D, in a 3D environment shape

matters much more.
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7
Introduction

The following chapters report on investigations into evolving robot ecosystems

based on the Triangle of Life framework. The Triangle of Life framework

describes such evolving robot ecosystems by distinguishing three necessary

stages in the robots’ life: Morphogenesis, Infancy and Mature Life. During

morphogenesis a newly conceived robot organism is constructed and afterwards

delivered into the world. This newly created organisms’ brain is likely not

adapted to its body, therefore it undergoes learning during an infancy phase.

After graduating from this infancy phase, having picked up crucial capabilities,

the organism reaches fertility and can start having its own offspring during its

adult lifetime.

The main focus in these papers lies in answering the question: How an

artificial life ecosystem of robot organisms could be constructed and operated,

71



Chapter 7. Introduction

and what the most important factors influencing the viability of such a system

are. Viability is defined as the ability to maintain a stable population that

neither explodes, nor implodes over time. In summary, we aim to build a stable

ecosystem where organisms move and reproduce autonomously and where both

their bodies and minds are subject to evolution.

Chapter 8 focuses on the infancy period and details our work on gait learning.

The principal challenge behind these investigations is Lifetime Adaptation, in

particular for permanent organisms. Locomotion is the first critical skill newly

born organisms should acquire and the main challenge is that the learning

algorithm should work on arbitrary morphologies that can be produced by

evolution.

Chapter 9 describes the first implementation of the envisioned ecosystem in

the RoboRobo simulator. The reproduction of organisms is achieved by using

the mobile robot modules as developed in the symbrion project as a model,

e.g. the case of transient organisms. We investigated the behaviour of such

a system when reproduction works through the fertilisation of “egg” robots.

Specifically, we did a parameter sweep of some critical system parameters to

see what their influence on the adult organism population was. This system

tackles the principal challenges of Birth and Procreation in particular.

Finally in Chapter 10 we have implemented the Triangle of Life in the

physically realistic simulator Webots, using a physically realistic model of the

Roombot modular robot. We engineered a delivery system for modular robots

to create permanent organisms, and used the lessons learned in Chapters 8 and

9 to develop the system. We review several aspects of the resulting system and

assess its viability. This system implements all components of the Triangle of

Life and is the first implementation that has met all of the principal challenges:

Birth, Lifetime Adaptation and Procreation.
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On-line Gait Learning for Modular

Robots with Arbitrary Shapes and Sizes

Chapter 8 was based on publications:

M. D’Angelo, B. Weel, and A. Eiben (2013). Online gait learning for modular robots with
arbitrary shapes and sizes. In A.-H. Dediu, C. Mart́ın-Vide, B. Truthe, and M. A. Vega-Rodŕıguez
(Eds.), Second International Conference on the Theory and Practice of Natural Computing
(TPNC 2013), Number 8273 in LNCS, pp. 45–56. Springer.

M. D’Angelo, B. Weel, and A. Eiben (2014). Hyperneat versus rl power for online gait learning in
modular robots. In A. Esparcia-Alcázar (Ed.), Proceedings of EvoApplications 2014: Applications
of Evolutionary Computation, Number 8602 in LNCS, pp. 777–788. Springer.

This chapter is currently under review for publication in the Artificial Life Journal.
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Abstract

Evolutionary robotics using real hardware is currently restricted to evolving

robot controllers, but the technology for evolvable morphologies is advancing

quickly. Rapid prototyping (3D-printing) and automated assembly are the main

enablers of robotic systems where ‘robot babies’ can be produced based on a

blueprint that combines the morphologies and the controllers of the parents.

This chapter addresses the principal problem of gait learning in newborn robots

whose morphology is unknown in advance. We investigate a reinforcement

learning method and conduct simulation experiments using robot morphologies

with different size and complexity. We establish that reinforcement learning

does the job well and it does it better than two alternatives. The experiments

also give insights into the on-line dynamics of gait learning and the impact

of the size, shape, and complexity of the modular robotic organisms. These

insights can potentially be used to predict the viability of modular robotic

organisms before they are constructed.

Keywords: evolutionary robotics, embodied evolution, modular robots, artificial

life, on-line gait learning, reinforcement learning

8.1 Introduction

This work forms a stepping stone towards the grand vision of the Evolution of Things

as outlined in [39; 47; 44]. The essence of this vision is to construct physical systems

that undergo evolution ‘in the wild’, i.e. not in a virtual world inside a computer.

There are various possible avenues towards this goal including chemical, biological,

and robotic approaches. This study falls in the latter category based on modular

robots composed of elementary modules or building blocks. Here one can choose

a homogeneous system with identical building blocks or a heterogeneous one with

several kinds of modules. In both cases a robotic organism (or robot, for short) is an

aggregated three-dimensional structure. It is these structures that form the possible

robot morphologies and morphological evolution will take place in the space of all

possible robotic organisms.

The algorithmic aspects of systems where robot morphologies and controllers can

evolve in real-time and real-space have been put on a solid footing by a conceptual
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framework dubbed the Triangle of Life [40]. This framework describes the pivotal life

cycle of an ecosystem of self-reproducing robots. This life cycle does not run from

birth to death, but from conception (being conceived) to conception (conceiving one

or more children) and it is repeated over and over again, thus creating consecutive

generations of robot children. The result is a population of robotic organisms that

evolves and thus adapts to the given environment. The Triangle of Life consists of 3

stages, Morphogenesis, Infancy, and Mature Life as illustrated in figure 8.1.

Figure 8.1: The Triangle of Life. The pivotal moments
that span the triangle and separate the 3 stages are: 1)
Conception: A new genome is activated, construction of
a new robot starts. 2) Delivery: Construction of the new
robot is completed. 3) Fertility: The robot becomes ready
to conceive offspring.

This chapter focusses on learning in the Infancy stage. We assume that there is

a procedure for Morphogenesis that can produce new robotic organisms and deliver

these in the habitat. As explained in [40], the body (morphological structure) and the

mind (controller) of a new robotic organism will unlikely fit each other well. Even if

the parents had well matching bodies and minds, recombination and mutation can

easily result in a child where this is not the case. Hence, the new robot needs to do

some fine tuning; not unlike a newborn calf the ‘baby robot’ needs to learn how to
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control its own body. This problem –the Control Your Own Body (CYOB) problem– is

inherent to Artificial Life systems where newborn organisms are random combinations

of the bodies and minds of their parents.

This chapter considers a particular, limited, instance of the general CYOB problem:

gait learning. The overall goal of this chapter is to find an appropriate method for

gait learning across a range of different morphologies that can be created with the

given modules and that can do this quickly. The problem is highly nontrivial, since a

modular robotic organism has many degrees of freedom, which leads to a very large

search space of possible gaits. Furthermore, this learning process must take place in

an on-line fashion, during the real operational period of the robotic organisms. The

off-line approach, where a good controller is developed before the robot is deployed, is

not applicable here, because the life cycle of the Triangle is running without being

paused for intervention by the experimenter.

The mechanism we investigate here to solve the CYOB problem is reinforcement

learning, in particular, the RL PoWER algorithm described by Kober and Peters

[83]. Note, that this learning mechanism is not evolutionary itself. Evolution takes

place on the level of multicellular robotic organisms: these organisms are the units of

reproduction, whereas the RL PoWER algorithm is applied inside one organism as an

individual learning mechanism to discover a good controller that induces a good gait.

The specific questions that will be addressed in this chapter are the following:

1. Is RL PoWER suitable to learn a good gait on-the-fly in ‘robot babies’ with

arbitrary shapes and sizes? How does RL PoWER compare to other options,

such as Simulated Annealing and HyperNEAT?

2. How is the learning process affected by the shapes and sizes of the robots? Can

we identify morphological features that are good predictors of the quality of the

learned gait?

The second question is particularly relevant for future implementations in hardware,

because the creation of a physical organism is expensive. Predicting the walking

abilities of robotic organisms before they are constructed can help filter out hopeless

shapes, thus making the use of system resources more efficient. This paper extends

more limited experiments published in [31].
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8.2 Related Work

Evolutionary Robotics is the combination of evolutionary computing and robotics

[14; 36; 49; 112; 145; 148; 153]. The field “aims to apply evolutionary computation

techniques to evolve the overall design, or controllers, or both, for real and simulated

autonomous robots” [148]. This approach is “useful both for investigating the de-

sign space of robotic applications and for testing scientific hypotheses of biological

mechanisms and processes” [49]. However, as noted in [14] “the use of metaheuristics

[i.e., evolution] sets this subfield of robotics apart from the mainstream of robotics

research” which “aims to continuously generate better behavior for a given robot, while

the long-term goal of Evolutionary Robotics is to create general, robot-generating

algorithms”. This provides the context for our work that aims to employ on-line

evolution in real-time and real-space to deliver robot morphologies and controllers

suited for a given environment. As outlined in [38] such a system can be used for

engineering purposes as well as for conducting fundamental studies into evolution in a

novel substrate.

Currently we are not aware of any evolutionary robotic systems that implement

the principles of the Triangle of Life. However, there are two studies that come close in

some important aspects. Weel et al. proposed a “Robotic Ecosystem with Evolvable

Minds and Bodies” that works with on-line evolution without a centralized evolution

manager ‘above’ the robot population [157]. The system is a genuine implementation

of the Birth, Infancy, and Mature life stages in a simulated circular habitat. Robots

are not required to perform any specific task and are free to move in any direction,

limited only by the border of the habitat. The robots have a modular morphology

constructed from Roombots and a controller that is a set of parametrised cyclic splines

describing the servo motor angles in the Roombot joints as a function of time. Body

and mind are encoded by a genome and there are appropriate crossover and mutation

operators to create new genomes from given parents. Learning, in particular of gaits,

in the Infancy stage is implemented through reinforcement learning.

Recently, Brodbeck et al. published an experimental study “Morphological Evolu-

tion of Physical Robots through Model-Free Phenotype Development” [21]. The overall

objective is to demonstrate a “model-free implementation for the artificial evolution

of physical systems, to stochastically optimize the design of real-world machines”.

Being model-free means that the system does not employ simulations, all robots are

physically constructed. Again, the system is based on modular robot morphologies.
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Two types of cubic modules (active and passive) form the ‘raw material’ and robot

bodies are constructed from a handful of such modules. The robots have an on-board

controller, running on an arduino microcontroller, which operates the servos. The

task is locomotion, which is achieved by oscillating the servos at a certain frequency

and amplitude determined by the genome. The evolutionary process is conducted by

a centralized evolutionary algorithm that runs on the external PC. The fitness is the

travelled distance in a given time interval. The robot phenotypes are constructed in

real hardware for fitness evaluation and the system was designed to construct new

robots autonomously.

These papers represent important milestones towards the Evolution of Things.

They demonstrate the feasibility of such systems in a complimentary manner. The first

paper demonstrates a full ecosystem: a robot population with evolvable morphologies

and controllers, where ‘parents’ select each other autonomously and ‘babies’ undergo

learning in real time — but only in simulation. Even though the use of an existing

hardware platform (Roombots) makes the system constructible, it has not been

constructed in the real world. The second paper showcases a genuine hardware

implementation, where the robotic manipulator (‘mother robot’) and the given supply

of modules form a Birth Clinic. However, evolution is an off-line, centrally managed

process, where robots are built and tested in isolation (not as part of a living population)

and the robot controllers are evolved, but not learned.

Simulated and real world experiments have been contrasted before in (evolutionary)

robotics. This led to the notion of the reality gap, the effect that the working of an

evolved controller or morphological feature obtained in simulations will not be the

same once transferred to real hardware [75]. The rationale for using simulations for

this chapter is twofold. First, while our longer term goal is a learning mechanism

for real robots, this is an exploratory stage of development where simulations offer

a relatively quick1 method to assess and compare different options. Second, the

reality gap concerns the difference between simulated or real world behaviour of robot

controllers, whereas here we are comparing learning mechanisms. We believe that our

analyses of performance patterns and the conclusions about ranking the three learning

methods (RL Power, Simulated Annealing, and HyperNEAT) will also stand in real

hardware.

1The quickness of simulations is indeed relative. For instance, the tests with the 270
random robot shapes took about 15 days of computing time for each learning mechanism on
a 12 core i7 Mac Pro with the Webots simulator.
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The design of locomotion for modular robots is a particular problem. It amounts

to the creation of rhythmic patterns which satisfy multiple requirements: generating

forward motion, without falling over, with low energy usage, possibly coping with

different environments, hardware failures, changes in the environment and/or the

organism [139]. In the literature there are several approaches, based on various types

of controllers for creating these rhythmic patterns as well as various algorithms to

optimise their parameters.

One of the earliest approaches recognizes the periodicity of these patterns and

successfully exploits this by utilizing cyclic genetic algorithms to evolve gaits [117; 118].

Another classic approach is based on gait control tables as in, for instance, [15] and

[165]. A gait control table consist of rows of actuator commands with one column

for each actuator. Each row also has a condition for the transition to the next row,

essentially creating a very simple cyclic finite state machine.

A second major avenue of research considers evolving controllers based on neural

networks. HyperNEAT [140] provides a particularly popular approach to evolving

robot controllers, in particular for locomotion tasks. HyperNEAT’s indirect encoding

for neural networks separates the genotype, a compositional pattern producing network

(CPPN) from the phenotype, the “subtrate”. CPPNs are directed graphs with weighted

edges in which each node is a mathematical function like sine, cosine or Gaussian

(similar to neural networks but with a variety of activation functions). The evolved

CPPNs specify the weights of the substrate, the neural network that actually controls

the robot. Several studies have shown that HyperNEAT is capable of creating efficient

gaits for modular and for legged robots [28; 168; 60].

Another successful approach that has received much attention is based on Central

Pattern Generators (CPG). CPGs model neural circuitry found in vertebrates that

outputs cyclic patterns without requiring a cyclic input [74]. Each actuator in a

robotic organism is controlled by the output of a CPG, and the CPGs are connected to

allow them to synchronise and maintain a certain phase difference pattern. Although

sensory input is not strictly required for CPG’s, it can be incorporated to shape the

locomotion pattern to allow for turning and modulating the speed. This technique

has been shown to produce well performing and stable gaits on both non-modular

robots [26] and modular multi-robotic organisms [139; 79; 78].

Recently, a technique based on artificial hormones has been investigated for the

locomotion of modular robotic organisms. In this technique artificial hormones are

created within robot modules as a response to sensory inputs. These hormones
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can interact with each other, diffuse to neighbouring modules and act upon output

hormones. These output hormones are then used to drive the actuators [63; 131].

Furthermore, there are gait learning techniques that employ reinforcement learning

algorithms; the specific approaches used can range from Temporal Difference Learning

to Expectation-Maximization. Temporal Difference Learning seeks to minimize an

error function between estimated and empirical results of a controller. Expectation

Maximization estimates controller parameters so as to maximize the reward gained.

These algorithms have been used on modular (e.g., [27]) as well as non modular robots

(e.g., [130]).

Although there is extensive previous work on this issue, we must stress that, of the

techniques described above, only the ones in [27], [78] and [139] were actually tested

on multiple shapes. In this category, the most closely related work is the recent paper

of Rossi and Eiben who use a similar test suite of twelve modular robots and on-line

evolution running on every robot [124].

8.3 Experimental Setup

As mentioned in section 8.1 our primary goal is to assess the suitability of a particular

reinforcement learning approach called RL PoWER for on-line gait learning. To

this end, we test the RL PoWER algorithm on various hand designed organism

morphologies with different sizes and complexity. To obtain a relative assessment,

we compare the performance of RL PoWER to on-line implementations of Simulated

Annealing and HyperNEAT. Furthermore, we apply a powerful off-line optimisation

method, CMA-ES, with a high computational budget to obtain a good indication of

the practical maximum of robot speeds. This provides benchmark results to position

the (on-line) learning performance of RL PoWER more precisely.

Our second goal is to investigate in which way the morphology of an organism

influences the efficacy of the learning process. We apply the RL PoWER method on

a large number of randomly generated morphologies, and characterize their shapes

in terms of traits such as size, number of extremities, number of effective degrees

of freedom (DoF) and effective DoF per extremity. An experimental analysis shows

which of these traits provide good predictors for the learned gait.
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8.3.1 Robot morphologies

Figure 8.2: Modified
YaMoR module. The blue
lines show the perpendicular
axis of the connectors

All experiments were carried out in simulation

with the Webots simulator (Cyberbotics), using

the YaMoR module as the building block for

the organisms [104]. A YaMoR module (see fig-

ure 8.2) is made of a static body and a joint on

its front that has a single degree of freedom and

an operating range of
[
−π

2
,+π

2

]
. It also has two

connectors, one on the joint and one in the back

of the body, which allow to connect modules at

arbitrary angles. The original YaMoR model was

modified in three ways to accommodate the cur-

rent experiments. We added two extra connectors on the left and right sides of the

body in a central position, allowing the construction of more complex morphologies.

We reduced the width of the joint by removing its lateral protrusions, thus eliminating

the possibility of collisions with modules connected to the sides. Lastly, we added a

global positioning sensor to a centrally located module to enable exact measurements

of the organism’s to locomotive success.

The environment chosen for the experiments is an infinite plane free of obstacles

so to avoid any extra complexity and the need of supervision. Each experiment starts

with the organism lying completely flat at the plane origin. The experiments for RL

PoWER, Simulated Annealing and HyperNEAT were repeated for 30 times for each

organism, with different random seeds.

When comparing the performance levels achieved with learners, this chapter

compares the speed achieved in the final evaluation of each run. Some runs may be

unlucky, then, because that last evaluation just happens to consider a poor candidate

controller. Thus, the measure provides an accurate reflection of the actual performance

of the robots during on-line learning, putting learners with erratic performance across

evaluations (e.g., because they consider many poor controllers as well as good ones)

are at a disadvantage.
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8.3.2 Robot controllers

Figure 8.3: Example of a spline in-
terpolated from 6 control points

The controller used with RL PoWER, Sim-

ulated Annealing and CMA-ES is a set of

cyclic splines that define an open-loop gait.

Each spline within this set, or policy, specifies

the angular positions of a single actuator over

a certain amount of time. A cyclic spline is a

mathematical function that is defined using

a set of n control points. Each control point

is defined by (ti, αi) where ti represents time

and αi the corresponding value. ti ∈ [0, 1] is

defined as

ti =
i

n− 1
, ∀i = 0, . . . , (n− 1) (8.1)

and αi ∈ [0, 1] is freely defined. An additional control point (tn, αn) is defined to

enforce that the last value is equal to the first, i.e. α0 = αn and so enable cyclic

splines. These control points are then used to interpolate a cubic spline with periodic

boundary conditions using GSL [51] dedicated C functions. Using GSL it is possible

to query a spline for a different number of points than it was defined with, an example

is shown in Figure 8.3. This use of sets of cyclic spline functions as the representation

was taken from [130]. The task of the learning algorithm is then to optimise the

parameters of such a set of splines so that performance –distance travelled, in this

case– is maximised. Each controller is evaluated for 23.76 seconds (1,485 time steps).

Before each evaluation starts, the controller runs for a recovery period of 3.168 seconds

(198 time steps) to reduce evaluation noise as suggested in [60].

The HyperNEAT experiments use neural net based controllers that are described

in section 8.3.5.

8.3.3 RL PoWER

The RL PoWER algorithm was proposed by Kober and Peters [83]. This reinforcement

learning algorithm is based on an Expectation-Maximization approach to estimate

the parameters of a policy to maximise the reward gained.

The algorithm creates the initial policy with as many splines as there are modules,
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each having 2 control points. These control points are initialised at 0.5 and then

perturbed using Gaussian noise. The algorithm then enters an evaluation-adaptation

loop to refine the policy, until the stopping condition is reached. A ranking of k best

policies encountered so far is kept to inform the adaptation of the current policy.

Adaptation consists of three components: spline size increase, exploitation and

exploration. The spline is gradually refined by incrementing the number of control

points periodically as proposed in [130] In the exploitation step, the current parameters

are adapted based on the values of the k best policies. In the exploration phase policies

are adapted by applying Gaussian perturbation to the policy resulting from exploitation.

Over the course of the run the variance σ2 is diminished which decreases exploration

and increases exploitation.. The pseudocode for the algorithm, as defined in [83], is

displayed in Algorithm 1.

The reward awarded to a controller is calculated as:

R =

(
100

√
∆2
x + ∆2

y

∆t

)6

(8.2)

where ∆x and ∆y is the displacement over the x and y axes measured in meters and

∆t the evaluation time.

The operating parameters for RL PoWER, such as the variance and its decay

factor, as well as the reward function, were taken from [130]. The values were: 0.008

for the variance and 0.98 for the variance decay, k is set to 10. The splines are

initialised with 2 control points and are allowed to grow to a maximum of 100 control

points over the course of a run, in this case the spline is grown every 10 evaluations

(round( 1000
100−2

= 10). ε is a parameter to avoid division by 0 and is set to 10−10.

8.3.4 Simulated Annealing

The second algorithm we use is the well known Simulated Annealing algorithm [1].

The pseudocode of our implementation can be seen in Algorithm 2. The initialisation

of the of the first policy is the same as for RL PoWER, e.g. the initial policy π0 is

created with as many splines as there are modules. The algorithm initialises these

splines with n values of 0.5 and then adds Gaussian noise, for this algorithm we chose

n = 20. The temperature is initialised at 1,000, the cooling-rate and σ are set to 0.1.

Cooling rate and σ values were selected after a limited parameter sweep. The spline

size was chosen heuristically to be large enough to allow fine-grained splines, while
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1 initialisation;
2 policy ← intialisation;
3 evaluate(policy);
4 while evaluation < total evaluations do

/* Update the ranking of k best policies */

5 ranking.insert(policy);
6 if ranking.size > k then
7 ranking.remove worst;

/* Spline size increase */

8 if evaluation mod increase delta = 0 then
9 spline size ← spline size + 1;

10 reinterpolate all(ranking);
11 reinterpolate(policy);

/* Exploitation */

12 rewards ← 0;
13 weighted total ← 0;
14 for p in ranking do
15 rewards ← rewards + p.reward;
16 weighted parameters ← p.reward * (policy.parameters -

p.parameters);
17 weighted total ← weighted total + weighted parameters;

18 next policy.parameters ← policy.parameters + weighted total /
(rewards + ε);
/* Exploration */

19 next policy.parameters ← next policy.parameters +
normrnd(0,sqrt(variance));

20 policy ← next policy;
21 variance ← variance * variance decay;
22 evaluate(policy);

Algorithm 1: RL PoWER
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1 begin
2 α̂current ← intialization;
3 T ← initialization;
4 evaluate α̂current;
5 for i in evaluations do
6 α̂next = α̂current +N (0, σ);
7 evaluate α̂next;
8 if P (E (α̂current) , E (α̂next)) > random (0, 1) then
9 α̂current ← α̂next;

10 end
11 T ← T ∗ (1− coolingRate);
12 end

13 end
Algorithm 2: Simulated Annealing

keeping the dimensionality in check.

P (a, b) =

1 if b > a

e−
a−b
T otherwise

(8.3)

E = 1000

√
∆2
x + ∆2

y

∆t
(8.4)

where ∆x and ∆y is the displacement over the x and y axes measured in meters and

∆t the evaluation time. The Simulated Annealing algorithm uses Equation 8.3 as the

acceptance function and Equation 8.4 as the energy function.

8.3.5 HyperNEAT

HyperNEAT offers a popular and competitive neuroevolutionary approach to robot

locomotion which is typically used in off-line applications [28]. HyperNEAT evolves a

neural network’s connectivity pattern indirectly, using a generative encoding called a

Compositional Pattern Producing Network (CPPN). Like a neural network, a CPPN

is a network of mathematical functions with weighted connections. Unlike neural

networks, the network can contain a variety of activation functions including Sine,

Cosine, Gaussian and Sigmoid. To determine the weight of a connection in the neural

network that controls the robot (the substrate), the coordinates of the two substrate

nodes are fed into the CPPN which then returns the connection weight [140].
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The HyperNEAT experiments do not use a spline-based controller, but a neural

network substrate that controls a closed-loop gait and is composed of three layers:

input, hidden and output layer. Each layer is an m × n matrix of nodes where

m = (OrganismSizex ∗ 2)− 1 and n = (OrganismSizey ∗ 2), with OrganismSizex

and OrganismSizey the sizes of the organism respectively on the x and y axes

measured by the number of modules. The inputs are the angular positions of each

module’s servo at the previous time step together with a sinusoidal signal s = sin (ωt)

where ω represents the maximum angular velocity of the modules servo and t the

current time. The network outputs the angular positions of each module servo for the

current time step. The input and output signals are scaled to and from the interval

[−1,+1]. The population size is 25, further HyperNEAT settings have the standard

values as found in the implementation by Gauci and Stanley [53], on which we based

our code.2

Just as for the RL PoWER and Simulated Annealing experiments, this chapter

considers the results of running HyperNEAT in an on-line setting with the evaluations

in series on the robot, without resetting or repositioning the robot between evaluations.

8.3.6 Practical Optimum

To have a good indication of the practical maximum of attainable robot speeds,

we generate benchmark controllers with an established powerful solver for complex

numerical optimisation problems, CMA-ES [64]. In contrast to the algorithms we

investigate, CMA-ES runs off-line. We use standard settings and a computational

budget of 4,000 evaluations per run for each organism. (The on-line learners have a

budget of 1,000 evaluations.) The listed practical optimum for each shape is the best

controller obtained over five replicate CMA-ES runs for that shape.

8.3.7 Test Suite I: Designed Shapes

To assess the applicability of the RL PoWER algorithm for gait learning, we test

it on nine designed robotic organisms with different sizes and shapes as shown in

figure 8.4. We compare the RL PoWER results to those of Simulated Annealing and

HyperNEAT.

The size and complexity of the organisms are measured by the number of modules

2https://github.com/MisterTea/HyperNEAT
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(a) Organism I-7 (b) Organism T-7 (c) Organism H-7

(d) Organism I-11 (e) Organism T-11 (f) Organism H-11

(g) Organism I-15 (h) Organism T-15 (i) Organism H-15

Figure 8.4: Our first test suite of designed robotic organisms
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and by the number of extremities, respectively. The experiments were conducted with

three complexity levels: organisms with two extremities (I-shape), three extremities

(T-shape), and four extremities (H-shape). We created each shape in three sizes: 7, 11

and 15 modules. Figure 8.4 shows simulation screenshots of the shapes in their initial,

prone, state.

8.3.8 Test Suite II: Randomly Generated Shapes

The context of a system where the robots’ shapes evolve requires a learning algorithms

that performs well on arbitrary shapes. We recreate this context by creating a number

of shapes randomly and performing 30 replicate runs of the RL PoWER algorithm

on each shape. This allows us to gauge RL PoWER’s efficacy also on shapes that

may not be very practicable for locomotion. Secondly, it enables us to investigate the

impact of shape and size of an organism further than we could with the limited set of

designed shapes.

The second test suite was constructed by generating 270 random shapes as follows3.

The size of the organism is determined by drawing a random number between 3 and

15 (uniform distribution). Construction of the organism then starts on the basis of

a single root module. The organism is extended to the target size by selecting a

random open connector on the organism and attaching a module to that connector

with orientation randomly selected as one of 0, 90, 180 or 270 degrees. This process

was repeated to generate 270 unique shapes (duplicate shapes were discarded and

regenerated).

Because the YaMoR module is not symmetrical and the side connectors are not

completely centred, the resulting shapes can have conflicts in the module placements.

These conflicts have been resolved manually by rotating one of the conflicting modules.

In most cases this repair did not result in a functionally different shape. In some

cases the conflicts had to be resolved through multiple rotations or a rotation that

did result in a functionally different shape. For the purpose of these investigations

such functionally different shapes can still be considered randomly generated4.

The designed shapes were characterised in terms of size and the number of

extremities, for the generated shapes we consider two additional metrics: the number

3Pictures of all shapes and movies of the gaits they learned are available at
http://www.few.vu.nl/~bwl400/rlpower/

4In a real implementation of the triangle of life such conflicted shapes should of course be
handled automatically
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(a) Distribution of sizes. (b) Distribution of number of extremities.

Figure 8.5: Distributions of size and nr. of extremities for
the 270 randomly generated morphologies.

of effective joints and the number of effective joints divided by the number of extremities.

These metrics are explained in more detail below.

Size The size of a shape is defined by the number of modules. The distribution of

sizes is visualised in figure 8.5a.

Extremities We count the number of extremities, or feet, as a measure of the

complexity of an organism. This metric counts the number of modules that are

connected on only one side. Figure 8.5b shows the distribution of the number of

shapes per number of extremities. As can be seen 4 extremities is the most common,

while shapes with more than 6 extremities are very rare.

Effective Joints The YaMoR modules can be attached to each other either at

the moving arm (grey in the model) or on one of the three sides of the module body

(green in the model). Attaching a module using its body will leave the arm free,

however this arm is not very long, which means it cannot be used to push the organism

effectively. In more technical terms, leaving the arm free leads to small moment of

force. Attaching a module using the arm effectively lengthens the arm where the force

is applied, which increases this moment of force. Having multiple modules in the

organism connected with their arms allows a further increase of the moment of force.
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(a) Distribution of number of effective
joints.

(b) Distribution of number of effective
joints per extremity.

Figure 8.6: Distributions of effective joints and nr. of
effective joints per extremity for the 270 randomly generated
morphologies.

We quantify this by counting the number modules that are connected at their

arms. These are the effective joints. Figure 8.6a shows the distribution of shapes by

number of effective joints. We can see most shapes have between 2 and 7 effective

joints, with a few having none at all and very few having more than 8.

Effective Joints per Extremity Finally, we hypothesise that it is not just the

number of extremities or the number of effective joints that predict the performance

of a shape well, but the ratio of effective joints per extremity. Figure 8.6b shows

the distribution of the effective joints per extremity. We have binned this ratio into

intervals of size 0.2, with values less than 0.3 and greater than 2.1 binned in the lowest

and highest interval, respectively. An index of 1 effective joint per extremity is by far

the most common, but values from 0.5 to 1.7 are also prevalent. A high value indicates

a shape that is able to move its body in many ways. With the YaMoR modules, such

shapes are usually oblong, or snake-like.
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8.4 Results & Analysis

8.4.1 Comparing On-line Learners

This section compares the performance of RL PoWER, Simulated Annealing and

HyperNEAT as on-line learners of locomotion. These experiments consider only

Test Suite I – the designed shapes described in section 8.3.7. The results for RL

PoWER and Simulated Annealing are presented in three groups of plots, one for each

morphology (I, T and H shaped) with plots for three sizes (7, 11 and 15 modules).

Each plot shows the median performance as well as the interquartile range over 30

replicate runs against time. The performance of the practical optimum (achieved with

CMA-ES running off-line with a higher evaluation budget) is noted in the relevant

tables but not shown in the plots to maintain detail for the comparison of RL PoWER

and Simulated Annealing. The HyperNEAT results are discussed separately in section

8.4.1 to highlight the very different on-line dynamics of this algorithm.

The graphs in figures 8.7, 8.8 and 8.9 compare the median speed achieved by RL

PoWER and Simulated Annealing in 30 replicate runs. Consider the convergence time

of RL PoWER and Simulated Annealing. RL PoWER converges after roughly 400

evaluations (ca 2.6 hours simulated time), regardless of the organisms shape or size.

This is a direct consequence of the setting for RL PoWER’s variance decay parameter.

The convergence time for Simulated Annealing is not as constant and seems to depend

on the shape rather than the size. In many cases, particularly for I-shaped organisms,

the algorithm is still improving behaviour when the experiments finish.

The median speed achieved by the controllers of RL PoWER reaches roughly one

third of the practical optimum (the performance reached by CMA-ES running off-line).

In most cases Simulated Annealing fares worse than RL PoWER, particularly on

the T and H shapes. On the I shapes Simulated Annealing fares much better, even

matching RL PoWER performance for the I-7 shape.

Once converged, RL PoWER provides consistent performance, while Simulated

Annealing’s performance of consecutive policies is more erratic.

A complete run of 1,000 evaluations equates to roughly 6.5 hours of simulated

time. In light of current hardware limitations, where reliable operating times of over 4

consecutive hours are rare, this too optimistic a scenario to be feasible in real hardware.

Fortunately, RL PoWER converges quite fast and exploratory experiments indicate

that we may be able to reduce this without sacrificing performance by using shorter
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evaluation periods.

Organisms with the same shape but with different size are very similar in perfor-

mance. Organisms with the same size but different shape, however, show a very large

difference in performance. A Kruskal-Wallis test corroborates these results statistically,

as shown in table 8.4. Consider, for instance, the cell for Simulated Annealing and I in

table 8.4a (lower left). The p-value there (10−4) indicates strong evidence that there

is a relation between the size of an I-shaped robot and the speed achieved at the end

of the 30 replicate runs with Simulated Annealing. The p-value for RL PoWER and

15 in table 8.4b (upper right) indicates strong evidence of a relation between speed

and the kind of shape (I, T or H) for the organisms of size 15.

The difference in performance between organisms of the same complexity, but

with different sizes is nowhere significant for RL PoWER. For Simulated Annealing

different sizes lead to significantly different speeds for the I and the H shapes. With

the I shape size 7 being faster than 11 or 15, with the H shape size 11 is fastest. The

difference in performance between organisms of the same size, but different shape is

significant in all cases. With either learner the I shape always leads to significantly

faster gaits than the T and H shapes, regardless of size. With Simulated Annealing

the T-11 shape is also significantly faster than the H-11 shape.

This supports the conclusion that with either algorithm the complexity of the

shape has a larger influence on the performance than the size of the shape. The

experiments with Test Suite II investigate this further.

I T H

RL 0.792 0.065 0.038

SA e-04 0.116 0.002

(a) Kruskal-Wallis test results with ro-
bots grouped by size.

7 11 15

RL e-05 e-04 e-06

SA e-10 0.0017 e-08

(b) Kruskal-Wallis test results with ro-
bots grouped by shape.

Table 8.4: These tables shows the p-values of a Kruskal-
Wallis test comparing the speed of the final controllers in
each run. The robots are grouped according to size (left
table) or complexity (right table). A low p-value indicates
evidence that the size (left) or the shape (right) correlates
with organism speed. Significant results (p < 0.01) in bold.
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(a) Organism I-7 (b) Organism I-11

(c) Organism I-15

Shape R.L. S.A. P. O.

I-7 0.134 0.137 0.500

I-11 0.134 0.091 0.511

I-15 0.129 0.086 0.383

(d) Median speed in m/s of the last
evaluation over 30 runs for RL PoWER
and Simulated Annealing compared to
the best speed found by CMA-ES

Figure 8.7: On-line dynamics of the learning process on the
I shapes. The x axis shows time measured by the number
of evaluations, the y axis shows evaluation performance
(median speed attained, in m/s). The blue curve shows
the median performance and interquartile range over 30
replicate runs with RL PoWER, the red curve shows the
same for Simulated Annealing.
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(a) Organism T-7 (b) Organism T-11

(c) Organism T-15

Shape R.L. S.A. P. O.

T-7 0.068 0.034 0.219

T-11 0.086 0.071 0.315

T-15 0.081 0.048 0.293

(d) Median speed in m/s of the last
evaluation over 30 runs for RL PoWER
and Simulated Annealing compared to
the best speed found by CMA-ES

Figure 8.8: On-line dynamics of the learning process on the
T shapes. The x axis shows time measured by the number
of evaluations, the y axis shows evaluation performance
(median speed attained, in m/s). The blue curve shows
the median performance and interquartile range over 30
replicate runs with RL PoWER, the red curve shows the
same for Simulated Annealing.
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(a) Organism H-7 (b) Organism H-11

(c) Organism H-15

Shape R.L. S.A. P. O.

H-7 0.060 0.034 0.241

H-11 0.083 0.057 0.231

H-15 0.066 0.021 0.301

(d) Median speed in m/s of the last
evaluation over 30 runs for RL PoWER
and Simulated Annealing compared to
the best speed found by CMA-ES

Figure 8.9: On-line dynamics of the learning process on the
H shapes. The x axis shows time measured by the number
of evaluations, the y axis shows evaluation performance
(median speed attained, in m/s). The blue curve shows
the median performance and interquartile range over 30
replicate runs with RL PoWER, the red curve shows the
same for Simulated Annealing.
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Reliability

The interquartile ranges in figures 8.7 to 8.9 show substantial variation in the quality

achieved in individual runs. To assess the reliability of RL PoWER and Simulated

Annealing, figure 8.10 shows bihistograms with the distribution of runs based on

the performance of the last evaluated controller. The blue histograms represent

RL PoWER results, the red histograms (extending downwards) represent Simulated

Annealing results. In each histogram, a vertical line indicates the corresponding

median performance. We define a bad run as one that achieves a final speed lower

than 0.025 m/s. The graphs show that across the experiments there is a minimum of

1 bad run and a maximum of 9 bad runs for RL PoWER, while there is a minimum of

1 bad run and a maximum of 15 bad runs for Simulated Annealing.

In such bad runs the speed of the organism typically increases until it suddenly

drops. The reason for this sudden decrease in speed is that a particular gait during the

learning process made the organism lose its balance and flip on its side (I-shaped), head

(T-shaped) or back (H-shaped). This poses such a radical change in circumstances

that neither learning process was able to find a good controller for the new situation.

This falling behaviour can have two causes. First, the on-line paradigm implies that

the organism’s stance or position is not reset (e.g., to a default stable stance) between

evaluations. Consequently, each controller’s performance is affected by the state the

organism was left in by the previous one, meaning that a good move in one stance

may lead to disastrous behaviour in another. Second, some organism morphologies

may be more prone than others to lose their balance due to detrimental gaits. In [130]

such detrimental gaits are filtered out based on knowledge of the organism shape and

size, however, we consider a context of arbitrary shapes and sizes, and such filtering is

not possible as we do not have prior knowledge of the size or shape.

Although bad runs are undesirable, this need not be a problem in an evolutionary

system such as our Triangle of Life scenario, because it calls for a substantial population

of robotic organisms. In such a population, bad or unlucky shapes will not be able to

reproduce and will disappear over time, but shapes that are well suited for balanced

locomotion will be able to prevail.

For both RL PoWER and Simulated Annealing the number of bad runs seems to

depend more on the shape than on the size of the organism. For instance, all I-shaped

runs have few bad runs while the T and H shapes lead to substantial numbers of bad

runs. Further experiments with randomly generated morphologies in section 8.4.3 will
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allow us to assess if this relationship between the number of bad runs and organism

complexity holds more generally.

HyperNEAT

Neural networks are commonly used in evolutionary robotics settings such as these, and

as mentioned earlier, HyperNEAT has proved an effective method in this area. Figure

8.11 shows the results for experiments using HyperNEAT for on-line learning of gaits,

similar to the experiments with RL PoWER and Simulated Annealing. The robot runs

HyperNEAT locally, serially evaluating individuals in the time-sharing scheme that is

typical for encapsulated evolution. The evaluation duration of individual controllers

for these experiments is the same as for the RL PoWER and Simulated Annealing

experiments, the population size is 25. For further details of the algorithm settings,

we refer to the code at http://github.com/ci-group/tol-project.git.

Figure 8.11 shows two sets of results for each of the predefined shapes, accumulated

over 30 replicate runs. The blue dots indicate the performance of the individuals of

the best run (defined by the last evaluation) and the red dots indicate the median

performance over the 30 runs.

The results for HyperNEAT show very competitive controllers, in many instances

outperforming the best results of RL-Power and Simulated Annealing. The controllers

from the best run (blue dots) are among the best found in our experiments. On

the other hand, the median performances are much worse than those for RL-Power:

HyperNEAT succeeds in finding very good controllers at the cost of evaluating many

poorly performing controllers as well. Therefore, the HyperNEAT results are excluded

from Fig. 8.10.

This highlights an important issue in on-line evolution: because the robot con-

trollers evolve while the robots perform their tasks, the robots’ actual performance is

determined by the quality of all the controllers they evaluate, not only by the best

controllers they consider. In reinforcement learning terms, one must consider the

balance between exploration and exploitation when employing evolution in on-line

scenarios. This is a radical departure from the optimisation-centred mindset in most

evolutionary robotics research that implies off-line development of controllers that do

not evolve once deployed.

Thus, algorithms that yield very good results in many off-line neuro-evolution

applications are not necessarily useful for on-line learning. In these cases, alternative
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(a) Organism I-7 (b) Organism T-7 (c) Organism H-7

(d) Organism I-11 (e) Organism T-11 (f) Organism H-11

(g) Organism I-15 (h) Organism T-15 (i) Organism H-15

Figure 8.10: Reliability of the learning process. The his-
tograms show the number of runs (out of 30) terminating
with a speed in a given range. The histogram on the top
(in blue) shows RL Power, the histogram on the bottom
(in red) shows simulated annealing. The vertical red and
blue lines indicate median performance.
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(a) Organism I-7 (b) Organism H-11

(c) Organism T-15

Figure 8.11: On-line dynamics of the HyperNEAT learning
process. The x axis represents time (expressed as the num-
ber of evaluations) and the y axis represents performance
measured by the average speed attained (m/s). The blue
marks show the performance of the best run out of 30. The
red marks show the median performance of these 30 runs.
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implementations with a different exploration-exploitation balance must be considered.

Silva et al., for instance, research an on-line variant of NEAT, odNEAT [132], that

may provide a basis for a relevant HyperNEAT implementation. Developing such an

implementation is beyond the scope of the current comparison, however.

8.4.2 RL PoWER on Random Shapes

The results on the designed shapes indicate that RL PoWER is a promising candidate

learning algorithm in the Triangle of Life context, and the following experiments inves-

tigate how this algorithm holds up when applied to randomly generated morphologies.

The results show that RL PoWER typically converges within 400 evaluations, so these

experiments use 400 evaluations instead of 1,000. The settings for evaluation and

recovery time remain the same, at 1,485 and 198 recovery steps (23.76 and 3.168

seconds), respectively. Thus a full run now represents roughly 2.6 hours of simulated

time (i.e., the robot ‘experiences’ 2.6 hours of learning within the simulation), which is

within the maximum consecutive running time expected of hardware implementations.

A histogram of the median speed from 30 repetitions for all 270 shapes is displayed

in figure 8.12a. It shows that most shapes reach a speed between 0.03m/s and 0.08m/s.

This is somewhat lower than the speeds of the I shapes in the previous section, but is

in line with the speeds achieved with the T and H shapes.

A few shapes perform very well with speeds up to almost 0.1m/s, while others

lead to a very low median speed. This leads to the conclusion that the generated

shapes span a large part of the possible performances.

For a closer look at the performance for particular shapes, 15 shapes are analysed

in detail in figure 8.12b. These are the 5 shapes with the worst final controllers (shown

in blue), 5 shapes with around median performance (in red) and the 5 shapes with

the best final controllers (shown in green). The plot shows whisker plots with median,

quartile, minimum and maximum distance covered with the final controller in the 30

replicate runs. Figures 8.13 and 8.14 show simulation screenshots of the shapes of the

worst and best shapes respectively.

While the 5 worst shapes perform uniformly poorly, the performance spread for

faster shapes is comparatively large. For instance, even though the median for shape

74 is among the best 5, its worst performing run is also one of the worst (bottom 10 %).

The high spread with individual shapes implies that RL PoWER does sometimes fail to

learn a good gait, something that needs to be addressed for a real life implementation
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(a) Histogram of median speed for 30
replicate runs for all 270 shapes.

(b) Speeds achieved in 30 replicate runs
with shapes leading to the worst perfor-
mance, performance around the overall
median and best performance. The x-
axis is labelled with shape ids.

Figure 8.12: Results of RL PoWER on randomly generated
morphologies.

of the Triangle of Life. A possible solution could be to introduce a restart mechanism,

another would be to tune the evolutionary process in such a way that shapes with low

speed still have a reasonable chance to reproduce.

The robots attain speeds ranging from 0 to 0.187m/s, and the median speed across

all runs is 0.0562m/s, a performance that is overall somewhat lower than that with

the designed shapes. To put this number in perspective: if a similar speed were to

be achieved on real hardware (disregarding the reality gap for the purposes of this

illustration), a speed of 0.0562m/s would allow an organism to move roughly 600 meters

in 3 hours. A real robot arena will likely be a lot smaller, so these kinds of speeds are

more than adequate to travel across the arena and spread an organism’s genome to

other organisms. This warrants the conclusion that the RL PoWER algorithm works

well enough on random shapes to merit further investigation, including trials with

hardware implementations.

8.4.3 Influence of Morphology

The experiments with random shapes can also help initial modelling of the relation

between morphology and locomotive success. Figures 8.13 and 8.14 show that the
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6: 0.007 m/s 5: 0.008 m/s 22: 0.010
m/s

12: 0.014
m/s

15: 0.017
m/s

Figure 8.13: The 5 shapes with the worst median perfor-
mance with speed indicated.

139: 0.086
m/s

74: 0.088
m/s

127: 0.093
m/s

108: 0.095
m/s

130: 0.099
m/s

Figure 8.14: The 5 shapes that have the best median per-
formance with speed indicated.

worst performing robots are all of size 3, while the best performing shapes are of size

8. Furthermore, the worst shapes have 0 or 1 effective joint, while the best performing

shapes have many more. This begs the question how morphological features influence

the performance of an organism and which morphological metrics are good predictors

for the quality of the learned gait. The following paragraphs analyse the metrics

defined in section 8.3.8 in this respect. For each metric, the speed achieved by the

last controller for all repetitions with a particular shape are combined. For reference,

the plots in figures 8.15 and 8.16 also mark the median speeds achieved with the

designed shapes as green triangles (I-shaped), yellow diamonds (T-shaped) and red

circles (H-shaped).

Speed vs size Figure 8.15a shows the speed achieved in the last evaluation grouped

by size. There is a clear trend for higher speed with larger size, flattening out for

shapes larger than 9. The maximum speed is achieved by a shape with 10 modules,

while the lowest speed was by a robot with 3 modules.

Speed vs number of extremities Figure 8.15b shows the speed achieved in the

final evaluation grouped by the number of extremities. The highest speed is achieved

by a shape with 4 extremities, while the worst speed is by a shape with 2 extremities.
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(a) Speed achieved in the last evaluation
for each shape grouped by size. The
speeds of the designed shapes is shown
as well for reference.

(b) Speed achieved in the last evaluation
for each shape grouped by number of
extremities. The speeds of the designed
shapes is shown as well for reference.

Figure 8.15: Speed vs size and vs number of extremities.

The trend in this graph is similar to that for size: there is a positive correlation

between the number of extremities and speed. Remember that the experiments with

the designed shapes show that the I shape, with 2 extremities, was by far the fastest.

The T shape, with 3 extremities, was somewhat slower, and the H shape with 4

extremities was the slowest. To answers the question posed at the end of section 8.4.1

whether the positive correlation between number of bad runs and organism complexity

holds more generally, we now see that the spread of the speeds in Figure 8.15 indicates

that organisms with any number of extremities can have bad runs.

Speed vs number of effective joints Figure 8.16a shows the speeds achieved

in the final evaluation grouped by the number of effective joints. The results for 10 and

11 effective joints have been grouped with those with 9 effective joints because there

were too few shapes with that many effective joints. The best speed was achieved

with a shape with 5 effective joints, while the worst speed is achieved with a shape

that has 0 effective joints. The plot shows a clear trend of more effective joints leading

to higher speeds. Intuitively this makes sense as having articulated limbs allows for

complex movement. The definition of effective joint means that only connections that

can use the body as a lever and thus create momentum are counted in this metric.

The number of effective joints, or some other measure for the ability to apply and

leverage force, seems to be a good indicator for the performance of an organism.
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(a) Speed achieved in the last evaluation
for each shape grouped by number of
effective joints. The speeds of the de-
signed shapes is shown as well for ref-
erence.

(b) Speed achieved in the last evaluation
for each shape grouped by the number
of joints per extremity. The speeds of
the designed shapes is shown as well for
reference.

Figure 8.16: Speed vs number of effective joints and vs
number of joints per extremity.

Speed vs joints per extremity Figure 8.16b shows the speeds achieved in the

last evaluation grouped by number of joints per extremity. The highest speed is

achieved with a shape with more than 2.1 effective joints per extremity, the lowest

speed with a shape with less than 0.3 effective joints per extremity.

Again, there is a very clear trend: a higher number of effective joints per extremity

implies a morphology that achieves better speed.

Predicting Locomotion Speed

To quantify the relation between the proposed morphological metrics and speed,

consider the linear models in table 8.5. It shows the results of developing linear models

for the morphological metrics separately and a model with all features combined

(all models significant with a p-value of 0). Of the single features, the number of

extremities results in the best fit (R2 = 0.246, i.e., the model explains 24.6% of the

variance in speed), however the number of effective joints per extremity offers more

discriminatory power as it has the highest coefficient (0.0235, i.e. increasing the

number of effective joints per extremity by 1 results in an increase in speed of 0.0235

m/s).

In model 5 all the features are combined, here the R2 value is 0.258, only a 1%
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improvement over model 2, but a substantial improvement over model 4. Models with

2 or 3 features were also created, but had R2 values lower than 0.258 and are omitted

here. Model 5 combines a good R2 with the high coefficient of the number of effective

joints per extremity and seems to provide a good starting point for a predictive model

for the speed of an organism.

8.4.4 Comparing Test Suites

In terms of the relation between morphology and speed, the results with the designed

shapes seem at odds with those for randomly generated shapes. The speeds achieved

with the designed shapes showed little difference when size increased, but substantial

difference when the number of extremities increased. In particular, there was a negative

trend with regards to the number of extremities: the H shape with 4 extremities was

much slower than the T shape (3 extremities), which in turn was much slower than

the I shape (2 extremities).

Consider the median speeds achieved with the designed shapes as indicated in

figures 8.15 and 8.16.

Clearly, the I shapes have very high median speeds compared to the randomly

generated ones. With a median performance around 0.13, the I shapes are at the

top end of the graph for every characteristic considered. Also the T shapes perform

comparatively well when considering speed vs. size (figure 8.15a) and speed vs.

extremities (figure 8.15b). However, with the metrics effective joints and effective

joints per extremity (figures 8.16a and 8.16b) T-shaped robots perform more in line

with random shapes. Finally, the H shape has average to low performance across all

metrics. In other words, what seemed to be a clear trend in our first set of experiments

is likely an anomaly arising from the chosen shapes which disappears under scrutiny

of more extensive testing.

Looking at the original shapes in light of the body metrics introduced in section

8.3.8 we can see that although the size and the number of extremities for the I, T

and H shape are in the same range as the generated shapes, the number of effective

joints and the number of joints per extremity are very high. So high, in fact, that the

numbers are well outside the ranges of the generated shapes.

We can conclude that the set of designed shapes in the first series of experiments

is not representative of the set of randomly generated shapes. Which of these two sets

is more representative for shapes found during evolutionary exploration of the design
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Nr. Independent Variables R2 F-score Coefficient

F (1, 8098)

1 size 0.16 1540 intercept 0.0286

size 0.0028

2 extremities 0.246 2650 intercept 0.0319

extremities 0.0056

3 effective joints 0.0901 802 intercept 0.0318

effective joints 0.0061

4 effective joints per ex-
tremity

0.201 2040 intercept 0.0306

eff. joints p. extr. 0.0235

F (4, 8095)

5 size, extremities, effec-
tive joints

0.258 705 intercept 0.0178

and effective joints per
extremity

size 0.0003

extremities 0.0011

joints 0.0030

eff. joints p. extr. 0.0170

Table 8.5: Linear Models trained to predict speed based
on various combinations of predictors. In all models the
components are significant predictors.
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space will depend on many factors, for instance the representation and the genetic

operators. However in the beginning of the evolutionary process shapes will be more

random. Therefore we deem that large test suites are preferable over small test suites,

even if these latter ones are systematically composed.

8.5 Conclusions

In this paper we addressed the Control Your Own Body problem that arises in

populations of modular robotic organisms that evolve in real time. The main problem

we considered is that the bodies and controllers of newborn robotic organisms are

randomised recombinations of their parents and are unlikely to fit well. Therefore,

every ‘robot baby’ needs to learn to control its own body quickly after birth. In this

study we reduced this challenge to an on-line gait learning problem and investigated a

solution by applying reinforcement learning. We conducted simulation experiments

using robot morphologies of different size and complexity.

Our results show that the RL PoWER algorithm can successfully perform this

learning task. It outperforms on-line implementations of Simulated Annealing and

HyperNEAT and can find controllers with a speed that is about one third to half of the

practical optimum. To put this in perspective, the practical optimum was established

by an off-line optimiser whose computational budget was 50 times higher and RL

PoWER was used with the default parameter values without tuning it to the problem

at hand. RL PoWER converges to a controller after around 400 evaluations (ca 2.6

simulated hours) for all the designed shapes and sizes, making it feasible to learn a

gait within the operational time of currently possible hardware implementations.

Successfully learning a gait seems to depend more on the shape than on the size

of the robots, while the learning speed of RL PoWER seems independent from either

of these factors. The differences between morphologies can be quite substantial: The

I shape had very few unlucky runs where the organism fails to move at all, whereas

the the failure rate for the H shape can be up to 20%. These failures are due to very

bad gaits that cause the organism to lose its balance and flip on its side or back.

Analysing the relation between morphological metrics and locomotive success

of a proposed shape showed that the number of effective joints per extremity is a

good predictor by itself. Combining all morphological metrics in a linear model

provided a good starting point for a model that can give an a priori indication
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of an organism’s performance. This could benefit the implementation of a robotic

ecosystem to enable discarding particularly unpromising proposed morphologies. The

morphological metrics used here were not systematically identified; further research

into the relation between morphological traits and successful control (including for

other tasks than locomotion) could take a more systematic approach that may yield

better predictors for locomotive success.

These analyses also showed that that the designed shapes in the first series of

experiments are not representative of the shapes that may be found during evolutionary

exploration of the design space and that small test suites, even if they are systematically

composed, cannot be considered representative without experimental validation.

Further work towards the Triangle of Life is progressing along two lines. First,

further experiments with RL PoWER are being conducted with the aim of tuning its

parameters in order to reduce the time needed to achieve good gaits. Secondly, efforts

are underway to implement and validate this approach on real hardware.
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Abstract

We propose a new scenario for the evolution of robot morphologies based on an egg

metaphor. A swarm of robots is released in a large arena in which they form organisms

through a process of morphogenesis. These organisms can reproduce by fertilising

eggs in their vicinity, these fertilised eggs in turn build new organisms by recruiting

free modules as a ‘seed’. We investigate the influence of three parameters of this

evolutionary system: the time eggs wait to be fertilised, the maximum time a seed

can use to recruit modules to form an organism and how long an organism lives.

Specifically we investigate the influence of these parameters on the size and stability

of the population of eggs, seeds and organisms. It is shown that the influence of the

lifetime of an organism is the largest, and leads to many organisms, it should be set

much higher than the other two. Furthermore setting the time an egg can be fertilised

and the maximum time a seed is allowed to build an organism to the same value

results in the most stable system regarding number of eggs and seeds. Finally setting

the maximum seed time higher leads to to a slightly smaller population of bigger

organisms.

9.1 Introduction

The majority of research in the field of evolutionary robotics focusses on the de-

velopment of robot controllers in an offline manner, i.e. with a centrally controlled

evolutionary algorithm that runs on an external computer. The result of this evolution-

ary algorithm is transferred to real robots after the run has finished. In some cases the

controllers created by this central evolutionary algorithm are tried in a simulator, e.g.

fully offline, while in other cases the trials are in real robots called ‘Embodied Trials’.

In the article by Watson et al. [155], a new paradigm called Embodied Evolution is

proposed: one where the evolutionary algorithm runs on the robots themselves as they

go about their tasks.

We can take embodiment one step further as stated by Eiben et al. [44]: the

evolution of the bodies themselves. This form of Embodied Evolution could be the

next step in evolutionary computing, going from an evolutionary process and result in

digital space, to an evolutionary process and result in physical space. To enable the

evolution of robot bodies, or morphology, we need to have a medium for evolution.

There are, in our view, two options: 3D printing and Modular Robotics, and in this
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chapter we focus on the latter option.

Consider a scenario where a number of robotic organisms populate an arena and

perform some task. Each organism consists of several robot modules, and each has its

own distinctive shape. These organisms move and perform the task, although some

are more adapted to the environment and task than others.

Each organism carries a genome that encodes its shape. To reproduce, organisms

need to find an ‘egg’: an individual stationary robot module that they can ‘fertilise’

with their genome. An egg that has been fertilised by a number of organisms selects

parents from the received genomes for recombination and/or mutation. The resulting

new genotype is the basis for a new organism that will be born through a process of

morphogenesis that the egg initiates. The egg becomes a seed, recruiting available

modules in order to build the required shape; when this process is complete, a new

organism is born.

This new organisms body is slightly different from that of its parent(s), so it has

to learn how to use this body effectively through lifetime learning. It takes a while

until the controller has adapted to control its body, but after some time the controller

is able to move and perform the task with the new body and can try to propagate its

genes.

After a certain amount of time has passed an existing organism comes to the end

of its life. The organism disassembles and individual modules detach. Most of the

modules drive away in search of a forming organism that they will become part of,

one of them stays put, however, and becomes an egg to be fertilised.

The scenario envisioned above has three major parameters: how long eggs listen

for genomes (egg lifetime), how long a fertilised egg (a seed) is allowed to build

the organism its genome encodes (seed lifetime), and finally how long a fully grown

organism is lives before it dies (organism lifetime).

To understand the ‘inner logic’ of this system we conduct experiments to see how

these parameters interact, in particular regarding their influence on:

− The size of the organism population;

− The stability of the organism population;

− The average size of the organisms.

Besides gaining insight, the goal of this investigation is similar to that of [41]; we

are looking for a set of parameters that leads to a large, stable population of adult, i.e.

completed, organisms, as well as a reasonable and stable amount of eggs that can be

111



Chapter 9. Body Building: Hatching Robot Organisms

fertilised. For now we investigate these questions in simulation as a proof of concept

and to quickly get insights into the dynamics of the system.

9.1.1 Related Work

Evolutionary Robotics has been widely studied since the 1990s [112]. One avenue

of research uses evolution in large numbers of interacting robots in swarms [29] or

modular robots (for examples see [166]). In these cases, evolution is typically used to

achieve some fixed user-defined objective, such as locomotion or explicit coordination.

The scenario we envision can be implemented with and without a user specified

selection criterion. Open-ended or objective-free evolution (evolution without a user

specified selection criterion) has been studied in Artificial Life since Rasmussen’s [121]

and Ray’s [122] work. The primary goal of this research is to investigate evolutionary

dynamics in the absence of tasks. Instead of explicit task performance it is the

ability to spread genomes through the population that drives evolution, leading to an

implicit, or environmental, selection pressure. This open-ended approach has gained

interest from the evolutionary robotics community, for instance in Bianco and Nolfi’s

experiments with self-assembling organisms [10] and more recently in the MEDEA

algorithm [19].

When evolving the morphology of modular robots these modules need to self-

assemble. Self-assembly has been demonstrated in numerous cases: [56; 89; 115;

161; 166]. The process of morphogenesis has been identified as a key feature for the

SYMBRION project [80], and has been investigated in several instances [25; 71; 95;

116; 125].

9.2 System Description

We have implemented the scenario detailed in the introduction in a simple 2D simulator:

RoboRobo1 using simulated e-puck robots. Of course, in a 2D environment the

movement of a robot organism is much simpler than in a 3D setting, however for

the topics investigated in this chapter it suffices. The robots can steer by setting its

speed and desired rate of turn and each robot has 8 sensors to detect obstacles (static

obstacles as well as other robots).

1https://github.com/ci-group/RoboRobo-Organisms
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The scenario we created takes place in a large empty arena which is 64 robots

wide on each side. We divide a swarm of 100 robots into two groups: eggs and free

modules. Each egg can potentially grow into an organism using its genome, while the

free modules always play an assisting role and do not have a genome for an organism

shape. In our experiments we used 20 eggs and 80 free modules, meaning that we can

have at most 20 organisms at the same time. We also set a maximum organism size

of 10. Obviously we cannot have 20 organisms of size 10 at the same time, however

this is of minor issue as the goal is to have both living organisms of different sizes

and eggs listening for genomes at the same time. At the start of our experiment the

eggs are initialised with a random genome and half of them are set to be seeds that

immediately start to build the organisms encoded by their genomes. The remaining

half of the eggs remain as-is and listen for genomes. To diminish the periodicity of the

system this first generation of eggs and seeds is initialised with a random age between

0 and the maximum lifetime.

All robot modules are programmed with a simple obstacle-avoidance behaviour

coupled with a random trajectory when no obstacles are near. An organism moves

in the direction of the combined vectors of its constituent modules. This behaviour

is reasonable in this scenario as the robots explore the entire arena and do not get

stuck behind each other. It also prevents the problems of having to learn a behaviour,

which is beyond the scope of this chapter.

When a free module comes within a certain distance of a seed (slightly over 3

robot diameters in this case), the module is automatically drafted into the seed’s

organism. It is teleported to the correct position as indicated by the seeds’ genome,

provided this does not cause a collision. This teleportation is a shortcut for a more

sophisticated docking procedure that can be implemented on real robots, but for these

simulations we assume that when robots come this close to each other docking is

always successful. One docking procedure known to us that fits this description, that

has been implemented in real hardware, is by Liu [95].

Normally e-pucks cannot connect to each other, however we have modified our

simulation to allow them to make rigid connections on four sides as an emulation of

the robots used in the Symbrion project2. When a seed has completed its organism,

the organism starts to move and spread its genome to eggs it comes close to. If a seed

is unsuccessful in building its shape within the allotted time it reverts to the egg role

2http://www.symbrion.eu
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and listens for genomes again for the prescribed time.

Eggs are automatically fertilised by organisms that come within range (again,

slightly over 3 robot diameters); this introduces an environmental pressure towards

organisms that move about effectively. In this scenario the pressure towards any

particular kind of morphology is very weak. There is a slight favour towards smaller

organisms, as it is easier to coordinate locomotion between few modules than with

many. This setup has been specifically created to isolate the influence of the parameters

under investigation.

Offspring At the end of its listening period an egg produces offspring based on

the genomes that it received as follows. If an egg has not received any genomes from

passing organisms it uses its own genome to create offspring by mutation. If an egg

has received a single genome it uses recombination between its own genome and the

received genome and then mutation to create an offspring. If the egg has received

two or more genomes it randomly selects two of the received genomes and then uses

recombination and mutation to create the offspring. The egg becomes a seed and

starts building the new organism.

Experiments To investigate the influence of egg, seed and organism lifetime we

ran a series of experiments using three values for each parameter: 1000, 5000 and

10,000 time steps of our simulator, resulting in 27 different parameter sets. Each run

lasted a total of 100,000 time steps and was repeated 40 times.

An overview of the experiment parameters can be found in Table 9.1.

9.3 Results and Analysis

Figure 9.1 shows the populations of two parameters sets where only the organism

lifetime differs. The x axis shows the simulated time in time steps and the y axis

shows the mean number of seeds, eggs and adult organisms, as well as the mean

organism size of adult organisms. The first thing we notice is that the number of

adult organisms when using a lifetime of 10,000 quickly becomes much larger than

when using a lifetime of 1000, this difference of 6.6 robots on average is significant:

p < 0.01. This trend of a larger number of organisms when the organism lifetime is

higher is reflected by all experiments.
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Figure 9.1: Graphs showing a higher population for higher
organism lifetimes
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Figure 9.2: Graphs showing a high periodicity for egg and
seed populations and a high seed population
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Figure 9.3: Graphs showing a high egg population due to a
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Table 9.1: Overview of experimental parameters

Parameter Value

Egg Lifetime 1000 - 10,000

Seed Lifetime 1000 - 10,000

Organism Lifetime 1000 - 10,000

Number of Robots 100

Number of Eggs 20%

Number of Free Riders 80%

Minimum organism size 2

Maximum organism size 10

Run length 100,000 time steps

Recruitment range ∼ 3 robots (100 pixels)

Genome broadcast range ∼ 3 robots (100 pixels)

Arena Size 64 × 64 robots (2048 × 2048 pixels)

In the experiments with many organisms the organism population starts fairly

unstable with a big drop when the first generation of organisms dies, but the stability

increases during the run to a point where it’s very stable. The stability of the egg and

seed populations seems to be reasonable as well and also increases over the course of

the experiment, however they do not become as stable as the organism population.

There seems to be an inherent periodicity in the egg and seed populations, which most

likely the result of seeds that fail to build their organism which become an egg again.

The mean organism size is also more stable in the second run, this can be attributed

to the increase in number of adult organisms, but it is surprising how quickly this

stabilises on an almost constant value of 3.5.

Lastly we observe that as the number of organisms rises, the number of eggs and

seeds decreases. This effect of a larger organism population on the number of eggs

and seeds results from the fact that more free modules are locked in organisms and

consequently are not available to build organisms with. As eggs have a fixed lifetime

this effect is very direct and its population is almost halved. For seeds this effect is less

profound, the number of seeds decreases, however not as much as the egg population.

The reason for this is that the lifetime of a seed is a maximum lifetime, and so varies

from organism to organism, this is reflected in two measurements: the mean time to

build an organism and the fraction of seeds that fail to build the organism and abort.

116



9.3. Results and Analysis

(a) Build Times for Egg lifetime of
1000

(b) Fraction of Abortions for Egg Life-
time of 1000

Figure 9.4: Comparison of abortion rates and build times,
please note: the axis for seed lifetime is inverted in the
abortion figure

Figure 9.4a shows the mean build time of organisms that completed and Figure 9.4b

shows the mean fraction of seeds that aborted creating the organism due to a lack of

time. The mean build time of organisms increases as the lifetime of organisms, and

thus the number of organisms, increases. This trend is more visible for runs with a

longer seed lifetime. Furthermore the mean fraction of abortions also increases as the

organism lifetimes increases, although only slightly. Both these graphs confirm our

hypothesis that a higher organism population makes it harder to build organisms, and

thus the number of seeds is less affected by the number of organisms.

Figure 9.2 shows the populations of two parameter sets in which the seed lifetime

differs. We can see that the system becomes a lot less stable when compared to

Figure 9.1. There is also a distinct periodicity in the number of eggs and seeds, even

though we initialised the system to suppress periodicity. This periodicity of the egg

and seed populations does seem to diminish over time, and although the populations

do not stabilise completely in the course of these runs, we can assume it will become

even more stable if we let the system run for longer.

Secondly the number of robots that are seeds is much higher when the lifetime of

seeds is higher. Comparing the mean number of seeds between the three setups we find

a difference of 4.3 robots between a seed lifetime of 1000 and 5000, which is significant

(p < 0.01), secondly there is a difference of 1.4 robot between a seed lifetime of 5000
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and 10,000, which is also significant (p < 0.01). The increase in seed lifetime increases

the mean build time for organisms by a lot as can be seen in Figure 9.4a, this explains

increased size of seed population. The other effect of the longer seed lifetime is that

the fraction of abortions decreases dramatically as seen in Figure 9.4b.

With more time to build organisms and fewer abortions one would expect to see

more and larger organisms. Both Fig. 9.1 and 9.2 show the mean organism size and,

although difficult to see on figures of this size, there is a significant difference (p < 0.01)

in the mean size of organisms between a seed lifetime of 1000 and one of 5000: on

average the size is 1.23 higher for a seed lifetime of 5000. There is also a significant

difference in mean organism size between a seed lifetime of 5000 and 10,000, however

this difference is much smaller: the average organism size is only 0.26 higher for a

seed lifetime of 10,000 compared to a seed lifetime of 5000. This means the influence

of the seed lifetime on the organism size decreases as it gets larger, similarly to the

sizes of egg and seed populations before, this is due to fewer available modules. As

the mean organism size in the system increases more modules are caught in building

and adult organisms, therefore building larger organisms requires progressively more

time to recruit the necessary modules.

The increased lifetime of seeds also influences the number of organisms, on average

there are 0.98 fewer organisms when the seed lifetime is 5000 compared to when it is

1000 which is significant(p < 0.01). The setup with a seed lifetime of 10,000 results in

0.62 fewer organisms than the setup with a seed lifetime of 5000 , this is significant

with p < 0.05. So, surprisingly a longer seed lifetime does not lead to more organisms,

but to fewer organisms. We can only attribute this decrease in number of organisms

to the increased size of organisms.

Moreover the increased number of seeds primarily results in a big drop in the

number of eggs. The mean number of eggs is 3.3 lower with a seed lifetime of 5000

compared to a seed lifetime of 1000, and another 0.8 lower with a seed lifetime of

10,000. The resulting amount of eggs is very detrimental to the use of this scenario

for evolution; to ensure a good evolutionary system the organisms need to be able to

spread their genomes effectively and with such a low and unstable number of eggs

this becomes much harder.

Figure 9.3 shows the population dynamics of two parameter sets in which only

the egg lifetime differs. Here we see a similar picture as in Fig. 9.2, the egg and seed

populations are much less stable and show more periodicity. Here it is the eggs that are

predominant, and the size of the egg population increases as the egg lifetime increases.
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The mean number of eggs is 6.8 higher with an egg lifetime of 5000 compared to an

egg lifetime of 1000 and 2.7 higher with an egg lifetime of 10,000 than an egg lifetime

of 5000, both of which are significant differences (p < 0.01).

When comparing the difference in number of adult organisms between Fig. 9.1b

, Fig. 9.2 and Fig. 9.3 you can see that the drop is much larger with a longer egg

lifetime. On average the number of adult organism drops by 3.9 when increasing the

egg lifetime from 1000 to 5000, and it drops by another 1.8 when increasing the egg

lifetime from 5000 to 10,000. This time the size of organisms is not influenced much,

there is only a slight drop when moving to higher egg lifetimes. It is clear that a

very high egg lifetime compared to the seed lifetime is very unhealthy for the system,

as it has a detrimental effect on the stability of the populations and the number of

organisms.

Again these population figures are not suitable for an evolutionary system, this

time we have more than enough eggs to fertilise, however we lack a large population

of organisms to ensure a healthy amount of reproductive competition.

Overall we can conclude that organism lifetime has the largest influence: increasing

it always leads to more organisms. Egg lifetime is the next most influential. Increasing

the egg lifetime results in a large drop in number of organisms. Furthermore, when

comparing the increase in the number of eggs resulting from a higher egg lifetime

to the increase in number of seeds as a result of a higher seed lifetime we can see

that the change in egg lifetime leads to a larger difference than changing the seed

lifetime. Therefore, seed lifetime ranks third in terms of influence. All parameters do

affect the population sizes for organisms, eggs and seeds to a certain extent, however.

We see that having the egg lifetime and seed lifetime unequal to each other leads to

unstable and periodic population sizes of eggs and seeds, although the periodicity may

be reduced by choosing these values to be relatively prime.

With these insights we can construct a set of parameters for an ‘ideal world’ for

our scenario, at least in terms of the parameters investigated. The egg and seed

lifetimes should be equal, or at least close, to each other, and the organism lifetime

should be an order of magnitude bigger than these two values. Of course having a

very large organism lifetime leads to slower evolution of organism: there are simply

fewer organisms per timespan. Furthermore, if the size of the organisms matters, a

higher seed lifetime increases the average organism size, although this will also reduce

the number of organisms.
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9.4 Conclusion and Further Research

We have introduced a new scenario for the evolution of robotic body shapes where

organisms roam an arena and fertilise eggs, which become seeds that form organisms

by recruiting free modules. We have investigated three parameters of this scenario: egg

lifetime, seed lifetime and organism lifetime, in particular in terms of their influence

on the stability and size of the populations of organisms, eggs and seeds. We ran a

total of 27 experiments, trying 3 different settings for each parameter.

The experiments show that the scenario reacts very strongly to the setting of

organism lifetime, which is very influential for creating big populations of organisms

and should be an order of magnitude higher than the egg and seed lifetimes to achieve

large and stable numbers of organisms. The system also reacts quite strongly to the

egg lifetime value: setting this higher than the seed lifetime leads to the undesirable

situation of many eggs and few organisms. The seed lifetime is of least influence to

the system, however it is still important to set it right in relation to the egg lifetime.

This parameter is most influential of the three on the size of the organisms.

The egg lifetime and seed lifetime should consequently be chosen (almost) equal to

each other. This promotes stable numbers of eggs and seeds and ensures sufficient eggs

to allow evolution. Increasing seed lifetime leads to bigger organisms and fewer failed

morphogenesis attempts, but it does so at the expense of the size of the organism

population. Overall, the behaviour of the system with properly chosen parameter

settings is promising and we are looking forward to using it in further research.

This work was a preliminary investigation to this scenario. Now that we have a

better understanding of the influence of the egg, seed and organism lifetime parameters

we can start using this scenario in investigations towards the evolution of robot shapes

based on tasks and/or environment. We also wish to investigate the other parameters

of this system to better understand it, such parameters include the distance at which

genomes can be transmitted, distance at which a module can be recruited, and the

number of free modules available.
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Abstract

This chapter presents a proof of concept demonstration of a novel evolutionary

robotic system where robots can self-reproduce. We construct and investigate a

strongly embodied evolutionary system, where not only the controllers, but also the

morphologies undergo evolution in an on-line fashion. Forced by the lack of available

hardware we build this system in simulation. However, we use a high quality simulator

(Webots) and an existing hardware platform (Roombots) which makes the system,

in principle, constructible. Our system can be perceived as an Artificial Life habitat,

where robots with evolvable bodies and minds live in an arena and actively induce

an evolutionary process ‘from within’, without a central evolutionary agency or a

user-defined synthetic fitness function.

10.1 Background, Motivation, Assumptions

This work forms a stepping stone towards the grand vision of strongly embodied

evolution or the Evolution of Things as outlined in Eiben [39]; Eiben et al. [44]. The

essence of this grand vision is to construct physical systems of animate artefacts that

undergo evolution ‘in the wild’. The approach behind this chapter is based on using

robots composed of simple mechatronic modules. However, the specific substrate is

not very important for the concept itself and in general, the bodies can be made

of traditional mechatronic components, (self-)assembled from simple modular units,

formed by some soft material, 3D printed plastics, some fancy new stuff invented by

material scientists, or any combination of these. The two key challenges we address

here are

− A suitable reproduction mechanism for robot organisms. This is the core feature

at the heart of the Evolution of Things.

− The integration of all evolutionary components into one system. This ensures

that we obtain a full process with many successive generations.

An important aspect is that the robots are able to actively induce an evolutionary

process ‘from within’ –without a central evolutionary agency– in real time and real

space.

There are several reasons to be interested in self-reproducing robots. From the

engineering perspective, the technology of evolvable robots offers possible applications
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in the future, where adapting the robot design and/or producing new robots during

the operational period without human intervention is important. This can be the

case in inaccessible environments, for example, colonies of mining robots that work

in extreme depths under the surface of the Earth for extended periods, planetary

missions, such as terraforming, deep sea explorations, or medical nano-robots acting

as ‘personal virus scanners’ inside the human body.

Evolution can also be put to work in closer to home scenarios. Including the human

in the loop to influence selection, the classic approach to designing and manufacturing

robots can be changed into a modus operandi very much like breeding livestock. This

can combine the human guidance (user selection) with the creative exploratory power

of evolution as used today in in silico evolutionary design [8].

From the science perspective, the ecosystem with evolvable minds and bodies offers

unprecedented opportunities for fundamental as well as applied research in embodied

AI and ALife, because it eliminates the restriction of working with fixed morphologies.

This opens the possibility to study the mind-body problem in a new way [3; 68; 73].

Paraphrasing Pfeifer and Bongard, [119], one could say that with the new technology

we cannot only study how the body shapes the mind, but also how the mind shapes

the body. There are also benefits for biological research where robots can be used as

the substrate to create physical, rather than digital, models of biological systems and

to study biological phenomena [50; 96].

In this chapter we address two main challenges for the Evolution of Things:

the creation of tangible physical artefacts with the ability to reproduce and the

integration of all components of the Triangle of Life framework [40] into one working

ecosystem. Forced by the lack of available hardware we build this system in simulation.

However, we use a high quality simulator (Webots) and an existing hardware platform

(Roombots) which makes the system, in principle, constructible. The use of a simulator

for strongly embodied evolutionary robotics seems contradictory, but we deem it

justified on the short term as a proxy until the hardware for self-reproducing robots

becomes mature. Also on the long term, simulations can play an important role in the

workflow, because they offer a practicable solution for system calibration and quick

exploration of the design space without the high costs of using real hardware.

This chapter presents a complete –albeit virtual– implementation of an ecosystem of

self-reproducing robots with all components in place. Our proof of concept implements

objective-free evolution along the lines of the mEDEA algorithm, which implicitly

promotes robot movement through the arena [19]. The core of the evolutionary process
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is autonomous self-reproduction without any explicit objective: robots procreate by

exchanging genetic material whenever they are in close proximity to one another

(meeting = mating).

The most important research objective of this chapter is to show that the sys-

tem enables sustainable populations of evolving organisms that are born, learn and

procreate autonomously. In contrast to ‘regular’ evolutionary algorithms, the size

of the population in an ecosystem such as we envisage is not a parameter that the

experimenter sets, but rather an observable: the robots interact (in our case, come

close to one another) to mate autonomously. If, for whatever reason, there is not

enough interaction, the population dies out. In other words, robots must procreate to

maintain the population.

The second research objective is to investigate whether the robots, endowed with

reinforcement learning capabilities, learn to locomote efficiently during their lifetime

and how this learning ability evolves.

10.2 Related Work

A considerable body of Evolutionary Robotics research uses regular Evolutionary

Algorithms to optimise controllers for robots with fixed morphologies [112; 14; 49].

To date there are no robotic systems where robots physically reproduce and create

children with variation and heredity. There are systems with reproducing artificial

creatures in simulation following the approach of [134; 119], but these are not physical,

positioned in simple artificial environments, address only one function, e.g. walking,

and typically far from being constructible in real life. More importantly, they do not

form an open-ended ecosystem, but run along the lines of a traditional evolutionary

algorithm with central selection: evolution is off-line and optimises a crisp user-defined

objective. The number of systems with self-replicating hardware units is very low and

they all miss some crucial aspects. The self-replicating machines of [170] and [171]

produce exact clones of themselves without variation and heredity and hence they

are not evolutionary. Furthermore, they are ’one trick ponies’: the only thing their

controllers are supposed to do is self-replication; they are not capable of operating

in the environment and perform some task. The Evolvable Physical Self-Replicators

of [150] lack controllers entirely: they are inanimate ’dumb’ artefacts in 2D. A few

systems address co-evolving robot morphologies and controllers, but they circumvent
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the challenge of physical reproduction by performing evolution in simulation and

constructing (some of) the evolved robots afterwards [94], [97]. The SYMBRION

project realised modular robotic organisms where morphologies were reconfigurable,

but not evolvable [93]. The autonomous robot modules could aggregate into organisms

to negotiate some environmental obstacle and disassemble afterwards. However, such

aggregated robot organisms were transient constructs and their reproduction was not

an objective. In fact, it was not even possible because the system lacked an inheritable

genetic code representing the design of an organism. Finally, there do also exist studies

on ’embodied evolution’, where evolution takes place in a physical robot population

[155; 19]. However, the robots have a fixed morphology and they cannot produce

children, evolution is limited to controllers inside the given bodies.

Whatever its shape, every robot requires some controller to be able to do anything.

Therefore, there has been little research into evolving body shapes alone without

regarding the controller. Meng et al. evolved a target shape for a self-reconfigurable

modular robot for locomotion in a corridor, as well as climbing a stairs, and stepping

over an obstacle [101]. Gross et al. evolved polymers of modules in a primordial

‘soup’ of modules of different types, the resulting organisms needed to gather energy

to reproduce [58].

The co-evolution of body and mind was first investigated by Sims in his seminal

paper [134], and his work was later built upon co-evolving morphologies and controllers

in substrates ranging from lego to tensegrities [82] and materials of varying elasticity

(soft robotics) [24]. Most research in this vein has been conducted with modular

robots, e.g. in [94; 70; 13; 85]. All these approaches where mind and body evolve

together are at heart a centralised evolutionary algorithm: the robots are instantiated

in a simulator and their performance at some task (typically locomotion) is assessed

and used as the basis for selection.

Such centrally orchestrated evolution contrasts with the vision set out above: it

employs evolution as a force for optimisation. Research into artificial ecosystems

is, in that sense, more in line with our vision of autonomously and asynchronously

reproducing entities. Systems for the simulation of such artificial ecosystems abound

in artificial life research, for instance Tierra [122] and Avida [2], two systems in which

self-replicating machine code evolves by means of natural selection. Echo [69] is

a simulation tool developed to investigate mechanisms that regulate diversity and

information processing in systems comprised of many interacting adaptive agents.

Systems such as SugarScape [48], Polyworld [164] and EcoSim [55] are used to study
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the evolution of agent control strategies through natural selection. None of these

artificial ecosystems allow for the evolution of morphology – in fact, in many cases

there is no morphology and agents are dimensionless.

Thus, while there is substantial related work on particular aspects of the system

we envisage, there is to our knowledge no system that implements a complete artificial

ecology with physically reproducing robots, where robot morphology and controllers

co-evolve in an open-ended process induced by autonomous and asynchronous mating

in the robots’ environment.

10.3 System Description

The system is implemented1 in the Webots [156] simulator. It is meant to be (A) an

ecosystem (B) with reproducible robot organisms (C) which is based on the Triangle

of Life framework.

The Ecosystem design

Figure 10.1: A screenshot of the whole
environment. Mature and infant organ-
isms coexist in a circular arena with a
radius of 15m. The sliced cylinder in the
centre is the birth clinic.

Our ecosystem is a 3D world containing

a fixed number of robotic modules (cf.

Figure 10.1). All organisms are created

using these modules and live inside a

bounded circular arena. Infant organ-

isms, still learning to move, as well as

mature organisms, competing for repro-

duction, coexist in this arena. The en-

vironment is flat and void of obstacles,

so organisms can move freely. A central

facility, called birth clinic, is placed in

the middle of the arena. The birth clinic

fabricates the organisms and is where ev-

ery new life cycle begins. Please note that even though organisms are constructed

centrally the evolutionary system is decentralised: mate-/parent selection is done by

1The code for our implementation is available through two projects on google code:
https://code.google.com/p/tol-project/

https://code.google.com/p/tol-controllers/
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the organisms and not centrally orchestrated. This is a fundamental difference with

centralised evolution, as in our case reproduction is based on local interactions and

with limited information.

Reproducible robot organisms

The Phenotype

Figure 10.3: A Roombot module. The
two blocks rotate on the middle joint
and each of their halves rotate on the
diagonals. Each Roombot features ten
ACMs.

The system simulates existing robotic mod-

ules called Roombots [138]. Every module

consists of two cubic-like blocks, ten active

connection mechanisms (ACMs) and three

actuated joints (cf. Figure 10.3). Two of

the three joints are located on each block’s

diagonal. They allow the two halves of

a block to rotate relative to each other.

The third one is located between the two

blocks. All the joints are powered by step

motors and are designed for continuous

rotation. Each joint is provided with slip

rings for electric power and information

transfer. Roombots can also communicate

with each other and with other devices via bluetooth. Each organisms consist of

two or more Roombot modules attached using the ACMs, each module runs its own

(a) Simulated Roombot modules. (b) Real Roombot modules

Figure 10.2: Example of a robotic organisms
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controller. The movement of such an organism is therefore an emergent property

of the motion of their modules. The movement of all modules is governed by a

special controller, the mind of the organism, which is run on a single module in each

organism which therefore plays a special role. We call this module the root of the

organism. The root has two extra functions with respect to normal modules. First,

it drives the reinforcement learning process. Second, it provides an interface for the

whole organism. In particular, the root module carries the organism’s genome and

governs the communication with other organisms and with the environment. Example

organisms consisting of several Roombot modules can be seen in Figure 10.2, Figure

10.2b shows an example organism using real Roombot modules.

The Genotype

In this system the genome is a blueprint for an organism. It consists of an integer

number d and a CPPN (Compositional Pattern-Producing Network) C that always

has exactly two input nodes and one output node. The pair < d,C > is called body

genome, and it can be translated into a 2D build plan. Despite the build plan being

only 2D, the built organism will take 3D shapes while moving. Along with the body

genome mentioned above, a mind genome is used. The mind genome defines the

starting point for the learning algorithm used during lifetime learning. The mind

genome depends on the learning algorithm used and in our case is a Policy for the RL

PoWER algorithm explained in the next section. The combination of body and mind

genomes will be referred as just genome from now on.

The Triangle of Life

The Triangle of Life is a framework for Artificial Life [40] that specifies the three

principal life phases of most biological organisms: birth, infancy and mature life (cf.

Figure 10.4).

A life cycle (triangle) starts with the Birth process, in which available modules

are assembled into a new organism starting from a blueprint (morphogenesis). The

second phase is Infancy, in which organisms improve their locomotion abilities before

becoming fertile.

The last phase of the triangle is the Mature life. In this phase organisms compete

for resources and reproduction against other organisms. If fit enough, an organism
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Figure 10.4: The Triangle of Life. Three pivotal moments
span the triangle: 1) Conception: A new genome is acti-
vated, construction of a new organism starts. 2) Delivery:
Construction of the new organism is completed. 3) Fertility:
The organism becomes ready to conceive offspring.

will succeed in reproducing and it will generate a new genome. With the conception

of a new genome a new triangle of life starts, without ending the previous one.

Birth Process

The Birth Clinic As mentioned all organisms are constructed using a birth clinic

in the centre of the arena. Using a birth clinic gives two main advantages over a

distributed method of construction. First, all free modules, including the ones of dead

organisms, can be collected in a single location and become available for building new

organisms. Second, evolution can be switched off by disabling the facility as a failsafe

mechanism by denying the production of organisms.

We have placed a single birth facility in the middle of the arena, which has the

shape of a sliced cylinder, this facility builds organisms based on a build plan that

the organisms send during reproduction. Morphogenesis takes place high above the

cylinder. The newborn organism is released from this position and slides down the

diagonal section of the cylinder, until it reaches the floor of the arena. The cylinder

rotates before the creation of each organism so that new organisms are distributed

in all directions around the facility. When an organism is created, the necessary

modules are moved from the storage to the building location, in the position specified

by the build plan. An autonomous collection mechanism of the available modules is
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an important aspect of the implementation, however in this version of the system we

assume that this mechanism can be engineered and use a shortcut.

Morphogenesis During morphogenesis the genome of the organisms is translated

using the following procedure. (a) A virtual square grid of size d is created. Each grid

cell represents a possible position for a single block of a Roombot. The coordinates of

each cell are serially fed as input to C to get a real number as output. The cells with a

value lower than a certain threshold are excluded and they will never host any block.

(b) Among the remaining cells, the one with the highest value is chosen. A second

cell is similarly selected among the neighbouring cells. This pair of cells will host the

first module.

(c) Another module is added by choosing a pair of cells as in step (b), but

searching only among the neighbouring cells of the already placed modules. An

additional constraint denies the modules from forming cycles.

Step (c) is repeated until no other couples of cells can be identified for hosting a

module. The first module added to the build plan is assumed to be the root node.

A build plan generated as described can be empty or made of only one module, in

either case the plan is considered not valid and no actual organism is built. The

materialisation of a building plan is completely logical, meaning that no physical

process assembles the modules. An autonomous assembling procedure is important

for a hardware ecosystem, however, this feature is not yet designed in this version of

the system. In a hardware scenario, this operation can be performed by an ad-hoc

assembly device.

Infancy

The infancy is an important phase during an organisms’ lifetime. First the learning of

the organism is initiated in this phase and allows the organism to reach a certain level

of competence before being subjected to selection mechanisms. Moreover the infancy

phase is an important test phase, if the organism does not reach a certain minimum

performance it can be decided to not allow the organism to enter the reproductive

pool at all.

Organisms are not required to perform any specific task and are free to move in

any direction. This reduces the locomotion problem to gait learning. A non-trivial

problem in itself. Particularly, it requires the generation of rhythmic functions for the
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activation of the organisms’ step motors. The RL PoWER algorithm has been chosen

for gait learning in this project based on previous investigations [32]. Learning is not

restricted to the infancy period, but organisms continue learning for their full lifetime.

The initial policy, defined by the mind genome, is periodically modified and

evaluated by RL PoWER, for a fixed number of times. A policy is a set of parametrised

cyclic splines, one for each joint of a Roombot module, and each of them describes

the servo motor angle as a function of time. A spline is defined by a set of n control

points. Each control point is defined by (ti, αi), where ti represents time and αi the

angle. ti ∈ [0, 1] is defined as

ti =
i

n− i , ∀i = 0, ..., (n− 1)

and αi ∈ [0, 1] is freely defined, except that the last value is enforced to be equal to

the first. These control points are used for cyclic spline interpolation.

The RL PoWER implementation follows the description by Jens Kober and Jan

Peters [83] and [32]. If the organism is from the initial population the algorithm

starts by creating the initial policy π0 with as many splines as there are motors in

the organism. These splines are initialised with n values of 0.5 and then adding

Gaussian noise. Otherwise the minds of the parents are combined as explained later

and this mind is used as the initial policy. The initial policy is then evaluated after

which it is adapted. This adapted controller is evaluated and adapted again until

the stopping condition is reached. Adaptation is done in two steps which are always

applied: exploitation and exploration. In the exploitation step, the current splines α̂

are optimised based on the outcome of previous controllers, this generates a new set

of splines.

α̂i+1 = α̂i +

∑k
j=1 ∆̂αi,jRj∑k

j=1Rj

where ∆̂αi,j represents the difference between the parameters of the i-th policy and

j-th policy belonging to a ranking of the best k policies seen so far and Rj its reward.

In the exploration phase policies are adapted by applying Gaussian perturbation to

the newly generated policy.

α̂′i+1 = α̂i+1 + ε̂i+1, ε̂i+1 ∼ N (0, σ2)

where α̂i+1 are the parameters after the exploitation step, α̂′i+1 the parameters after
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the exploration step and ε̂i+1 values drawn from a Gaussian distribution with mean 0

and variance σ2.

Each controller is evaluated for a fixed time as follows:

Ri =

(
100

√
∆2
x + ∆2

y

∆t

)6

where ∆x and ∆y is the displacement over the x and y axes measured in meters and

∆t the time of an evaluation.

Reproduction

During mature life organisms periodically spread messages containing their genome

in a limited range. Organisms within this range receive the message and store the

genome. After a certain interval, an organism reproduces by recombining its own

genome with a received one, which is selected randomly. It is important to notice that

organisms that have not entered the range of any other organism cannot reproduce.

Based on this interaction we assume that the faster an organism, the higher the

probability for it to receive and send genomes and therefore reproduce, this constitutes

a distributed implicit parent selection mechanism. The choice of an implicit selection,

that uses no fitness function, is important, as it makes the system closer to a real

ecosystem. Moreover, in complex systems formulating a definition of being fit might

be hard or even impossible. This might not sound so essential for an environment as

simple as this, however, additional elements such as tasks or obstacles can be added

to dramatically increase the complexity.

A design problem arises with this selection mechanism. Since all organisms begin

their lives next to the birth clinic, slow organisms will still be close to the centre of

the arena after becoming mature. This also means that they will be close to each

other, which in turn leads to them procreating with high probability To counter this

scenario, an additional constraint is introduced: even if mature, an organism cannot

reproduce and neither spread its genome before crossing a virtual circular boundary

placed at a certain distance from the birth clinic.

A new genome is always created by applying crossover on the parents’ genomes and

mutating the result. The grid size of the body genome is the average of the parents’

values which is then mutated by random noise drawn from a normal distribution.

This result is then rounded to the nearest integer. The CPPN variation operators
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are taken from Stanley and Miikkulainen [141], recurring connections are disallowed.

A new policy is created with as many splines as the smallest policy of the parents,

each spline containing as many points as the shortest of the parents. Every point of

the new policy is copied from either parent with equal probability. The policy is also

perturbed with random noise drawn from a normal distribution. The newly created

genome is then sent to the birth clinic, where morphogenesis of the new organism

takes place and a new life starts. The birth clinic is assumed to be reachable from any

position in the arena.

No death selection mechanism has been implemented in place of survivor selection,

instead each organism has a fixed time to live. This decision mimics a limited energy

supply given to each organism at the beginning of life.

10.3.1 Parameters & Initialisation

Table 10.1 describes the main parameters of our system and the value used in our

experiments.

Finally we initialised the population by creating a random body plan and

mind for the first organism. Then, for as long as a successful mating has not

yet occurred, another organism is initiated between 60 and 180 seconds after

the previous one.

10.4 First Runs and Findings

We ran the system 25 times with the parameters as described in the previous

section. The first aspect we investigate is the dynamics of the population.

The black line in Figure 10.5a shows the mean number of mature organisms

over time, averaged over all runs with a 95% confidence interval. The initial

population, starting with one organism, becomes mature at time step 2000 and

as long as there are available modules, the population size increases. Hereafter

a cyclic pattern arrises because the system has to wait until organisms die (after

8000 time steps) and wait until the new born organisms will be mature. Longer

runs are necessary to see whether the population size stabilizes. But during the

length of the run, the population will not die out and has a minimum size of 8.
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Environment

Total run length 36000s

The total length of a run in
seconds.
Number of modules 45

The total number of Room-
bots in the system.
Arena size 15m

The radius of the circular
arena.
Fertility boundary 5m

Radius of the boundary to
cross to become fertile.

RL PoWER

Learning duration 2000s

Total duration of the in-
fancy phase.
Number of evaluations 200

Total number of policies
evaluations.
Standard deviation 0.008

The initial standard devia-
tion.
Standard deviation

decay

0.98

The standard deviation de-
cay factor.
Ranking size 10

Number of best policies to
compare with.
Start parameters 2

Starting number of parame-
ters to define a spline.
End parameters 20

End number of parameters
to define a spline.

Genome

Grid starting size 3

Size of the grid at the begin-
ning of evolution.
Grid minimum size 3

Minimum size assigned to
the grid.
Size mutation rate 0.6

Chance of mutating the grid
size.
Size mutation strength 1.5

Magnitude of the grid size
mutation.
Mind mutation rate 0.5

Chance of mutating a single
point of the policy.
Mind mutation strength 1

Magnitude of the mutation
of a point of the policy.
Threshold 0

Cell’s threshold for hosting
a Roombot block.

Organism

Organisms emitter

range

5

Action range of the organ-
isms’ emitter.
Mating interval 500s

Interval after which organ-
isms try to reproduce.
Spreading genome

interval

3s

Interval after which organ-
isms spread the genome.
Time to live 8000s

Total life duration including
the infancy.

Table 10.1: Parameters
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Figure 10.5

After looking into the population dynamics we considered reproduction and

inspected the number of mating actions. We divide the runs into 18 intervals of

2000 seconds each, based on the length of their mature life. In Figure 10.5b,

we show the number of unique genomes received (i.e. of different organisms

encountered) by a mature organism before each reproduction. Each box plot

represents data over all mature organisms in all runs where reproduction took

place in that time slot. We can see that over almost the entire run, the median

number of received genomes is alternating between 1 and 2. This alternating

behaviour seems to follow the same cyclic pattern as in Figure 10.5a. Logically,

when there are more mature organisms in the arena, it is more likely to collect

more genomes.

The next aspect we investigate is the learning behaviour. Figure 10.6a shows

the learning performance at the start of the infancy and at the end of its lifetime

for the first 10 organisms and the last 10 organisms aggregated over all runs.

The first box plot shows the performance of the first 30 evaluations of the first

10 organisms of each run. The second box plot shows the first 30 evaluations of

the last 10 organisms of each run. Similarly the third and fourth box plots show

the performance of the last 30 evaluations of the first and last 10 organisms.
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(a) Learning performance of organisms
over all runs. The firstStart box plot
shows the performance of the first 30
evaluations of the first 10 organisms of
each run. The lastStart box plot shows
the first 30 evaluations of the last 10
organisms of each run. Similarly the
firstEnd box plot and the lastEnd box
plot show the performance of the last
30 evaluations of the first and last 10
organisms

(b) Relation between a robots’ speed and
its number of children. Every datapoint
consists the total produced children so
far, which corresponds to the box plot
number, and the latest speed evaluation
of the parent.

Figure 10.6

First we notice that learning does take place: the median performance of

organisms at the end of their lifetime is much higher than at the beginning of

their lifetime. This is in line with the previous work on our learning algorithm

RL PoWER [32]. A new aspect we introduced in this system is the evolution of

the mind, to analyse the effect of this evolution we looked at the difference in

performance between early and late organisms. The idea is to check whether

the initial mind evolves towards a policy that leads to a better learning during

the organisms lifetime. We can see the starting performance of the first 10

organisms and last 10 organisms is very similar, later organisms do not seem

to have a head start in their learning. Similarly there is little difference in the

end speeds of the organisms, showing that the learning algorithm is capable of

learning in a similar fashion with the evolved shapes.

Last, but not least, we investigated reproduction from a spatial perspective.
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Intuitively, one would expect that faster organisms reproduce more because

they encounter more would-be partners. (Recall that the evolutionary system

does not specifically select for faster organisms; meeting is mating, regardless

of particular properties of the robots.) We therefore examine the speed of the

organisms and the number of children they have had.

Figure 10.7: Mating locations over all
runs. The circle corresponds with the
arena size. The higher the density in the
graph, the more mating takes place.

Figure 10.6b displays the related

data with the speed of the parent

shown plotted on the y-axis for each

number of children. We can see that

the speeds show high variation, espe-

cially for small numbers of children

(0 to 4). To gain further insights into

reproduction we also examined where

mating takes place in the arena.

The map in Figure 10.7 shows the

mating locations over all runs, each

transparent blue circle represents a

single mating occurrence, the darker

a certain location, the more matings

took place there. We can clearly see

the contours of the arena; the white

circle in the middle is the birth clinic.

We can see that the density is high

everywhere, but highest near the birth clinic and at the perimeter of the arena.

This means that organisms move away from the birth clinic.

10.5 Conclusion and Further Research

This chapter presented a proof of concept demonstration of a novel evolutionary

robotic system where robots can self-reproduce. In particular, we a) specified

multi-modular Roombot structures as the robotic phenotypes, b) designed

appropriate encoding for their morphologies and controllers as genotypes, and
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c) implemented variation operators to produce new offspring genotypes from

parent genotypes.

With this reproduction mechanism at the core, we have built a robotic

ecosystem where robots live and evolve in their (simulated) environment driven

by autonomous and asynchronous mating, without a central evolutionary agency

and a user-defined synthetic fitness function. The resulting system is the first

one we know of that implements a complete artificial ecology in which robot

morphology as well as controllers can evolve in an on-line fashion driven by the

environment.

Our first stated research objective was “to show that the system enables

sustainable populations of evolving organisms that are born, learn and procreate

autonomously.” We have indeed shown that, in the environment as we defined

it, with movement through the environment promoting fecundity, the robots

evolve to move around the arena and so encounter mates. This allows them to

procreate, resulting in a viable population that spans several generations.

The second research objective was “to investigate if robots, endowed with

reinforcement learning capabilities, learn to locomote efficiently during their

lifetime and how this learning ability evolves.” The robots are indeed capable

of lifetime learning and profoundly improve their locomotion capabilities over

their lifetime. The evolution of the initial minds does not, however, seem to

have a great impact on the learning ability, but this may change with longer

evolutionary runs.

We intend to use our system for multiple avenues of research, including the

emergence of embodied intelligence, the co-evolution of body and mind under

different circumstances and physical evolution itself in an ecosystem. The choice

for implementing the system in simulation is a temporary solution until feasible

technology for reproducing robots becomes available. The use of an existing

hardware platform (Roombots) makes our system, in principle, constructible.
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In this part we have shown a proof of concept implementation of The Triangle

of Life, an Artificial Life habitat for robotic organisms in simulation. We have

shown that it is possible to build such a system and have a stable population of

organisms.

We have found that RL Power is a pretty decent option for the learning

phase for gait learning, it learns a reasonable gait very quickly regardless of

shape. Furthermore we have applied RL Power on two very different robot

modules and it works similarly on either. As going from one simulated module

to another is a kind of reality gap, this gives us confidence that the result can

also be transferred to real robots.

Second we looked at the performance for locomotion of a large number of

randomly generated shapes. Here we found that the shape matters quite a lot
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for the speed of the organisms. Especially the number of effective joints per

extremity influences the performance of a shape. This insight may be used to

develop a form of informed abortion, where the morphology of a potential child

is checked for viability before being built.

Finally we also gained insight into the factors which make such a system

viable. Both systems use a fixed number of modules as this seemed currently

to be the most realistic candidate to actually build such a system in real life.

However, using a fixed number of modules resulted in the system having many

abortions due to a lack of modules. This made it difficult to tune the parameters

of the system to maintain a stable population. We found that especially the

lifetime of an organism and the distance for mating are very critical parameters

for the system as they both influence the difficulty of having offspring.
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Aspects of Embodied

Evolution
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Introduction

During the development of the systems described in the previous parts we also

investigated various aspects of embodied evolution. The chapters in this part

focus on the behaviour of the robots in systems where the robots are not tasked

with aggregation nor is there any evolution of the bodies. Here we focus on

three aspects of embodied evolution: migration policies, the fitness evaluation

time as a parameter and the combination of environmental pressure with one

or more tasks.

As discussed in Chapter 2 in embodied evolution each robot can be considered

an island in an island model EA. In embodied evolution candidate solutions are

almost always migrated between the robots in some manner. In Chapter 13 we

investigated several migration policies. These policies govern three features of

migration policies: which candidate to send (migrant selection), which robots
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to send it to (island topology) and under which conditions the new migrant is

accepted into the local population of the receiver (admission policy).

Another important aspect of embodied evolution is the period in which the

candidate solution is allowed to move and act in the environment. This period,

the fitness evaluation time, is an inherent attribute of evolutionary robotics

in general where individuals are judged for what they do rather than what

they are. [61] did an extensive parameter sweep for an evolutionary robotic

experiment, one of their main conclusions was that the fitness evaluation time

(τ) was the most influential parameter for their algorithm and a prime candidate

for a control scheme. In evolutionary strategies the go-to control scheme is

self-adaptation, i.e. to make the parameter a part of the genome and adapt it

in a similar manner. In Chapter 14 we investigated whether it was practicable

to self-adapt the fitness evaluation time. That is, does self adaptation perform

reasonably well compared to fixed parameters and does it adapt to changes

without human intervention.

The last aspect we investigated was the combination of environmental

pressure with one or more tasks. In Part I we used environmental pressure

as the driving force for evolution, but we still had a fitness function. medea

developed by Bredeche et al. [19] goes a step further as it does not have a fitness

function at all and relies on environmental pressure and the interaction between

robots for open-ended evolution. This makes evolution a force for adaptation,

rather than optimisation. This open-endedness is also present in the Triangle

of Life as we investigated in Part II. This raises the question: how can we add

a task to this open-ended evolution such that robot organisms become fit for

purpose (task) as well as fit for the environment?

For this the monee algorithm was developed, based on the medea algorithm:

The idea behind this algorithm is to let survivor selection drive the open ended

adaptation based on the environment, while parent selection –done by the

robots– using a form of fitness function drives the optimisation of the controllers

for one or more tasks. In Chapter 15 monee has been implemented as a proof

of concept and applied to a relatively complex environment (in the sense of

obstacles) and a number of different types of pucks to collect, each type of puck
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is a different task. Here we focussed on seeing if the robots adapt to suit the

task, whether all tasks are performed equally well and how the system reacts

to changing tasks. In Chapter 16 the monee algorithm is investigated further

reiterating the questions on whether the robots adapt to suit the task and

whether the tasks are performed equally well, this time the market mechanism

is analysed more in depth. Furthermore we investigate whether the swarm

distributes the tasks well if one task is easier than the other.
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Migration policies for hybrid on-line

evolution of robot controllers

Chapter 13 was published as:

P. Garćıa-Sánchez, A. Eiben, E. Haasdijk, B. Weel, and J.-J. Merelo-Guervós (2012).
Testing diversity-enhancing migration policies for hybrid on-line evolution of robot
controllers. In Di Chio et al, C. (Ed.). Proceedings of EvoApplications 2012: Applications
of Evolutionary Computation, Number 7248 in Lecture Notes in Computer Science. pp.
52–62. Springer.
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Abstract

We investigate on-line on-board evolution of robot controllers based on the

so-called hybrid approach (island-based). Inherently to this approach each robot

hosts a population (island) of evolving controllers and exchanges controllers with

other robots at certain times. We compare different exchange (migration) policies

in order to optimize this evolutionary system and compare the best hybrid

setup with the encapsulated and distributed alternatives. We conclude that

adding a difference-based migrant selection scheme increases the performance.

13.1 Introduction

Evolutionary robotics concerns itself with evolutionary algorithms to optimise

robot controllers [112]. Traditionally, robot controllers evolve in an off-line

fashion, through an evolutionary algorithm running on some computer searching

through the space of controllers and only calling on the actual robots when

a fitness evaluation is required. To distinguish various options regarding the

evolutionary system Eiben et al. proposed a naming scheme based on when,

where and how this evolution occurs [42]. The resulting taxonomy distinguishes

between design time and run-time evolution (off-line vs. on-line) as well as

between evolution inside or outside the robots themselves (on-board vs. off-

board). In a system comprising of multiple robots, there are three options

regarding the ‘how’:

Encapsulated: A population of genotypes encoding controllers evolves

inside each robot independently, without communication with other robots.

Distributed: Each robot carries a single genotype and reproduction requires

the exchange of genotypes with other robots. The evolving population is formed

by the combined genotypes of all the robots.

Hybrid: Each robot has its own locally evolving population and there

is exchange of genotypes between robots. In terms of parallel evolutionary

algorithms, this can be seen as an island-model evolutionary algorithm with

migration.
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In this chapter we investigate aspects of the hybrid approach: we test the

effects of the migration policy (migration of the best, random, or most different

individual), the admission policy (always accept the migrant, or accept only after

re-evaluation) and the island topology (ring vs. fully connected). Furthermore,

we look into these effects for different numbers of robots (4, 16 or 36).

Specifically, our research questions are:

− Using the hybrid approach (island model), which is the best combination

of migration policy, admission policy, and island topology?

− Is this combination better than the encapsulated and distributed alterna-

tives?

The rest of the work is structured as follows: after the state of the art,

we present the developed algorithms and experimental setting. Then, the

results of the experiments are shown (Section 13.4), followed by conclusions

and suggestions for future work.

13.2 State of the art

Migration among otherwise reproductively isolated populations has been proven

to leverage the inherent parallelism in evolutionary algorithms, not only by

obtaining speed-ups, but also by increasing the quality of results, since the

reproduction restrictions inherent in the division of the population into islands

is a good mechanism to preserve population diversity, as shown in, for instance,

[23].

To improve population diversity in an island model evolutionary algorithm,

the MultiKulti algorithm [4] takes the genotypic differences of individuals when

selecting migrants into account. It is based in the idea that the inflow of migrants

that differ from the rest of an island’s population increases diversity and thus

improves performance. An island requests a migrant from one of its neighbours

by sending a genotype that represents the population. This can either be the

the best individual (based in the assumption that when a population tends to
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converge after a few generations, the best is a fair representation of the whole

population) or a consensus sequence (the most frequent allele in each position

of the genotype using binary genomes). In answer, an island selects the most

different genotype in either its whole population or the top individuals (the

elite). In their experiments, the islands were connected in a ring topology, with

migration taking place asynchronously. Results of the experiments performed

in [4] show that MultiKulti policies outperform classic migration policies (send

the best or random individuals from the population), especially with a low

number of individuals but larger number of islands. It is shown to be better to

send the consensus as a representation and that sending the most different of a

well-chosen elite (those with the best fitness) is better than sending the most

different overall.

On-line evolutionary robotics has been studied in works like [113], where

genetic programming was used to evolve a robot in real time, and [155], where

several robots evolve at the same time, exchanging parts of their genotypes when

within communication range. [72] compares an encapsulated and a distributed

version; the latter is implemented as a variant of EVAG [90], where each robot

has one active solution (genotype) a cache of genotypes that are active in

neighbouring robots. Parents are selected through a binary tournament in

each robot’s cache. If the new solution (candidate) is better than the active, it

replaces the active solution. The work compares this algorithm with a panmictic

version, where parents are selected (again using binary tournament) from the

combined active solutions of all robots.

One of the peculiarities of evolutionary robotics, particularly on-line, is that

the fitness evaluations are very noisy [60]. The conclusions in [4], however, are

based on experiments with noiseless fitness functions, so we cannot take these

conclusions for granted in on-line evolutionary robotics and we have to test the

MultiKulti algorithm in our particular setting.
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13.3 Algorithms and Experimental Setup

We carried out our experiments with e-puck like robots simulated in the

RoboRobo simulator1. The robot is controlled by an artificial neural net

with 9 inputs (corresponding to the robot’s distance sensors and a bias node), 2

outputs (wheel speeds). Genetically, this was represented as a vector coding

the network’s 18 weights. All algorithms were evaluated using the Fast Forward

task and next fitness function:

f =

τ∑
t=0

(vt · (1− vr)) (13.1)

where vt and vr are the translational and the rotational speed, respectively. vt

is normalised between −1 (full speed reverse) and 1 (full speed forward), vr

between 0 (movement in a straight line) and 1 (maximum rotation). Whenever

a robot touches an obstacle, vt = 0, so the fitness increment during collisions is

0. There is more information about this function in [72]. This fitness is noisy:

a controller configuration can produce different fitness values depending on the

robot’s position in the arena when evaluation starts. The robots are placed in a

small maze-like arena (Fig. 13.2). To ensure a fair comparison across different

numbers of robots, each robot is placed in a separate instance of the arena

to avoid physical interaction between robots. Robots can communicate across

arenas instances.

In our experiments, we compare three algorithms:

Encapsulated evolutionary algorithm The encapsulated algorithm we

use is the µ + 1 on-line algorithm presented in [60]. Here, each robot runs a

stand-alone evolutionary algorithm with a local population of µ individuals. In

each cycle, one new solution (controller) is created and evaluated. This solution

replaces the worst individual of the population if it has higher fitness. To

combat the effects of noisy evaluations, an existing solution can be re-evaluated,

instead of generating and testing a new one, depending on the re-evaluation

rate ρ.

1https://github.com/nekonaute/roborobo2
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Figure 13.1: Migration mechanism: each robot has a local
population and in each migration cycle request a different
type individual from others robots’ populations. If Multi-
Kulti is used, then a message is sent (gray genotype) to
receive the most different (black genotype).

Distributed evolutionary algorithm As a benchmark distributed algo-

rithm we use the panmictic algorithm presented in [72]. Here, a single controller

is present in each robot. New controllers are created using the controllers of

two robots as parents. In each iteration, a robot randomly selects two others to

create a new chromosome by crossover and mutation. If the new chromosome

is better, it replaces the actual one.

Hybrid evolutionary algorithm This algorithm is an adaptation of the

µ + 1 on-line algorithm that includes a migration mechanism to exchange

genotypes among robots (every robot is an island) as shown in Fig. 13.1. We

test two migrant acceptance mechanisms: a migrant can be added to the local

population either regardless of its fitness (to give it a chance to be selected) or

only if it is better than the worst.2

2Source code of the presented algorithms is available in http://atc.ugr.es/~pgarcia,
under a GNU/GPL license.
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Figure 13.2: Arena used in the exper-
iments.

Each experiment lasts for 50,000 eval-

uation steps. In on-line evolution, the

robots train on the job: this means that

the robot’s performance is not (only) de-

termined by the best individual it stores

at any one time, but by the joint perfor-

mance of all the candidate controllers it

considers over a period. Therefore, we

assess the algorithms’ performance using

the average of the last 10% evaluations

over all robots.

As stated in [137], an algorithm’s pa-

rameters should be tuned to obtain (ap-

proximately) the best possible parameter settings and so ensure a fair compar-

ison between the best possible instances of the algorithms. We used Bonesa

[136] to tune the parameters for the algorithms we investigate in the following

configurations:

− Number of robots: executions with 4, 16 and 36 robots have been per-

formed.

− Migrant selection: select the Best, random or most different (MultiKulti)

individual as a migrant.

− Admission policy: when a new migrant arrives, it is evaluated and accepted

only if is better than the worst (no-replacement) or accepted regardless,

always replacing the worst of the population (replacement).

− Topology: migration can move between neighbours and the islands are

arranged in a ring or in a random topology, which is rewired after every

evaluation.

We conducted Bonesa runs for each possible combination of these configu-

rations to tune the settings for canonical parameters (e.g., mutation step size,

crossover rate) and the following more specific parameters:
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Parameter Name Range

Evaluation steps 300-600

Mutation step size 0.1-10

µ 10

Re-evaluation rate 0-1

Crossover rate 0-1

mutation rate 0-1

migration rate 0-1

elite percentage 0-1

best Rate 0-1

Table 13.1: Parameters to tune.

Along the canonical GA parameters (like

mutation or crossover rate) the MultiKulti

parameters to study are the next:

Migration rate: likelihood of migration

occurring per evaluation cycle.

Best rate: probability of representing

the population with the best individual or

with a consensus sequence (average of genes).

This parameter applies only for MultiKulti

instances.

Elite percentage: the size of the elite

group to select the migrant from (if 1, receive

the most different of all the population). This

parameter applies only for MultiKulti instances.

Population size µ was fixed to 10 individuals to isolate the interactions

between the other parameters. Table 13.1 lists all tuned parameters and their

ranges. For the final analysis, we ran 50 iterations of each configuration with

the parameters set to those reported as optimal by Bonesa.

Table 13.2: Parameters obtained with Bonesa for all ad-
mission policies and topology configurations.

Replacement admission policy and panmictic topology

4 ROBOTS 16 ROBOTS 36 ROBOTS

MK RND BEST MK RND BEST MK RND BEST

evolutionSteps 345 310 312 310 306 425 538 561 584

stepSize 9.038 9.874 5.38 8.804 8.786 9.199 4.842 8.096 9.684

reEvaluation 0.868 0.72 0.739 0.619 0.812 0.949 0.964 0.751 0.777

Crossover 0.926 0.816 0.929 0.017 0.879 0.917 0.963 0.915 0.941

Mutation 0.943 0.977 0.936 0.98 0.839 0.909 0.937 0.923 0.938

Migration 0.809 0.989 0.958 0.987 0.499 0.993 0.956 0.988 0.567

EliteSize 0.849 - - 0.988 - - 0.995 -

BestRate 0.04 - - 0.192 - - 0.181 -
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Replacement admission policy and ring topology

4 ROBOTS 16 ROBOTS 36 ROBOTS

MK RND BEST MK RND BEST MK RND BEST

evolutionSteps 304 319 312 304 311 372 554 589 573

stepSize 9.29 8.149 8.769 7.008 7.37 9.953 9.465 9.307 9.94

reEvaluation 0.868 0.749 0.792 0.953 0.721 0.861 0.935 0.705 0.939

Crossover 0.999 0.983 0.96 0.83 0.955 0.455 0.996 0.848 0.991

Mutation 0.986 0.952 0.691 0.914 0.809 0.889 0.971 0.777 0.98

Migration 0.597 0.892 0.974 0.559 0.624 0.996 0.988 0.816 0.955

EliteSize 0.49 - - 0.93 - - 0.827 -

BestRate 0.862 - - 0.172 - - 0.145 -

No-replacement admission policy and panmictic topology

4 ROBOTS 16 ROBOTS 36 ROBOTS

MK RND BEST MK RND BEST MK RND BEST

evolutionSteps 305 304 308 302 304 306 567 362 516

stepSize 9.895 4.04 9.547 9.731 9.146 9.8 8.832 7.526 9.988

reEvaluation 0.385 0.039 0.489 0.449 0.291 0.692 0.048 0.344 0.528

Crossover 0.828 1 0.934 0.847 0.945 0.671 0.31 0.822 0.963

Mutation 0.976 0.927 0.899 0.849 0.958 0.969 0.921 0.986 0.879

Migration 0.577 0.788 0.72 0.658 0.757 0.577 0.835 0.753 0.7

EliteSize 0.279 - - 0.716 - - 0.911 - -

BestRate 0.198 - - 0.703 - - 0.013 - -

No-replacement admission policy and ring topology

4 ROBOTS 16 ROBOTS 36 ROBOTS

MK RND BEST MK RND BEST MK RND BEST

evolutionSteps 325 302 323 314 303 306 600 375 581

stepSize 9.821 9.726 9.731 9.925 8.44 9.329 9.661 9.686 9.493

reEvaluation 0.045 0.007 0.53 0.044 0.332 0.505 0.752 0.317 0.396

Crossover 0.311 0.51 0.933 0.286 0.986 0.867 0.963 0.992 0.952

Mutation 0.983 0.805 0.873 0.751 0.964 0.889 0.93 0.869 0.913

Migration 0.533 0.517 0.554 0.662 0.706 0.685 0.59 0.71 0.698

EliteSize 0.772 - - 0.952 - - 0.413 - -

BestRate 0.018 - - 0.624 - - 0.061 - -
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13.4 Results and Analysis

13.4.1 Comparing Migration Configurations

The first question we asked ourselves was “which is the best combination of mi-

gration policy, admission policy, and island topology?” To answer this question,

we analyse the results as reported by Bonesa for each of the configurations we

considered. Table 13.2 shows the best parameters obtained for all configurations

with 4, 16 and 36 robots. We discuss the results in the following four paragraphs,

each discussing the results for one combination of admission policy and island

topology.

Replacement Admission Policy and Panmictic Topology In all cases,

the re-evaluation, crossover, mutation and migration rates are very high. Also,

EliteSize is almost 1 everywhere: the migrant is selected from almost the whole

population. It also turns out that is better to send a consensus sequence rather

than the best individual as a representative of the population (bestRate has

low values). There is no clear trend for migration rate.

Replacement Admission Policy and Ring Topology Changing the is-

land topology to a ring arrangement, three settings change materially: as can

be see in Table 13.2 for MultiKulti with 4 and 16 robots, the migration rate

is much lower, but for 36 robots it remains very high. Also, but only for 4

robots, BestRate is higher (send the best individual as representative, not the

consensus sequence).

No-replacement Admission Policy and Panmictic Topology When

changing the replacement policy a remarkable decrease can be seen in the

migration rate and, more importantly, the re-evaluation rate across the board.

For 4 robots, EliteSize is much lower than in all three other combinations of

admission policy and topology.

156



13.4. Results and Analysis

(a) Box plot of all hybrid configura-
tions with 4 robots.

(b) Box plot of all hybrid configura-
tions with 16 robots.

Figure 13.3: Box plots of executing each algorithm with the
best parameters obtained with Bonesa 50 times.

No-replacement Admission Policy and Ring Topology Apart from

lower migration rates for most of the policies and a drop in EliteSize for 16

robots, Bonesa reports similar values for this combination of admission policy

and topology and the previous one. For 4 robots, EliteSize again has a high

value.

Comparing Performance

Figures 13.3a, 13.3b and 13.4a show box plots summarising 50 repeats of each

configuration, grouped by number of robots.

Although in terms of performance levels there is no clear trend it is clear

that the admission policy does have an appreciable impact: choosing the no-

replacement admission policy always leads to a marked decrease in performance

variation, with an increase of minimum performance. So we can conclude that

evaluating an immigrant and only admitting it if it outperforms the worst

individual in the population leads to more consistent performance with fewer

very poor results.

Combined with the no-replacement admission policy, MultiKulti is either
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(a) Box plot of all hybrid configura-
tions with 36 robots.

(b) Box plot comparing µ + 1, dis-
tributed and multikulti migration
with replacement for 4, 16 and 36
robots.

Figure 13.4: Box plots of executing each algorithm with the
best parameters obtained with Bonesa 50 times.

the best or at a par with the best migrant selection scheme, especially as the

number of robots increases.

Finally, the ring topology shows a slight, but not always significant, drop

in performance. This may be explained by the fact that in a ring topology,

good solutions spread over the islands at a much slower rate than in a randomly

connected topology.

Selecting migrants randomly seems always to lead to a smaller spread in

performance than either selecting the best or the most different. Vis a vis the

MultiKulti algorithm at least, this makes sense because this specifically aims

at increasing population diversity, so a larger variation in performance is to be

expected.

To conclude, we select a configuration with no-replacement admission policy,

MultiKulti migrant selection and a random island topology to compare with

the encapsulated and distributed algorithms.
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4 ROBOTS 16 ROBOTS 36 ROBOTS

µ+1 Distr MK µ+1 Distr MK µ+1 Distr MK

evolutionSteps 308 303 305 308 301 302 308 583 567

stepSize 9.615 4.306 9.895 9.615 5.621 9.731 9.615 8.197 8.832

reEvaluation 0.091 0.647 0.385 0.091 0.558 0.449 0.091 0.002 0.048

Crossosver 0.19 0.399 0.828 0.19 0.122 0.847 0.19 0.1 0.31

Mutation 0.978 0.908 0.976 0.978 0.86 0.849 0.978 0.606 0.921

Migration - - 0.577 - - 0.658 - - 0.835

EliteSize - - 0.279 - - 0.716 - - 0.911

BestRate - - 0.198 - - 0.703 - - 0.013

Table 13.5: Parameters obtained with Bonesa for the en-
capsulated, distributed and hybrid algorithms.

13.4.2 Comparing Encapsulated, Distributed and Hybrid

On-line Evolution

The second question we asked ourselves is whether the optimal hybrid instance

we selected in the previous section outperforms its encapsulated and distributed

counterparts. Table 13.5 shows the settings that Bonesa reported as optimal for

the three algorithms that we compare for groups of 4, 16 and 36 robots. Note

that the optimal parameters for µ + 1 have only been calculated once: since

there is no interaction between robots, µ + 1’s performance and settings are

independent of the number of robots. Running 50 repeats with these settings

resulted in performances as reported in Figure 13.4b.

Even for as small a number of robots as 4, the distributed and hybrid

algorithms both significantly outperform the encapsulated algorithm. The

difference between the algorithms that share the population across robots is

only significant for 36 robots, but even there not material. The difference with

the encapsulated algorithm may lie in the exploitation of evolution’s inherent

parallelism, but we think this is also due to the increased diversity that stems

from dividing the total population across islands. This would explain the
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large benefit of communication even for small numbers of robots, where the

distributed algorithm actually has a smaller total population than the individual

robots with µ+ 1.

Set to the best found parameters, the hybrid algorithm causes much less

communication overhead than the distributed algorithm: the latter shares

genotypes among all robots at every evaluation, while the hybrid algorithm has

comparatively low migration rates (0.577, 0.658 and 0.835). This reduction of

communication cost comes at no significant loss of performance, and even a

significant gain for 36 robots.

13.5 Conclusions and future work

In this chapter, we compared combinations of migrant selection schemes, mi-

grant admission policies and island topologies in a hybrid algorithm for on-line,

on-board Evolutionary Robotics. Results show that the migrant admission pol-

icy –which determines when a migrant is admitted into the population– is more

important in performance than migrant selection or the island topology. But

the most important finding is that adding migration between robots significantly

and materially increases performance. We have demonstrated that adding a

difference-based migrant selection scheme (MultiKulti) leads to optimal or at

least near-optimal performance compared to another migration mechanisms.

This migration mechanism can compete with the on-line distributed algorithm,

where only one individual per robot exist, even with a lower number of data

transmissions. Our aim is to continue exploring other techniques, like a self-

adaptative migration mechanism to ask for new migrants when the population

stagnates and perform new tests for new tasks other than the Fast-Forward.

New experiments with different number of individuals in the local population

also will be carried out. Also, further investigation will be performed in swarm-

ing and cooperation techniques among robots, with different communication

mechanisms.
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Abstract

This chapter is concerned with on-line evolutionary robotics, where robot

controllers are being evolved during a robots’ operative time. This approach

offers the ability to cope with environmental changes without human intervention,

but to be effective it needs an automatic parameter control mechanism to

adjust the evolutionary algorithm (EA) appropriately. In particular, mutation

step sizes (σ) and the time spent on fitness evaluation (τ) have a strong

influence on the performance of an EA. In this chapter, we introduce and

experimentally validate a novel method for self-adapting τ during runtime. The

results show that this mechanism is viable: the EA using this self-adaptative

control scheme consistently shows decent performance without a priori tuning

or human intervention during a run.

14.1 Introduction and Objectives

Evolutionary algorithms (EAs) are popular heuristic optimisers, often used in

robotics to develop robot controllers in an off-line fashion [112; 145]. This means

that an EA is employed to find a very good (albeit not necessarily optimal)

controller before the real operational period of the robots in question, then this

controller is deployed in the robots and remains unchanged while the robots

are going about their tasks. The alternative modus operandi –that is used

much less frequently– is to apply evolution in an on-line fashion, not before but

during the operational period of the robots. In principle, this approach offers

important advantages as it allows the adaptation of robot controllers on the fly,

hence enabling robots to adjust to changing circumstances.

However, on-line evolution comes at a cost. In particular, by the very nature

of this approach the user / experimenter is not able to configure the parameter

values of the evolutionary mechanism on-the-spot, whereas it is widely known

fact that the performance of evolutionary algorithms severely depends on the

values of their parameters [43; 45]. This leaves the user with two options in

general: 1) use robust parameter values that work well over a wide range of
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circumstances, 2) apply a parameter control mechanism that adjusts the values

of the given parameter(s) during the run.

The goal of this chapter is to investigate the second option. Previous

studies have given strong indications that the most influential EA parameter

in on-line EAs for the evolution of robot controllers is τ , the time spent on a

fitness evaluation [61]. This is certainly not surprising in light of the classic

exploration-exploitation dilemma. Larger values of τ allow for longer testing of

controllers, thus increasing the reliability of fitness estimates. However, this EA

is running in real time, spending more time on one fitness evaluation implies

that fewer evaluations can be performed in any given time interval. In other

words, high / low values for τ imply less / more exploration, while the quality of

information (that is important for good exploitation) shows the opposite trend.

Our investigations address the (im)possibilities of controlling the values of

τ during the run of an on-line EA applied to evolve controllers for robots in

a swarm. To be specific, we introduce a new mechanism for self-adapting the

values of τ and perform experiments to answer the following questions:

1. How does a self-adaptive τ affect the performance of the robot swarm in

a static environment?

2. How does a self-adaptive τ affect the performance of the robot swarm in

a changing environment?

In both cases we use fixed values for τ as benchmark and compare the

performance achieved by various fixed τ values to the co-evolving τ algorithm

for the same scenario. It should be noted however, that we are not trying to

find an ’ideal’ setting for the given scenario’s. Thus, we are not trying to show

that some setting (a specific value of τ or the self-adaptive scheme) is better.

Rather, we are seeking empirical evidence to assess the practicability of the

self-adaptive τ mechanism, keeping the relevant application scenarios in mind,

where problem tailored tuning by the user is not feasible. The main research

question is thus the following.

Is the use of a self-adaptive τ practicable? That is, does it enable
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the system to perform reasonably and to adjust to changes without

any human intervention?

This motivates our basic methodological attitude (that is somewhat different

from the mainstream Evolutionary Computing approach): the fixed values of

τ are not a set of benchmarks to beat, but are necessary to provide a good

indication about ’reasonable’ performance.

14.2 Related Work

Our work is related to both swarm and evolutionary robotics. Swarm robotics

is an area closely related to Swarm Intelligence, where a swarm of robots can

collaborate in solving complex tasks in a scalable and robust manner. While

swarm-robots often have the ability for physical self-assembly, the robots in

our study only collaborate in exchanging their active solutions during parent

selection (in a panmictic fashion).

The area of evolutionary robotics is in general described by [112]. To

distinguish various options regarding the evolutionary system [42] proposed

a naming scheme based on when, where and how this evolution occurs. The

resulting taxonomy distinguishes between design time and run-time evolution

(off-line vs. on-line) as well as between evolution inside or outside the robots

themselves (on-board vs. off-board).

Traditionally, robot controllers are evolved in an off-line fashion, using an

evolutionary algorithm searching through the space of controllers and only

calling on the actual robots when a fitness evaluation is required. Evolving the

robot controllers on-line and on-board is a fairly new approach in evolutionary

robotics, initiated by the seminal paper of [155]. There a system was presented

where a population of physical robots (i.e. their controllers) autonomously

evolved while situated in their task environment. Since then the area of on-line

on-board evolution in swarm-robotics, as classified in [42], has gained a lot of

momentum.

While several studies [81; 86] explore the concept of evolving robot controllers
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on-board and online, in both static and dynamic environments, the evaluation

time (τ) is often arbitrary or highly tuned before the run. Traditionally, each

controller is evaluated for a fixed period of time before its fitness is finally

computed.

On-line evolutionary robotics has been discussed in studies such as [155],

where several robots evolve at the same time, exchanging parts of their genotypes

when within communication range. [72] compares an encapsulated and a

distributed version. In the latter, each robot has one active solution (genotype)

and a cache of genotypes that are active in neighbouring robots. Parent selection

is achieved through a binary tournament in each robot’s cache. If the new

solution (candidate) is better than the active, it replaces the active solution.

The work compares this algorithm with a panmictic version, where parents are

selected (again using binary tournament) from the combined active solutions of

all robots. This relates to our algorithm in that parents are selected over the

entire set of active solutions in all robots, whereas survivor selection happens

locally and individually for each robot.

A bit more remotely related area of existing work is that of evolutionary

optimisation in dynamic environments [17; 107]. This is similar to our on-line on-

board evolutionary algorithm mainly because the actual (on-line) performance

is more important than the end result (off-line performance).

Regarding the specifics of the given evolutionary algorithms at work, the

main issue here is the adequacy of parameter values. In particular, parameter

tuning and parameter control are the relevant areas and our work falls clearly in

the latter category. In terms of the widely used taxonomy, cf. [43], we introduce

and investigate a self-adaptive scheme by adding the length of the evaluation

time (τ) as a parameter to the genome and thus making it co-evolve with the

robot controllers.
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14.3 System Setup

14.3.1 Scenario and Simulated Environment

Testing the viability of the self-adaptive τ mechanism requires a scenario that

challenges an evolutionary algorithm sufficiently so that it exhibits significantly

different behaviour for short vs. long evaluation times. To this end, we employ

a variant of the classic foraging scenario. The main premise is the existence of

a resource that ’grows’ in atomic units in a finite arena. Using an agricultural

metaphor, we can call them plants and postulate that a swarm of robots is

tasked with collecting as many as possible. Unfortunately, the distribution of

plants is not known, and is likely to change with time as different plant species

come in and out of season. The robots therefore have to be able to both find

the optimal foraging behaviour for an unforeseen plant distribution, as well as

adapt to potentially radical changes over time. We also assume that foraging /

collecting operations must start as soon as possible, without time to do trial

runs and tune the parameters of the swarm’s evolution.

In order to simulate the behaviour of the evolving swarm of robot foragers,

we used RoboRobo[20], a fast and highly configurable evolutionary robotics

simulator, which we subsequently customised for our scenario.

The foraging ground surrounding the swarm is modelled as a rectangular

arena featuring a number of obstacles that may represent buildings or rock

formations (see Figure 14.1). Robots cannot pass through walls or other robots,

nor can they leave the arena - this latter programming constraint is modelled

as a virtual wall surrounding the foraging field.

The arena is also littered with a number of pellets representing the plants

that the robots need to collect. The plants are placed randomly, according to

a uniform or non-uniform distribution, and their number is kept constant. As

soon as a plant is consumed by a robot, another one will be placed in random

location according to the distribution.

Each possible distribution of the plants challenges the robots differently

and encourages different kinds of behaviours for optimal foraging. For our

experiments, we have devised three different plant distributions, which we have
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Figure 14.1: The environment as simulated in RoboRobo.
The black lines represent obstacles in the environment,
while the grey circles are individual robots with their sensor
rays visible.

dubbed ’seasons’ (see Figure 14.2):

− Season 1 (Uniform, sparse) features 50 plants in a uniform distribution.

The sparse layout means that robots are unlikely to run into plants by blind

exploration using their short-range sensors. Instead, they are encouraged

to develop the use of the long-range ’smell’ sensor so that they can find

plants effectively. (See technical details later on.)

− Season 2 (Patches, dense) has 150 plants laid out in dense ’patches’ all

over the arena, a non-uniform distribution. This time, robots do not need

their smell sensor as much; rather, it is simpler to develop a method of

’lingering’ around a patch once the robot has run into one accidentally.

− Season 3 (Close to walls, dense) features another interesting non-uniform

distribution of 150 plants. In effect, plants will now only appear near

physical walls - this could represent mushrooms and other species that

thrive in the shade. The obvious incentive for the robots is to develop
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Figure 14.2: Plant distributions for the three seasons. Sea-
son 1 is a scarce environment with few plants, uniformly
distributed. Season 2 is a dense environment with the
plants distributed in patches. Season 3 is a dense environ-
ment with the plants distributed close to obstacles in the
environment.

wall-following behaviour, but this must be tempered with a touch of

randomness, as it is maladaptive to get stuck following the virtual wall

around the arena, which harbours no plants whatsoever.

Note: The number of plants differs between seasons, but this does not pose

a problem when comparing scenarios. As shown in the Methods section, our

performance indicators account for this parameter variation.

14.3.2 Robot Architecture

The robots in our experiment have a cylindrical ground-based morphology and

are fitted with the following equipment:
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− 5 proximity sensors, placed at 0◦, ±45◦ and ±90◦ with respect to the

direction the robot is travelling. Each sensor reports the distance to the

closest robot or wall in the corresponding direction, up to a maximum

of 1.5 times the robots’ diameter, beyond which they saturate. These

sensors do not ’see’ plants.

− 5 plant sensors, identical in placement, functionality, and range to the

proximity sensors, except they detect plants instead of solid obstacles.

− 1 non-directional plant proximity sensor, dubbed the ’smell’ sensor. It

reports the distance to the nearest plant in any direction. This sensor has

a much larger range than the previous sensors (14 robot diameters), but,

being non-directional, requires the robot to evolve an intelligent strategy

of finding its way to the nearest plant by distance alone.

− Two independently spinning wheels. The differential drive design allows

for a wide variety of movements to be performed by controlling only two

parameters, namely the rotation speed for each wheel: the robot can drive

forward or backward at different speeds, perform sharp or gentle turns,

and even spin in place.

− A radio, used by the evolutionary algorithm for exchanging solutions. The

robots do not otherwise cooperate or communicate.

− A plant collection and storage mechanism that automatically collects the

plants a robot runs over. The storage bin is large enough to never saturate

over the evaluation time of a robot.

The link between the sensors and the effectors is provided by a three-layer

neural network controller, featuring 11 input neurons, a bias node, 3 neurons

in the hidden layer, and 2 output neurons. Each input neuron is connected to

a sensor and experiences activation between 0.0 (object detected at minimum

distance) and 1.0 (object at maximum distance or beyond). The output neurons

are connected directly to the wheel motors in a common-differential pattern,
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i.e.:

wheelSpeedL = maxSpeed · (output1 + output2)

wheelSpeedR = maxSpeed · (output1 − output2)

As the controller drives the robot directly instead of selecting from a set of

predefined strategies, the robots can evolve relatively complex behaviours with

little in the way of biases or constraints arising from their design.

14.3.3 Evolutionary Algorithm

The experiments are carried out in simulations in a swarm of 50 robots that use

a so-called hybrid on-line on-board evolutionary algorithm specified as follows.

− Representation: A genome is a vector of 2 · n + 1 genes composed as

follows. Variables x1, x2, ..., xn directly encode the n weights of the neural

network, that is, the robot controller. In the present experiments n = 42.

Furthermore, the genes denoted by σ1, σ2, ..., σn stand for the correspond-

ing mutation step sizes and an additional gene xτ is used for encoding τ ,

the time allowed for fitness evaluation (the mapping between xτ and τ is

described in section 14.3.4).

− Evaluation function: The fitness is defined as the amount of plant matter

collected per unit of time, i.e.:

F =
100 ·NplantsCollected

τ

where 100 is the ’score’ per plant collected. Note how this performance

measure is entirely objective (free of any behavioural suggestions for

the robots) and fair with respect to the evaluation time, i.e. similarly

performing robots will achieve similar fitness regardless of their τ value.

− Population: Each robot evolves its own local population of µ = 3 genomes

individually. Parent selection is, however, performed on the entire set of
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genomes in all robots. Therefore a distinction has to be made between

local and global population. Robots use a variant of the newscast [76]

algorithm to exchange genomes.

− Parent selection mechanism: Parents are selected using a binary tourna-

ment over all genomes in all robots.

− Variation operators, recombination and mutation: Mutation is a Gaussian

perturbation with noise drawn from N(0, σi) for xi. The step sizes σi are

self-adapted using the standard formulas as in [46; 129]. Recombination

is achieved through averaging crossover with probability 1.0.

− Survivor selection mechanism: At the beginning of each evaluation, a

random choice (with a chance ρ = 0.5) is made between creating a

new controller by mutation or re-evaluating an existing one. Once the

evaluation is complete, the evaluated controller is compared to the local

population of µ other controllers at that robot with respect to their fitness.

If it is better than the worst controller, it replaces it.

− Initialisation: All genes are initialised by drawing a real number from the

[0,1] interval with uniform probability.

− Termination condition: The simulation ends after N = 15, 000, 000 itera-

tions.

Following the taxonomy specified in [42], the present evolutionary algorithm

falls under the hybrid category because it is encapsulated –each robot evolves

its own inner population of µ genomes– and also distributed as there is an

exchange of genotypes between the robots. A specific feature of our hybrid

scheme is the combination of global parent selection (considering the entire set

of genomes in all robots), and local survivor selection (restricted to the local

population in each individual robot). This scheme proved to be very powerful

in [72].
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14.3.4 Self-adapting the Evaluation Time

A self-adaptive mechanism that co-evolves the values of τ with the robot

controllers poses a particularly difficult problem due to the unique effects of τ

on the evolutionary process itself. Let us assume we treated xτ as the other

genes xi and computed the corresponding evaluation time in a simple manner

like:

τ = τmin + xτ · (τmax − τmin)

where τmin and τmax are loaded with reasonable defaults. Given that xτ varies

uniformly between 0.0 and 1.0, it may seem that this would provide a fair test

of each possible evaluation time value between τmin and τmax. However, upon

closer inspection, two serious problems become apparent:

− Larger τ values are less ’distinct’ than their peers in the lower part of the

spectrum. For instance, a system will behave very differently for τ = 50

vs. τ = 100, but almost the same for τ = 2000 vs. τ = 2050, even though

the spacing is the same (50). Therefore, probabilities should be skewed so

that there is less investment in a specific τ value as we move higher up

the spectrum.

− Larger τ values will be changed less often than their smaller peers, as

the robots spend proportionally more time until the next reproduction.

Thus, given equal selection probabilities, a larger amount of time will

be allocated to evaluating larger τ ’s, which is temporally unfair. More

precisely, if p(t) is the probability for selecting τ = t, then the fraction of

the total time dedicated to evaluating that particular τ value is:

f(t) =
p(t) · t∑τmax

τ=τmin
p(τ) · τ

It is easy to see that if all p(t) are equal, f(t) ∼ t ∀t. What we would like

instead is for all f(t) to be equal. A quick calculation shows us that for
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this to occur, the condition:

p(t) ∼ 1

t
(14.1)

must hold for all t.

Our solution for addressing these biases is to make the relation between the

τ gene and the evaluation time exponential instead of linear :

τ = eα·xτ+β

where α = ln τmax − ln τmin and β = ln τmin. It can be seen that τ still

varies monotonically from τmin to τmax as xτ goes from 0.0 to 1.0. However,

assuming xτ is picked uniformly from the [0,1] interval, we have that:

p(t) =
d

dt
CDF(t) =

d

dt

ln t− β
α

=
1

αt

Note that equation (14.1) applies, therefore this method is temporally fair.

Furthermore, let us consider any arbitrary value t for τ . What other values

of τ are nearly equivalent to this setting? A reasonable idea is to say that t′

is nearly equivalent to t if t < t′ < γt, where γ is an arbitrarily chosen factor.

Thus, if t = 1.1 is similar to t = 1, but t = 1.4 is considered different, then

likewise t = 1100 is equivalent to t = 1000 and t = 1400 is different. Thus, the

’equivalence class’ of any value t is the interval [t, γt].

The probability of picking any of the values in an arbitrary t’s equivalence

class is:

P (t) =

∫ γt

t

p(τ)dτ =

∫ γt

t

1

ατ
dτ =

1

α
ln γ

Note that the P (t) is constant for all t. Thus, our method is also fair in the

sense that intervals of nearly equivalent t values are assigned the same selection

probability.
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14.4 Experiments

The set of fixed τ values we have chosen for our experiments is {64, 128, 256,

512, 1024, 2048}. Note that they are in a geometric progression, in accordance

to our ’equivalence class’ principle described in section 14.3.4 - in effect, each

value t is a representative for all t′ ∈ [t, γt), where γ = 2. A finer scale may have

yielded yet more detailed data, but this would have hampered visualisation and

used inordinate amounts of computing time.

In order to evaluate performance in the static case, we use scenarios featuring

a single season all throughout (one experiment for each season, for a total of 3

experiments). For the dynamic case, we use scenarios featuring three seasons in

succession for an equal length of time and we execute one experiment for each

of the 6 possible permutations 1-2-3 through 3-2-1. Each such scenario contains

two transitions that provide an opportunity to test an algorithm’s capacity for

recovery in the face of changing conditions.

To obtain statistically significant results, we performed 30 trial runs for each

experimental configuration1. Unless otherwise stated, all statements referring

to the performance or behaviour of the EA refer to those measures averaged

over all of the trials.

Measuring Performance

The typical definition of global/average fitness per generation is found inadequate

for the current situation; first of all, for different values of τ in a fixed-τ algorithm,

generations advance at a different pace. As a result, a comparison between

generations belonging to different τ is useless, as they represent potentially

different points in time. Moreover, in case of self-adaptive τ values the very

idea of a generation is no longer applicable, as each robot evolves independently

and may undergo a fitness evaluation at any given time. Therefore, the only

applicable coordinate is time, the only measure that flows equally for all of the

experiments.

1For consistency and reproducibility, the random number generator’s seed was controlled.
The sources, configurations and data for our experiments can be found at the authors’ web
site at http://www.few.vu.nl/~bwl400
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In order to have a fitness value for every time instance, and not just at the

moments when evaluations are completed, we choose to define the the fitness of

a robot at time T , f(T) as the fitness that was assigned to it at the most recently

completed evaluation. This definition can be further extended to the collective

level: the fitness F (T ) of a swarm at time T is the mean of the individual

fitness values of the robots in the swarm:

F (T ) =
1

N

N∑
i=1

fi(T )

Although this definition is sufficient for evaluating the evolving τ algorithm,

we found that the function is very noisy on a small time scale and produces

nigh-unreadable graphs. To account for this, when graphing the fitness we

applied a smoothing method using the formula:

FW (T ) =
1

W

∫ T

T−W
F (t)dt

where W is the smoothing window size parameter. For our experiments, W =

50000.

Using this measure of global fitness, we note two essential evolutionary

algorithm performance measures that can be derived from it:

− The plateau fitness: The maximum value achieved for the global fitness

during the simulation.

− The convergence time: The time needed to reach 90% of the plateau

fitness.

Note that we expect seasons to have different plateau fitness values. Thus,

when comparing behaviour across seasons, we will apply a normalisation proce-

dure.
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14.4.1 Results and Discussion

We have performed experiments in nine different scenarios, three static scenarios

and six dynamically changing ones.

Static Scenarios The results for the three static scenarios are shown in

Figure 14.3. Note that, for the sake of readability, we omitted the traces for

τ = 128 and τ = 1024, as these closely follow other traces in the graph and

exhibit no notable characteristics. An unabridged, full colour version of the

graphs can be found on the authors’ website.

For all three seasons, we can see that the traces are more or less monotonic

and exhibit fast growth in the beginning, followed by settling into either a

plateau or a slowly increasing linear evolution. This indicates that the EA is

indeed successful, with robots quickly developing the behaviour required for

foraging. We confirmed this by observing the simulated robots in RoboRobo

and noting that they exhibit reasonable behaviour consistent with the season’s

specific challenge (finding plants by smell, patch exploitation, wall following),

as well as more general adaptive behaviours such as always driving forwards to

make better use of the sensors, avoiding collisions with other robots, etc.

We note that the traces for season #2 exhibit considerably more variance

than the other seasons, especially for higher τ values. This occurs due to

competition effects between the robots as they become highly evolved: a

successful robot will find a patch and exploit it efficiently, quickly devouring

all of the plants within. Although plants will reappear in all patches, the

selection effects of being so quickly consumed in one patch will cause them to

effectively be redistributed among the other patches within a very short time.

This temporarily ’exhausts’ the patch and causes a momentary dip in fitness

as many of the robots scramble to find a new patch until the current one can

regenerate. This phenomenon repeats over and over again, leading to the jagged

appearance of the fitness traces in this scenario.

The value of τ has a marked effect on the performance of the algorithm. The

pattern we can observe is the EA behaving poorly for low τ ’s (64, 128), then

improving in performance as the τ increases, ultimately reaching an optimum
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Figure 14.3: Fitness in single season scenarios. The x-
axis shows the number of iterations, the y-axis the average
fitness of the controllers at a certain iteration averaged
over all runs. In all three seasons the evolved τ shows a
reasonable performance. Note that uninteresting traces for
τ = 128 and τ = 1024 have been omitted for readability.

(τ = 256 for all three seasons), and then declining again as the τ is increased

further (512, 1024, 2048). This is consistent with our expectations of lower τ ’s

causing poor performance due to the reduced solution quality, as well as higher

τ ’s being handicapped due to getting less exploration done per unit of time. The

value τ = 256 is a clear winner in terms of both plateau fitness and convergence

time, as it appears to strike a good balance between these two factors. The

presence of a clear optimum is also a good omen for the self-adaptive τ strategy,

as it suggests that the performance vs. τ landscape is well behaved and roughly

unimodal, allowing for efficient evolutionary search of a good τ value.

The performance of the self-adaptive τ algorithm is found to consistently
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lie between the best and the worst traces, being average for seasons #1 and

#3 and above average for season #2. This confirms that our method is a

viable alternative for situations where no effort can be expended for tuning the

system in search of the optimal τ value: its performance may not be optimal,

but it is acceptable and consistent. It is not clear why the performance of the

self-adaptive τ method is so much better for the second season, but we suspect it

might be due to the performance vs. τ landscape being flatter for this scenario,

with success having less to do with strategy development and more to do with

keeping a consistent controller while a patch is being exploited.

Dynamic Scenarios The results for the six dynamic scenarios are shown in

Figure 14.4. Note that in order for the data in the multi-season graph to be

easily understandable, the data for each season has been normalised with respect

to the maximum fitness achieved for that season in the static experiments.

As expected, for the first third of the simulation timespan, the performance

traces behave the same way as for the static case of the first scenario in

the sequence. As we reach the transition points one and two thirds into the

simulation time, the fitness values show a dip as the robots’ evolved behaviour

within the previous season becomes ill-adapted for the new season. This dip

seems to be most dramatic for the large τ values when switching to and from

the second scenario. This is probably due to the ’feeding frenzies’ that evolved

robots can engage in during the second season, which keep the overall fitness

up due to so many plants being accumulated by some of the robots. This is no

longer possible in seasons #1 and #3, or even in season #2 if a low enough τ is

used so that a feeding frenzy is interrupted by switching to another controller.

As the robot swarm recovers and starts evolving towards the new optimal

behaviour, we may expect its evolution to be markedly different from the static

case as this time the robots already have a ’cache’ of potentially reusable

evolutionary work as opposed to starting ’cold’ with a completely random

genome. For instance, behavioural elements such as avoiding collisions or not

driving backwards are general enough to provide a benefit within any season,

and even season-specific adaptations such as using the smell sensor can be
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Figure 14.4: Fitness in multi-season scenarios. The x-axis
shows time in iterations, the y-axis the normalised fitness
of a controller. Normalisation is done by dividing the
fitness by the maximum fitness obtained in the single season
scenario for each respective season. The self-adaptive τ
shows it can cope with the changes in environment quite
decently, in some cases even out-performing any of the
pre-defined τ values.
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repurposed for a new situation. However, the overall behaviour and ranking of

the graphs for any given season seems to stay much the same regardless of their

position in the sequence.

Interestingly, the best performance of the static case is exceeded in 3 of the

6 dynamic scenarios. This suggests that switching between different challenges

at runtime, while usually considered harmful, can also have a positive effect.

Probably we are witnessing a ’stepping stone’ phenomenon, where a solution

adapted for problem X can feature elements that help with problem Y, while

these features are hard to reach by evolving towards Y directly.

The self-adaptive τ scheme manages to hold its own for the adaptive case as

well. Performance is rarely worse than average, and, in fact, the method even

manages to achieve the best performance overall during most runs of season

#2 that do not occur first in the scenario. Season #1 appears to be pose the

greatest trouble to the self-adaptive method, with its ranking going down from

being tied with τ = 64 to being second to last. For season #3, the self-adaptive

approach ranks either third, as in the static case, or second, beating τ = 512.

Overall, the plateau fitness of the self-adaptive τ approach achieves between

75% and 100% of the maximum achieved fitness for the static case.

14.5 Conclusions and future work

In this chapter we have explored the possibility of automatic run-time adaptation

of the fitness evaluation time τ in on-line evolutionary robotics. In particular,

we investigated how this problem can be solved by a self-adaptive mechanism

for τ , such that its values co-evolve with the robot controllers in a swarm. Our

contributions include an analysis of the difficulties involved in self-adapting

(co-evolving) a gene that interacts so intimately with the EA, as well as a novel,

mathematically sound method for overcoming these issues.

This method was validated by a series of experiments with a robot simulator

in nine different scenarios, including static as well as dynamically changing

environments. Set against fixed values of τ , our self-adaptive τ method proved

to be viable, delivering decent performance and being capable of adaptation.
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In other words, the performance loss with respect to a hand-tuned τ is by all

means acceptable making this a practicable solution is cases where a priori

tuning of EA parameters is not feasible.

Future work should expand the comparison to yet more and more complex

scenarios, featuring explicit cooperation or competition interactions between

the robots and perhaps even organism formation. Given that our solution

does not always converge on the ’optimal’ τ value, it seems that we need to

investigate more deeply into the subtle interactions between the self-adaptive τ

mechanism and the evolutionary process as a whole. Preliminary work suggests

that τ values should be kept more stable for their benefits to become apparent,

therefore we want to explore strategies for slowing down τ variation.
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Abstract

This chapter is inspired by a vision of self-sufficient robot collectives that adapt

autonomously to deal with their environment and to perform user-defined tasks

at the same time. We introduce the monee algorithm as a method of combining

open-ended (to deal with the environment) and task-driven (to satisfy user

demands) adaptation of robot controllers through evolution. A number of

experiments with simulated e-pucks serve as proof of concept and show that

with monee, the robots adapt to cope with the environment and to perform

multiple tasks. Our experiments indicate that monee distributes the tasks

evenly over the robot collective without undue emphasis on easy tasks.

15.1 Introduction

The work presented in this chapter is inspired by a vision of autonomous,

self-sufficient robot collectives that can cope with situations unforeseen by their

designers. An essential capability of such robots is the ability to adapt their

controllers in the face of challenges they encounter in a hands-free manner, “the

ability to learn control without human supervision,” as [110] put it.

One approach to solve this issue uses evolution as a force for adaptation,

rather than as “just” an algorithm for optimisation. This dichotomy has

been noticed early in the history of evolutionary computing, [33]. Since then,

these two attitudes have became dominant in different areas. Optimisation is

the primary goal in Evolutionary Computing [46], while evolution as a driver

of adaptation is typical in Artificial Life (ALife) [154]. In a common ALife

setting, agents, possibly (simulated) robots, populate a world and the one that

can cope with its environmental challenges will survive and reproduce. In

systems like this, there need not be any objective function to be optimised,

nor a centrally orchestrated evolutionary selection–reproduction loop. Instead,

evolution is driven by a decentralised, asynchronous process of mate selection

and reproduction and purely environmental selection that gives a reproductive

advantage to well-adapted individuals. Such open-ended approaches are slowly

184



15.1. Introduction

finding their way into evolutionary robotics, e.g. the medea algorithm[19] and

Bianco and Nolfi’s work [10].

Of course, an adapting robot collective must also serve the purpose of

its designers: it must satisfy human preferences and tackle particular tasks.

Evolutionary robotics has traditionally focussed exclusively on this latter aspect,

employing evolution as a force for optimisation. Robots are set some specific task,

their performance is measured through some objective function and a, typically

centralised, evolutionary algorithm optimises robot behaviour accordingly.

In our vision, evolution serves two purposes: on the one hand to allow robots

to adapt to the environment and to behave so that they can operate at all.

On the other hand, evolution is a force to promote task-performance, where

we interpret ‘task’ in a broad sense: it is any user-defined preference with a

measurable level of compliance. It can be a direct task, like collecting rubbish

(measured by the amount of rubbish cleared), but also more indirect, like energy

efficiency (measured by battery lifetime). Combining these two (seemingly)

contradictory roles of evolution is a generic, fundamental challenge that to our

knowledge has to date not been tackled successfully.

As Jones and Mataŕıc note [77], collectively tackling tasks also entails a

division of work: if, for instance, the swarm has two (sub-)tasks, it may be

possible that all robots perform both tasks or that part of the swarm focusses on

one task and the other robots tackle the second task. Therefore, an algorithm

that enables our vision of an adaptive collective of robots should combine the

adaptive and optimising facets of evolution as well as promote a good division

of labour.

This chapter introduces the monee (Multi-Objective aNd open-Ended

Evolution) algorithm that combines the open-ended and task-driven aspects

of evolution. It is inspired by the open-ended algorithms described in [19] and

[127].

Monee allows the robot collective to optimise their behaviour to suit multiple

tasks while distributing the tasks over that collective. It extends the open-

ended approach as found in medea [19] with a currency-based system where an

individual can earn as well as spend credits. Please note that our idea of open-
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endedness in this case entails the lack of an explicit fitness function, whether

our system adheres to the more general sense of open-endedness where evolution

does not converge has not yet been tested. The main idea is that earnings

are based on task-performance, while spendings are related to reproduction.

Individuals accumulate credits through task performance - the better a robot

performs a task, the more credits it earns for that task. When an individual

puts its genome forward as a potential parent, it also passes information on its

earnings for each defined task as a parental investment. Section 15.3 provides

more detail on our implementation of the monee algorithm.

This chapter provides a proof-of-concept for the monee algorithm. We

simulate a collective of e-puck robots that are set multiple tasks to ascertain:

− if the robots adapt their behaviour to suit the tasks;

− if all tasks are performed equally well;

− how the system reacts to changing tasks.

15.2 Related Work

Open-ended and task-related evolutionary robotics Evolutionary Ro-

botics has been widely studied since the early 1990s [112]. Initially, research

focussed on individual robots, but since then substantial effort has been directed

at evolution in larger numbers of interacting autonomous robots in swarms [145],

research projects include for instance the Swarmanoid project [37]) or modular

robots (e.g. M-tran [88]). In all these cases, evolution is used to achieve some

fixed user-defined objective such as locomotion or explicit coordination.

Open-ended or objective-free evolution as well as self-replication have been

studied in Artificial Life since Rasmussen’s (1990) [121] and Ray’s (1991) [122]

work. Such research primarily investigates evolutionary dynamics in the absence

of tasks, but as a result of implicit or environmental criteria that impact the

ability to spread genomes through the population. This open-ended approach

has gained interest from the evolutionary robotics community, for instance in
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Bianco and Nolfi’s experiments with self-assembling organisms [10] and more

recently in the medea algorithm [19].

Open-ended approaches have been considered as a strategy to promote

behavioural diversity in multi-objective settings by, for instance, Mouret and

Doncieux [108]. Lehman and Stanley’s novelty search [91] also embraces open-

endedness to tackle elusive problems where a straightforward objective function

leads to sub-optimal behaviour. These recent advances do define objective

functions, though: the definition of novelty for Lehman and Stanley and the

secondary objective for Mouret and Doncieux are ad-hoc, task-specific definitions

of behavioural diversity that amount to tangential and creative redefinitions

of the orginal objective function. Thus, such methods are not the completely

objective-free approaches where survival and rate of procreation determine

fitness rather than the other way around.

Parental Investment When animals reproduce they invariably invest time

and energy in their offspring, for which Trivers coined the phrase parental

investment [146]: ”Parental investment covers any cost that a parent incurs in

looking after an offspring, be it in gamete production, gestation or care after

birth”. Parental investment has been investigated in biology, and theories have

been proposed on the evolutionary origins of the differentiation between sexes.

These theories have also been verified in ALife settings, including experiments

with robots [98; 149; 127]. In artificial life parental investment is often used to

give the offspring a starting value of (virtual) energy [99; 100; 22; 126] and a

parent’s energy level is often linked to task performance (e.g., agents tasked

with eating grass to gather energy [22]). While these approaches benefit the

offspring of good individuals, none of these approaches use parental investment

as a method for parent selection. Distributed on-line evolutionary systems such

as Watson et al’s embodied evolution [155] sometimes employ (virtual) energy

as a currency to determine parent selection [155; 162].
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15.3 MONEE: Multi-Objective And Open-End-

ed Evolution

At its core, monee is an adaptation of the medea algorithm described by

Bredèche et al. [19] and Schwarzer’s artificial sexuality algorithm [127].

The robot lifecycle in monee consists of two phases: life and rebirth. The

robots have a limited, fixed, lifetime during which they perform their actions;

moving about, foraging, et cetera. When their lifetime ends, they enter the

rebirth phase and become ‘eggs’: stationary receptacles for genomes that are

transmitted by passing live robots. This rebirth phase also lasts a fixed amount

of time, at the end of which the egg selects parents from the received genomes

to create a new controller. The robot then reverts to the ‘life’ role with this

new controller. Thus, robots (or rather, their controllers) can procreate by

transmitting their genome to eggs, and the more eggs a robot inseminates, the

more chances it has for procreation. Because the transmission of genomes is

continuous and at close range (e.g. through infrared), the more a robot moves

about the arena, the better its chances of producing offspring. This aspect

of monee is clearly open-ended: there is no calculated performance measure

that defines the chances of being selected as parent, there is no task. Only the

environment dictates what robots may or may not become parents.

To add task-driven parent selection to this basic evolutionary process, we use

parental investments. During their lifetime, robots amass credits by performing

tasks. For instance, a robot could get one credit for every piece of ore it collects,

one for successfully solving some puzzle, and so on. If multiple tasks are defined,

the robots maintain separate counts for the credits awarded for each task, for

instance one counter for the pieces of ore collected and another one for the

number of puzzles solved. When a robot inseminates an egg, it passes these

numbers along with the genome and the egg uses that information to select

parents when it revives.

When a robot’s egg phase finishes, it compares the parental investment

for each genome it has received. To enable this comparison across task, the

egg calculates an exchange rate between tasks. This ensures that genomes
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that invest in tasks for which few credits are found overall (presumably hard

tasks) are not eclipsed by genomes that favour easier tasks. The pseudo-code in

algorithm 3 details this auction scheme.1

The parental investments relate task performance to reproductive success:

besides the open-ended goal of ‘merely’ transmitting genomes to eggs, robots

must also become proficient at the defined tasks for these genomes to be selected.

The more proficient a robot is at a task, the higher its chances of procreating.

The comparison of investments across multiple tasks introduces an exchange

rate between the earnings per task: the more common credits are for a particular

task, the less their worth and vice versa. Thus, parent selection becomes a

marketplace for skills and features that the user requires. Users can influence this

economy to prioritise tasks, for instance by setting a premium on investments

related to a particular task that the user deems more urgent than others. This

system naturally caters for multi-objective approaches and allows the user to

prioritise tasks in a straightforward manner.

1 for every defined task do // total credits

2 for every received genome do
3 creditstask ← creditstask + genome.creditstask

4 creditsoverall ← creditsoverall + creditstask

5 for every defined task do // exchange rate per task

6 ratetask ← creditsoverall+numtasks
creditstask+1

7 for every received genome do // parental investment per genome

8 for every defined task do
9 genome.rating ← genome.rating + (genome.creditstask · ratetask)

10 parent← roulettewheel selection(received genomes) // select and mutate

child← mutate(parent)
11 reactivate(child) // revive

Algorithm 3: Selecting a parent based on parental investments

1Note, that our implementation uses roulette wheel selection and only mutation only, so a
single parent is selected. These are incidental design choices: monee does not preclude the
use of other selection schemes and/or recombination operators.
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15.4 Experiments

To investigate the monee algorithm, we implement it in a scenario with simu-

lated e-pucks in a simple 2D simulator.2 This scenario places 100 robots in an

arena roughly 330 robots wide, with a number of obstacles (depicted in the lower

right of Fig. 15.1) and defines seven concurrent foraging tasks. Concurrent

foraging is a variation of regular foraging where the arena is populated by

multiple types of objects to be collected [77], rather than just a single resource.

In our case, just as in [77], these objects are pucks of different colours, and the

collection of each different colour is a different task.
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Figure 15.1: Distribution of pucks of various colors and
obstacles present in the arena.

We use seven dif-

ferently coloured pucks,

defining seven similar

but different tasks. The

colours are SteelBlue, Or-

angeRed, LimeGreen, In-

digo, SeaGreen, Sandy-

Brown and Siena. The

pucks are spread in the

environment according

to a number of gaus-

sian distributions as in-

dicated in Fig. 15.1. As

can be seen from the dis-

tributions, some colours (like Indigo and SandyBrown) are placed very compactly

at the corners of the arena, which makes gathering those a more specialist pro-

posal than for instance SteelBlue pucks, which can be found scattered across

the entire arena. The number of pucks per colour varies between 25 and 150,

also indicated in Fig. 15.1. When placing pucks we make sure that they do not

overlap with existing pucks, robots or other obstacles.

Robots gather these pucks simply by driving over them, and as soon as a

2RoboRobo, https://github.com/nekonaute/roborobo2
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robot has gathered a puck it is immediately removed: the robots do not have

to transport the puck to a particular region. A replacement puck of the same

colour is then randomly placed in the arena, taking the appropriate distribution

into account, to allow the experiment and evolution adequate time.

Each robot is controlled by a single-layer feed forward neural network which

controls its left and right wheels. The inputs for the neural network are the

robot’s sensors: a robot has 8 sensors for each type of puck, as well as 8 sensors

to detect environmental obstacles and other robots. The layout of these sensors

is that of a standard e-puck’s infrared sensors: four face forward, two to the

sides and two face backwards. Because the robots have separate sensors for

each type of puck and the network only has direct connections from input to

output, the task of collecting each type of puck –although very similar– needs

to be learned completely separately.

The robot’s genome directly encodes the neural network’s weights (8 types of

sensor × 8 sensors × 2 outputs plus 2 bias connections plus 4 feedback (current

speed and current rotation to either output) = 134 weights) as an array of reals.

As specified by the monee algorithm, the robots alternate between periods

of explorative block gathering and motionless genome reception. To prevent

synchronised cycles among the robots, we add a small random number to each

robot’s fixed lifetime. This forces desynchronised switching between life and

rebirth even though our runs start with all robots perfectly in sync at the first

time-step of their lifetime.

At the end of the egg phase offspring was created by selecting a parent from

the received genomes according to the parental investment and mutating it

using gaussian perturbation with a single, fixed mutation step size σ = 1.

To investigate the response of this system to dynamically changing tasks, we

radically change the distribution of pucks during the runs: halfway through the

run, at 1 million iterations, all distributions generate pucks of a single colour

only: only SteelBlue in half the runs, only Indigo in the others (i.e., either a

common or a rare task remains).

Due to time constraints, we were only able to conduct a limited number of

runs. Therefore, it is not feasible to provide meaningful statistics on the exact
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level of performance. The data does suffice, however, to indicate the potential

of the monee approach and to analyse some of the dynamics of a population of

robots that use monee to adapt their behaviour.

15.5 Results & Analysis

Figure 15.2: Number of collisions over
time. The grey lines denote individual
runs, the black line shows the average
over the four runs.

Irrespective of the foraging tasks, the

robots must cope with their environ-

ment to be able to procreate: they

must at the very least develop con-

trollers that drive around the arena

to inseminate eggs. Thus, the environ-

ment implies that the robots should

move around. The robots should also

avoid obstacles, even though this is

not specified as an explicit task. If

they do not, the time they spend try-

ing to drive through an obstacle can-

not be spent spreading their genome, limiting their chances of creating offspring.

Therefore, we measure the number of collisions between robots and obstacles

to gauge the level of adaptation to the environment. Figure 15.2 shows the

total number of collisions for the whole collective over time. The number of

collisions is aggregated over 1000 time steps. The number of collisions decreases

with time. Even though the decrease is not spectacularly steep, it is a clear

indication that controllers do adapt to the environment without any specifically

set goal.

Of course, we did specify the foraging tasks for the robots. Figure 15.3

shows the number of pucks harvested against time, here too the number of

pucks gathered is aggregated over 1000 time steps. Clearly, the robots do

evolve effective foraging behaviour: the number of collected pucks per time unit

steadily increases throughout the runs. Changing the environment so that only

pucks of a single colour are generated in most cases actually leads to a slight
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Figure 15.3: Number of pucks gathered over time. The
grey lines denote individual runs, the black line shows the
average over the four runs. The vertical line indicates the
moment where the task changes and all pucks become a
single colour.

increase in the total number of pucks gathered. This seems to indicate that the

robots in those runs do not specialise in a particular task. Possibly, when only

a single colour remains, they are not distracted by pucks of a different colour

and they therefore forage more effectively.

To asses the efficacy of monee’s currency scheme to distribute tasks, we

also ran our experiments with the exchange rate mechanism turned off. In this

case, a genome’s chance of selection is related purely to the number of pucks

that it collected without any consideration for their colour. Therefore, genomes

that encode harvesting behaviour for rare colours are at a disadvantage. Figure

15.4 compares the fraction of SteelBlue, OrangeRed and LimeGreen pucks out

of all gathered pucks with and without the exchange rate mechanism. The plots

only show the first million time-steps because after that only a single colour

remains as described above. With the exchange rate mechanism turned on (Figs.

15.4a and 15.4b). In both cases, the fraction of pucks gathered tends towards

the actual fraction of pucks available: the trend in Fig. 15.4a decreases to the

natural ratio of 0.375, indicating that the easiest task of collecting ubiquitous

pucks is balanced with the harder task of collecting rarer pucks. Similarly, the

fractions of OrangeRed and LimeGreen pucks in Fig. 15.4b slowly seem to

increase to level off at the natural ratio of 0.1875. Figures 15.4c and 15.4d show

a different picture. Without the exchange rate mechanism, the simple task is

increasingly favoured as shown by the continuing rise of the SteelBlue fraction.
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(a) SteelBlue fractions with auction (b) OrangeRed, LimeGreen fractions with
auction

(c) SteelBlue fractions without auction (d) OrangeRed, LimeGreen fractions
without auction

Figure 15.4: Fraction of gathered pucks that are SteelBlue
and LimeGreen for runs with and without the exchange
rate auction mechanism turned on. Light grey plots for
individual runs, black lines show the average over the runs.
Horizontal black lines indicate the fraction of all pucks for
the respective colours (0.375 and 0.1875).

This is at the expense of collecting rare colours, as indicated by the decreasing

trend in Fig. 15.4d.

To verify the decrease in collecting rare pucks, we ran a more extensive

experiment. To isolate this claim more purely we used only 2 colours, red

and blue, in a 1:3 ratio, i.e. 50 blue pucks and 150 red pucks. This amounts

to a natural collection ratio of 0.25 for blue pucks. All other experimental

parameters were kept the same as the previous experiments, except that we ran

64 repeats.

Figure 15.5 shows the market fraction of blue pucks gathered, with and

without market. As you can see the ratio for blue pucks gathered with market

trends towards the natural ratio of 0.25, while the ratio for blue pucks gathered

without market steadily drops over the course of a run. The difference in

ratios between experiments with and without market is significant (Kolmogorov-

Smirnov: p = 3.4867× 10−8, D = 0.5156).
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Figure 15.5: Market fraction for verification runs. Grey
lines indicate standard deviation

15.6 Conclusions & Further Research

We have introduced the monee algorithm as a tool to combine the open-ended

and task-driven facets of evolutionary robotics. As a proof of concept, we ran

experiments where robots have to move about an obstacle-strewn arena while

concurrently foraging seven types of puck. The robot controllers were laid out

so that this amounts to having to learn seven distinct tasks.

Monee allows the robots to learn to cope with their environment as shown by

the decreasing frequency of collisions. It also drives task-driven adaptation: the

robots become increasingly proficient at the gathering tasks and a momentous

change where six of the tasks disappear has no ill effect on the collective task

performance. The exchange rate mechanism allows effective division of the tasks

over the collective without favouring easier tasks at the cost of harder ones.

We emphasise once again that these results are based on a very limited

number of runs. Nonetheless, they provide a good indication of algorithm

behaviour, enough at least to show that the monee algorithm opens a promising

avenue of further research. We are of course planning to conduct further

experiments to provide solid statistical foundations for the indications we show

in this chapter. Moreover, we are keenly interested in researching the intricacies

of the economy that results from the exchange rate mechanism in the face of

more dynamic changes in task composition as well as the results of enforcing

some level of task specialisation.
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Abstract

Evolution can be employed for two goals. Firstly, to provide a force for adap-

tation to the environment as it does in nature and in many artificial life

implementations – this allows the evolving population to survive. Secondly,

evolution can provide a force for optimisation as is mostly seen in evolutionary

robotics research – this causes the robots to do something useful. We pro-

pose the monee algorithmic framework as an approach to combine these two

facets of evolution: to combine environment-driven and task-driven evolution.

To achieve this, monee employs environment-driven and task-based parent

selection schemes in parallel.

We test this approach in a simulated experimental setting where the robots

are tasked to collect two different kinds of puck. Monee allows the robots

to adapt their behaviour to successfully tackle these tasks while ensuring an

equitable task distribution at no cost in task performance through a market-

based mechanism. In environments that discourage robots performing multiple

tasks and in environments where one task is easier than the other, monee’s

market mechanism prevents the population completely focussing on one task.

16.1 Introduction

In real life, evolution is objective-free: there is no objective function that scores

living organisms and determines their chances of producing offspring. By virtue

of this unbounded nature, biological evolution has resulted in the high levels

of adaptability and robustness that we see in natural living organisms. To

exploit this creative potential in a system of evolving robot controllers, we would

want to give evolution as much freedom as possible, pushing for open-ended,

unbounded adaptivity, not constrained by user-defined objective functions.

On the other hand, we want to ensure that the robots perform meaningful

tasks if the system is to be of any practical relevance, pushing for specific task-

related objectives. The ability to balance these aspects of evolution represents

a vital step towards implementing the vision that underlies our research, which
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is one of autonomous, functional, responsive and self-sufficient robot collectives

that can cope with situations unforeseen by their designers.

In this chapter we present monee (Multi-Objective aNd open-Ended Evo-

lution) to solve the problem of combining environmentally driven and task-driven

evolution in a single algorithmic framework. The principal idea behind monee

is to employ two basic selection mechanisms in different roles: environmental

selection for open-ended evolution and parent (or mate) selection for task-driven

adaptation.

We investigate a proof-of-concept implementation of the monee paradigm

where a population of robots has two tasks: it must collect red and green pucks.

The corresponding research question we seek to answer first here is:

I Does monee indeed promote task-driven behaviour? In other words, given a

scenario with some task(s) for the robots –and measurable task performance–

will the robots adapt their behaviour to perform the task(s)?

As the ’Multi-Objective’ part of the name implies, monee accommodates

settings with multiple tasks. As Jones and Mataŕıc note [77], collectively

tackling multiple tasks also entails a division of work. If there are multiple

tasks, the population of robots as a whole must tackle all of them, even though

individual robots may specialise in only a subset. To cope with such cases

the monee framework uses a market mechanism. This mechanism regulates

task-based rewards during mate selection according to the market logic that

scarcity increases worth. In our multiple task context this implies that tasks

that only a few robots (can) perform yield relatively high rewards and therefore

higher selection probabilities. This raises the second research question:

II Does monee and its market mechanism provide for equitable task distribu-

tion? That is, in a setting with multiple tasks, will the population perform

all tasks or will it focus on only a subset, in particular if individual robots

are forced to specialise in single tasks?

Scenarios where some tasks are easier than others run the risk of focussing

only on the simpler tasks at the cost of underachieving on the more challenging
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ones. Therefore, we also investigate a skewed scenario, where one task is easier

than the other to address the third research question:

III Does monee with its market mechanism provide for equitable task distri-

bution when one task is easier than the other?

16.2 Related Work

Evolutionary Robotics has been widely studied since the early 1990s [112].

Initially, research focussed on individual robots, but since then substantial effort

has been directed at evolution in larger numbers of interacting autonomous

robots in swarms [145], research projects include for instance the Swarmanoid

project [37]) or modular robots (e.g. M-tran[88]). In all these cases, evolution is

used to achieve some fixed user-defined objective such as locomotion or explicit

coordination.

Objective-free evolution as well as self-replication have been studied in

Artificial Life since Rasmussen’s (1990) [121] and Ray’s (1991) [122] work. Such

research primarily investigates evolutionary dynamics in the absence of tasks,

but as a result of implicit or environmental criteria that impact the ability to

spread genomes through the population. Such open-ended approaches have

gained interest from the evolutionary robotics community, for instance in Bianco

and Nolfi’s experiments with self-assembling organisms [10] and more recently

in the medea algorithm [19].

Open-ended approaches have been considered as a strategy to promote

behavioural diversity in multi-objective settings by, for instance, Mouret and

Doncieux [108]. Lehman and Stanley’s novelty search [91] also embraces open-

endedness to tackle elusive problems where a straightforward objective function

leads to sub-optimal behaviour. These recent advances do define objective

functions, though: the definition of novelty for Lehman and Stanley and the

secondary objective for Mouret and Doncieux are ad-hoc, task-specific definitions

of behavioural diversity that amount to tangential and creative redefinitions

of the orginal objective function. Thus, such methods are not the completely
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objective-free approaches where survival and rate of procreation determine

fitness rather than the other way around.

Bredeche et al. describe medea [19], an open-ended evolutionary algorithm

where autonomous robots move around an arena while continually broadcasting

their genome over a short range. Meanwhile, they also receive genomes from

other robots that come in communication range. When a robot’s lifetime expires,

it randomly selects one of the received genomes, modifies that using mutation

and starts a new life of broadcasting this new genome. This set-up promotes,

with only environmental selection, robot movement through the environment:

genomes that cause the robot to move around a lot are spread at a much higher

rate than genomes that cause their host to stand still.

Monee extends this open-ended approach with a currency-based system

where an individual can accumulate credits through task performance – the

better a robot performs a task, the more credits it earns for that task. When

an individual puts its genome forward as a potential parent, it also passes

information on its earnings for each defined task as an indication of its worth.

The genomes with the highest associated credits are then selected to produce

new offspring (inspired by [127], but there an individual’s capital was fixed and

did not reflect proficiency at any task).

The monee scheme is reminiscent of parental investment, which has been

investigated in ALife settings, including experiments with robots [98; 149; 127].

In artificial life parental investment is often used to give the offspring a starting

value of (virtual) energy [99; 100; 22; 126] and a parent’s energy level is often

linked to task performance (e.g., agents tasked with eating grass to gather

energy [22]). The monee scheme differs subtly but crucially from such parental

investment schemes: a parent does not actually invest when impregnating an

egg because the credits aren’t transferred but copied; there is no cost involved.

Distributed on-line evolutionary systems such as Watson et al’s embodied

evolution employ task-related (virtual) energy to determine parent and survivor

selection [155; 162], but these consider single objectives only.

Market-based schemes provide a well known solution to the task allocation

problem in multi-agent and multi-robot settings, for instance in [152; 144].
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Market-based parent selection monee exploits this method to achieve multi-

objective task-driven adaptation of robot behaviour.

Fitness sharing is a well-known technique that was introduced to promote

genetic diversity and so prevent premature convergence in evolutionary algo-

rithms. With fitness sharing, an individual’s fitness is reduced if there are many

similar (in terms of their genetic makeup) individuals in the population. Mon-

ee’s market mechanism is similar in the sense that it also reappraises fitness,

favouring tasks that are less commonly tackled by robots in the population. A

crucial difference with traditional fitness sharing is that monee considers an in-

dividual’s behaviour, not its genetic make-up (although syntactic fitness sharing

in genetic programming shares this distinction [111]). Maybe more importantly,

monee modifies fitness not to prevent premature convergence, but to ensure

that the robot population tackles multiple tasks. Traditionally, fitness sharing

is not necessarily associated with multiple objectives, but with maintaining

diversity in general – typically, but not exclusively, in single-objective settings.

16.3 MONEE: Multi-Objective & Open-Ended

Evolution

The core of monee is inspired by the medea algorithm described by Bredèche

et al. [19] and Schwarzer’s artificial sexuality algorithm [127].

The robot –actually, their controllers’– lifecycle in monee consists of two

phases: life and rebirth. The robot controllers have a limited, fixed, lifetime

during which they perform their actions; moving about, foraging, et cetera.

When their lifetime ends, they enter the rebirth phase and become ‘eggs’:

stationary receptacles for genomes that are transmitted by passing live robots.

This rebirth phase also lasts a fixed amount of time, at the end of which the egg

selects parents from the received genomes to create a new controller. The robot

then reverts to the ‘life’ role with this new controller. Thus, robots (or rather,

their controllers) can procreate by transmitting their genome to eggs, and the

more eggs a robot inseminates, the more chances it has for procreation. Because
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the transmission of genomes is continuous and at close range (e.g. through

infrared), the more a robot moves about the arena, the better its chances of

producing offspring. This aspect of monee is open-ended in the sense that it

is objective-free: there is no calculated performance measure that defines the

chances of being selected as parent, there is no task. Only the environment

dictates what robots may or may not become parents.

To add task-driven parent selection to this basic evolutionary process, the

robots can, during their lifetime, amass credits by performing tasks. For instance,

a robot could get one credit for every piece of ore it collects, one for successfully

solving some puzzle, and so on. If multiple tasks are defined, the robots maintain

separate counts for the credits awarded for each task, for instance one counter

for the pieces of ore collected and another one for the number of puzzles solved.

When a robot inseminates an egg, it passes the current credit counts along with

the genome and the egg uses that information to select parents when it revives.

When a robot’s egg phase finishes, it compares the parents’ credits for

each genome it has received. To enable this comparison across tasks, the egg

calculates an exchange rate between tasks. This ensures that genomes that

invest in tasks for which few credits are found overall (presumably hard tasks)

are not eclipsed by genomes that favour easier tasks. The pseudo-code in

algorithm 4 details this market mechanism.

The credits relate task performance to reproductive success: besides the

open-ended goal of ‘merely’ transmitting genomes to eggs, robots must also

become proficient at the defined tasks for these genomes to be selected. The

more proficient a robot is at a task, the higher its chances of procreating.

The comparison of credits across multiple tasks introduces an exchange rate

between the earnings per task: the more common credits are for a particular

task, the less their worth and vice versa. Thus, parent selection becomes a

marketplace for skills and features that the user requires. This system naturally

caters for multi-objective approaches and allows the user to prioritise tasks in a

straightforward manner.
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1 for every defined task do // total credits

2 for every received genome do
3 creditstask ← creditstask + genome.creditstask

4 creditsoverall ← creditsoverall + creditstask

5 for every defined task do // exchange rate per task

6 ratetask ← creditsoverall
creditstask

7 for every received genome do // credits per genome

8 for every defined task do
9 genome.rating ← genome.rating + (genome.creditstask · ratetask)

// select, mutate and revive

parent← rank based selection(received genomes)
10 child← mutate(parent)
11 reactivate(child)

Algorithm 4: Monee’s market mechanism

16.4 Experimental Set-up

We implemented the monee algorithm in a simple 2D simulator called RoboRobo

[20]. In our experiments, 100 simulated e-pucks are placed in an environment

that contains obstacles and pucks. The sides of the square arena are roughly 330

Figure 16.1: Experiment arena.

robot body lengths long (1024 pixels in

the simulator), and it contains a number

of obstacles (see Fig. 16.1). We run 64

repetitions of each experiment.

There are two types of puck: green

and red, defining a concurrent foraging

scenario. Concurrent foraging is a varia-

tion of regular foraging where the arena

is populated by multiple types of objects

to be collected [77], rather than just a

single resource. In our case, these objects

are green and red pucks and the collec-

tion of each different colour is a different

task. The pucks are spread throughout
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the arena, and they are immediately replaced in a random location when picked

up. The robots move around the arena, spreading their genome as they en-

counter eggs and dying when their allotted time has passed. They collect pucks

simply by driving over them and the more pucks they gather, the more likely

their genome is to be selected once an egg they impregnated revives.

To detect pucks, the robots have 16 sensors that detect either red or green

pucks (i.e., 8 sensors per puck-type). Each set of 8 sensors is laid out in the

same manner as the standard e-puck infrared sensors: 6 face forward, 2 face

to the rear. Because individual puck sensors only detect a single type of puck,

collecting one type of puck is a task distinct from (but very similar to) collecting

the other type of puck. Thus, behaviour to collect either type of puck has to

evolve separately.

Each robot is controlled by a single-layer feed forward neural network which

controls its left and right wheels. The inputs for the neural network are the

robot’s puck and obstacle sensors. The robot’s genome directly encodes the

neural network’s weights (3 types of sensor × 8 sensors × 2 outputs plus 2

bias connections plus 4 feedback (current speed and current rotation to either

output) = 54 weights) as an array of reals.

As mentioned, the robots alternate between periods of explorative puck

gathering and motionless genome reception. To prevent synchronised cycles

among the robots, we add a small random number to each robot’s fixed lifetime.

This forces desynchronised switching between life and rebirth even though our

runs start with all robots perfectly in sync at the first time-step of their lifetime.

At the end of the egg phase offspring is created by selecting a parent from

the received genomes as shown in algorithm 4 and mutating the weights in

that genome using gaussian perturbation with a single, fixed mutation step

size σ = 1. This single-parent, mutation-only scheme is common in evolution

strategies that are known to perform well on problems with continuous-valued

genomes [9].

Note that monee does not prescribe any particular controller implementation

nor any choice of variation operator. The implementation we chose here of an

artificial neural network with the weights encoded as real-valued genes provide
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Experiment details

Robot group size 100
Simulation length 1,000,000 time-steps
Number of repeats 64
Number of pucks 150 or 50 green, 150 red
Arena See fig. 16.1

Controller details

Controller Perceptron neural net
Input nodes 8 obstacle sensors, 16 puck de-

tectors, 2 bias and 2 recurrent
nodes

Output nodes 2 (left and right motor values)

Evolution details

Representation Real valued vectors
Chromosome length 54
Mutation Gaussian N(0, 1)
Parent selection Rank-based
Robot lifetime 2000 time-steps
Egg-phase 200 time-steps
Comm. range ca. 9 body lengths

Table 16.1: Experimental set-up

a convenient, flexible and well-established representation.

Table 16.1 summarises the experimental set-up as outlined above. To assess

the level of environmental and task-related adaptation (research question I)

we define a control experiment with random parent selection in the eggs: just

as in medea, only the environment determines a genome’s chances of being

selected and the number of pucks collected has no influence whatsoever. To

answer research questions II and III, we define eight variants of the experiment:

configurations with and without market, with multi- or mono-skilled robots and

with even or uneven distributions of green and red pucks. These configurations

are explained in the remainder of this section.

Does the market matter? The market mechanism is a defining feature of

the monee paradigm. It causes less commonly tackled tasks to reap higher
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rewards because of the exchange-rate per task. It would be more straightforward

to simply use he total number of pucks collected, regardless of their colour,

as the basis for parent selection inside an egg (of course, the environmental

selection caused by the robots having to come close to eggs to inseminate them

remains unaltered). To determine the influence of the market mechanism we

run one set of experiments with the market mechanism enabled, where credits

for ‘rare’ tasks are valued higher than those for ‘common’ tasks. As a control,

we run one set with the market mechanism disabled, so that genomes are

selected on the basis of their total number of credits (pucks collected, in our

case) without regard for their relative rarity.

Mutually exclusive skills Equitable task distribution is more challenging

when the tasks that the robots must perform are to some extent exclusive,

for instance because they require irreconcilable skills. To test whether monee

can handle such situations, we also run experiments where the environment

constrains multi-skilled robots so that the robots must specialise in collecting

one type of puck. Without this constraint, robots can collect green and red

pucks equally well without any penalty when selecting both or merely one

colour. In the mono-skill experiments the speed of robots depends on their

specialisation level: the robot’s speed is multiplied by the ratio of most prevalent

pucks it has collected. Thus, if a robot collects exclusively pucks of one colour,

its speed is maximal. If it collects 75% green (or red) pucks, its speed is reduced

by 25% and if it collects red and green pucks in equal amount, the speed is

halved. This penalty is recalculated whenever a robot picks up a puck. It is

important to note that this is enforced by the environment, not during the

parent selection phase when an egg revives. The environment causes specialising

robots to move faster, so that they perform better than non-specialised robots:

their higher speed allows them to collect more pucks during their lifetime, but

more importantly, it allows them to impregnate more eggs. This results in

an increase in the proliferation of mono-skillled genomes without altering the

selection process inside the eggs.
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Uneven distribution of pucks Another determinant for the difficulty of

task distribution in our experiments is the ratio of puck colours. This can

be seen as a proxy for having a difficult (rare pucks) and an easy (common

pucks) task. To determine how a robot swarm with monee handles uneven

distributions of pucks, we run two variants of our experiments: one with 150

pucks of each colour, one with 50 green and 150 red pucks. An equitable task

distribution would lead to robot swarms that collect pucks in the natural ratio as

they are found in the environment: 50% and 25% green pucks in the respective

set-ups.

16.5 Results and Analysis

Research question I First and foremost, we want to establish whether the

robots actually learn to gather pucks (do something useful) and whether they

learn to cope with the environment (survive) under the monee regime. Figure

16.2 shows clearly that the population does learn to tackle pucks increasingly well

after a brief initial phase with monee. There is no appreciable difference in the

number of pucks collected with and without the market mechanism. Obviously,

the baseline algorithm (mEDEA, where the number of pucks collected has no

influence on parent selection) collects far fewer pucks – there is no pressure

to adapt behaviour to collect pucks and they are collected accidentally while

moving about to spread genomes.

As a measure of adaptation to the environment, we count the number of

times genomes were received by eggs. Figure 16.3 shows the median number

of inseminations per 1,000 time-steps for monee and for the baseline medea

implementation. The initial peak is caused by the fact that the robots are

concentrated in a small part of the arena initially. As they spread out over the

available area, the number of inseminations first decreases and then recovers as

the robots adapt their behaviour. There is no appreciable difference between

vanilla medea and monee in terms of this measure of environmental adaptation.
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Figure 16.2: Median number of pucks collected by the popu-
lation per 1,000 time-steps. Plots show results for MONEE
with and without market mechanism and with random par-
ent selection (i.e., without any referral to the number of
pucks collected – mEDEA). The vertical bars indicate the
95% confidence interval for the medians. The robots clearly
adapt behaviour to collect pucks. The number of pucks col-
lected barely differs whether the market mechanism is in
force or not. With random parent selection, the robots
gather far fewer pucks: collection is a result of accidentally
running over them during random movement.
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Figure 16.3: Median number of egg inseminations per 1,000
time-steps with MONEE and with random parent selection
(mEDEA). The vertical bars indicate the 95% confidence
interval for the medians. Both curves indicate successful
adaptation to the environment as robots become increasingly
adept at spreading the genomes.
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(a) Histograms of green puck ratios across
the population with (top) and without
(bottom) market mechanism over the fi-
nal 1,000 time steps of simulation in
the multi-skilled setting. The environ-
ment contains equal amounts of red and
green pucks. The distribution with mar-
ket mechanism is tighter around the
‘natural’ ratio at 0.5. A two-sample
Kolmogorov-Smirnov test to compare the
distributions yields p = 0.0803.

(b) Histograms of green puck ratios across
the population with (top) and without
(bottom) market mechanism over the fi-
nal 1,000 time steps of simulation with
specialisation. The environment con-
tains equal amounts of red and green
pucks. Without the market mechanism,
the robot collective tends to specialise in
one type of puck, indicated by the two
peaks near the extremes. A two-sample
Kolmogorov-Smirnov test to compare the
distributions yields p = 7.7438× 10−07.

Figure 16.4

Research question II The second question we posed is whether monee

provides for equitable task distribution over the robot collective. To answer

this question, we consider the ratio between the number of green and red pucks

collected by the population: this ratio should reflect the ratio in which the

pucks are distributed throughout the environment. Thus, the percentage of

green pucks collected indicates whether both tasks have been tackled equally

successfully: an equitable task distribution would lead to populations where

50% (or 25 % in with the uneven distributions) of the collected pucks is green.

Figures 16.4a and 16.4b show the distribution of the ratio of green to red

pucks gathered by the populations in the final stages of the experiments with

equal amounts of red and green pucks in the multi- and mono-skill environment,

respectively. In the multi-skilled setting, the percentage of green pucks collected
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(a) Histograms of green puck ratios across
the population with (top) and without
(bottom) market mechanism over the fi-
nal 1,000 time steps of simulation in
the mono-skill setting. The environ-
ment contains 150 red and 50 green
pucks. Without the market mechanism,
the robot collective tends to disregard the
green pucks. A two-sample Kolmogorov-
Smirnov test to compare the distribu-
tions yields p = 1.3980× 10−16.

(b) Histograms of green puck ratios across
the population with (top) and without
(bottom) market mechanism over the fi-
nal 1,000 time steps of simulation in the
multi-skilled setting. The environment
contains 150 red and 50 green pucks.
The distribution with market mecha-
nism is substantially tighter around the
‘natural’ ratio at 0.25. A two-sample
Kolmogorov-Smirnov test to compare the
distributions yields p = 3.4867× 10−08.

Figure 16.5

tends to the natural ratio of 0.5. With the market mechanism enabled, the

distribution is more closely concentrated around this natural ratio than it is

without the market.

We are particularly interested in how this scheme holds up in environments

where individual robots are forced to specialise in a subset of the tasks.

Figure 16.4b shows that in such mono-skill settings the market mechanism

is essential to keep the population from ‘tipping’ – focussing on one task to

the exclusion of the other. Although the distribution with market enabled is

not as neatly focussed as it is in the multi-skilled setting, the population still

collects both puck types in more or less equal amounts. Without the market

mechanism, the majority of experiments resulted in a population that almost

exclusively collects puck of one colour or the other. Rarely does the population

gather even roughly the same number of green and red pucks.
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Research question III When there are substantially fewer green pucks than

red ones, there is a risk of the population neglecting the green pucks because

collecting red pucks is relatively easy. Figure 16.5a (bottom graph) shows

that this does indeed happen in the mono-skill environment when no market

mechanism is employed: the ratio of green to red pucks tends to be close to 0

and only a few of the pucks collected are green. With the market mechanism in

effect, however (top graph), the population maintains a substantial (although

lower than the natural) ratio of ca. 20% green pucks.

Figure 16.5b shows the results in the multi-skilled environment: the market

mechanism causes the population to collect the 25% green pucks that we would

expect from an equitable task distribution. Without the market the ratio of

green pucks is substantially lower at ca. 20%.

16.6 Conclusion

In this chapter we introduced the monee algorithmic framework as a method

of combining objective-free environment-driven evolution with task-driven evo-

lution in a population of autonomous robots. To achieve this, monee employs

two selection mechanisms: the environment is defined so that robots must move

around to literally spread their genome. Robots in a passive ‘egg’ state listen for

broadcast genomes and use task-dependent credits associated with the genomes

for parent selection.

In a simulated experimental setting where the robots are tasked to collect

two different kinds of puck, we have shown that monee allows the robots to

adapt their behaviour to successfully tackle tasks: the robot population gathers

increasingly more pucks under the monee regime. Also, taking the number of

inseminations as a measure of adaptation to the environment, we have shown

that monee results in a similar level of adaptation to the environment as purely

environment-driven evolution.

Monee’s market mechanism ensures an equitable task distribution at no

cost in task performance. This proved particularly beneficial in environments

that discourage robots performing multiple tasks. We found that in such mono-
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skill environments, the market mechanism prevents the population completely

focussing on one task.

Similarly, we found that the market mechanism prevents the population

focussing on the easier of two tasks. With an uneven distribution of pucks, the

market mechanism prevents the smaller portion of pucks to be disregarded, in

particular when the environment causes individual specialisation.

This new paradigm opens the door to significant further research: we feel

that the successful combination of open-ended, survival-driven and objective-

based, task-driven evolution is a crucial step on the road towards collectives of

autonomous robots that can adapt to and operate effectively in unforeseen and

dynamic circumstances. These two aspects of evolution combined can equip

the robots with the adaptivity that coping autonomously with such uncertainty

requires.

Further investigations into the monee paradigm are ongoing. We are

currently investigating the effects of user-defined premiums to prioritise tasks

and the resilience of monee implementations to dynamic task compositions.
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17
Conclusion

In these chapters we studied three aspects of embodied evolution: migration

policies, the fitness evaluation time and the combination of environmental

pressure and tasks.

In Chapter 13 we found that out of the three features of migration the

admission policy is most important for the performance. Second using a

difference-based migrant selection (MultiKulti) seems to lead to the best per-

formance. Furthermore we found that using migration leads to a significant

performance increase over not using migration. Last, using a local population

greater than one increases performance, even when the number of migrations is

much lower than in a fully distributed setting.

In Chapter 14 we introduced a way to self-adapt the fitness evaluation

time of a robot controller. We found that our mechanism performs quite well
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compared to fixed values and is also robust to changes of the task. This means

that the performance loss for not having to tune the algorithm is very acceptable

while allowing the algorithm to adjust to changes. This makes this adaptation

mechanism very interesting to use in cases where a priori tuning is infeasible.

Chapters 15 and 16 introduced the monee algorithm. This algorithm allows

for both the open-ended as well as task-driven components of evolution to

drive the adaptation of robot controllers. The rules of the environment provide

survivor selection while the robots perform parent/mate selection based on task

performance. We have shown that using this algorithm the robots both adapt

to the environment and learn to perform the tasks set to them. Furthermore the

market mechanism ensures that the swarm divides the various tasks equitably,

that is the swarm does not focus completely on one of the tasks or the easiest

of the tasks. This mechanism seems a good candidate to provide a similar

combination of open-ended and task-driven evolution on robot organisms where

the bodies evolve as well.
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Concluding Remarks

The main research goal of this thesis was to identify the principal challenges

towards the Evolution of Things and to address some of these. The principal

challenges we identified are: Birth, Lifetime Adaptation and Procreation and

we have investigated these in depth.

We investigated the evolution of modular robot organisms in two different

contexts. In the first context we investigated how transient ‘multicellular’

organisms emerge through evolution of the individual modules, this falls into

the challenge of Birth. In this context we have shown that evolution can lead

to aggregation behaviour if it is beneficial in the environment. Second, we have

shown that evolution can also promote both aggregation and disaggregation

behaviour in mixed environments. We have also seen that evolution does

not change its strategy unless required by a change in the environment. The
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environment is therefore crucial and in these simulated systems the design of

the environment needs to be very good.

In the second context, we investigated how a system of evolving robot

organisms that form an artificial ecosystem could be constructed and operated,

and what the most important factors influencing the viability of such a system

are. In this context we have elaborated on an all encompassing model called

the Triangle of Life and performed specific investigations into its components

that cover all of the principal challenges.

We investigated the infancy phase of newly born organisms to find a suitable

learning algorithm for learning gaits on unknown morphologies. We tested

several learning methods on several designed shapes, as well as one learning

algorithm on a large number of randomly generated shapes. We found one in

particular, called RL PoWER, that showed fairly good performance on many

shapes. It learned very quickly, while also exhibiting very stable behaviour.

Note that testing the algorithm on a large number of shapes is not common in

this field, however it is important to ascertain the feasibility of the algorithm

with unknown shapes. In addition, potential algorithms should be tested in

multiple environments and on multiple tasks as well.

Furthermore we implemented two versions of the ecosystem, one in a simple

2D simulator, the other in a physically realistic 3D simulator. We found that it

seems possible to build such a system and have a stable evolving population of

robot organisms. In these systems the lifetime of the organisms and the distance

for mating were found to be critical parameters. Lastly a system in which the

robots consist of a limited number of modules made the system very sensitive to

its parameters. It may be a better design choice to build these types of systems

using techniques that allow an unlimited number of robot organisms. Building

these prototypes not only allows us to find potential issues and test several

different implementations, but it also allows us to show module designers what

the capabilities of these modules should be.
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18.1 Ongoing and future work

We have built and investigated systems in which robot organisms undergo

evolution. To build these systems we made many design choices, some of which

were merely the most straightforward options. One particularly limiting choice

is that currently the 3D models used in Webots have no sensors. Sensors of

course are very important for the robot organisms to sense and respond to the

environment and this is something that we would like to add in the near future.

Furthermore, now that we have a prototype system, we can use it to

investigate numerous alternatives to the choices we made including: mate

and parent selection strategies, encodings of body and mind (in particular

generative encodings), learning algorithms, different and multiple environments,

and multiple tasks.

Now that we have created our system in simulation the next step in our

research is building a robotic ecosystem in real hardware. To this end we used

the morphological design space and the corresponding genotype from Auerbach

et al. [5] as a starting point. Based on this design we are constructing a fully

hardware based evolutionary robotic ecosystem. To achieve this we designed

four parent organisms, two of which are shown in Figure 18.1. One of them,

called the spider (cf. Figure 18.1a), has 4 legs in a cross pattern. Another one,

which we coined the gecko (cf. Figure 18.1b), has 4 legs and has a spine with

lateral movement and legs with vertical movement. Not shown here are two

more parents, one of which we call the snake and one with wheels called the

car. These parents were constructed using a 3D printer1 to print the necessary

components. We use a Raspberry Pi A+ running Raspbian to actuate the servo

motors, the Pi is also equipped with a wifi-dongle for communication.

We have ported the reinforcement learning algorithm for gait learning to

the Raspberry Pi. We chose Python as a programming language for its ease

of use with the Pi, as well as portability. Initial tests of the reinforcement

learning algorithm show it works well on these robots, although for now the

fitness evaluation is done by the user. A way to automate the fitness evaluation

1We used the Creator Pro by Flashforge: http://www.flashforge-usa.com/
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(a) Spider (b) Gecko

Figure 18.1: Designed Parent Robots

through a camera and computer vision is under construction.

Furthermore, the mating process for these organisms has been implemented

using network sockets. Every time two of these organisms meet they negotiate

whether they want to mate. Currently they always mate, but in the near future

different mating strategies can be implemented. These mating strategies can be

based on visible characteristics, such as the other organisms’ shape and colour.

However, as we are working with robots, we can also use invisible characteristics,

such as the last achieved fitness of the other organism directly. When organisms

choose to mate they send their genomes to a mating server where they are

recombined and mutated. This results in a build plan for a new organism which

can be 3D printed and constructed. The mating server represents a centralised

birth clinic. However, the evolutionary system is still distributed, as the decision

for mating is made by the organisms themselves.

The goal is to release the parents into our arena and have them produce the

first robot child. Going forward we will study algorithms for gait-learning for

robot babies and test different types of mate selection mechanisms. If all goes

well, someday soon such organisms will live happily ever after.
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Towards Embodied Evolution of Robot Organisms

Berend Weel

VU University Amsterdam

The theory of evolution through natural selection was conceived by Charles

Darwin in the 19th century. It was used it to explain life on earth as we know

it. In the 20th century the rules and concepts of evolution were transferred to

the computer to evolve digital entities like programs or solutions to numerical

functions. Now we aim to take the next step, taking evolution back into the

real world by evolving physical things.

Our goal is to create a system where robot organisms undergo evolution.

Such a system is an example of second order engineering, that is, a system

where we don’t directly design a robot organism but design a designer of robot

organisms. Such a system can be useful when it is difficult or impossible to

determine beforehand what a good design is. An example of such a situation

could be planetary exploration. We do not know what the requirements for a

robot on an unknown planet would be. So instead of directly designing a robot

organism we could send a system to this planet which can build and deploy new

robot organisms into the environment. Based on the performance of a robot

organism the system can select promising ones and improve them, resulting in

increasingly better robot organisms.

Figure S.1: The KIT robot:
an example modular robot

In this thesis the designer of the robot organ-

isms is an artificial evolutionary algorithm. These

organisms are made using modules, an example of

such a module can be seen in Figure S.1. Several

types of modules exist with different characteris-

tics, however they all have a few basic properties:

they have sensors with which they can perceive

their environment, they have one or more servo

motors with which they can move part of their

body, they have a computational chip of some



kind to read the sensors and steer the motors, and they have several connectors

with which they can connect to other modules. We have built and investigated

several systems in which organisms built from modules undergo embodied evo-

lution. In evolution the characteristics of what is evolved, in our case robot

organisms, are encoded in a genome. In the case of robot organisms the genome

encodes both the shape of the organism as well as the way it is controlled.

Embodied evolution is different from traditional evolutionary robotics. In

traditional evolutionary robotics adaptation takes place on a desktop computer,

which is an all knowing “oracle” that makes the decisions on which genomes are

combined and mutated. Furthermore the evolutionary process is conducted in

the lab and the end result is then fixated and used in deployment. In contrast,

in embodied evolution adaptation takes place on the robot organisms themselves

and the adaptation is done during the organisms deployment period in the

environment based on local information known to that particular robot.

Figure S.2: The Triangle of Life.
The pivotal moments that span the
triangle and separate the 3 stages are:
1) Conception: A new genome is ac-
tivated, construction of a new robot
starts. 2) Delivery: Construction of
the new robot is completed. 3) Fer-
tility: The robot becomes ready to
conceive offspring.

Building a system in which robot or-

ganisms undergo evolution brings forth

a number of principal challenges: Birth,

Lifetime Adaptation, Procreation and

Death. We have investigated Birth,

Lifetime Adaptation and Procreation in

depth. We illustrate and cement these

challenges in a conceptual framework

dubbed the Triangle of Life. This frame-

work describes the life cycle of an ecosys-

tem of self-reproducing robots. This life

cycle does not run from birth to death,

but from conception (being conceived) to

conception (conceiving one or more chil-

dren) and it is repeated over and over

again, thus creating consecutive genera-

tions of robot children. The result is a population of robotic organisms that

evolves and thus adapts to the given environment. The Triangle of Life consists



of 3 stages, Morphogenesis, Infancy, and Mature Life as illustrated in Figure S.2.

The principal challenges are related to these stages nearly 1-to-1: morphogenesis

results in the birth of a new robot organism, lifetime adaptation takes place

primarily during the infancy (but can extend into mature life), lastly procreation

takes place only during the mature life.

Birth We distinguish two different ways of ‘being an organism’: transient and

permanent. In the first case individual modules can assemble and disassemble

themselves into ‘multi-cellular’ organisms, therefore being part of an organism

is a transient state that the modules can enter and leave ‘at will’. This is a good

mode of operation when the modules can move around as individual modules,

for instance in the case of swarm robots. In the second case being an organism

is a permanent state, here modules are connected by hand or a machine which

builds the organism.

In the case of transient organisms birth is achieved by the individual modules

aggregating into an organism. We have investigated two ways of achieving this

aggregation: free-form and egg-based. Using the free from aggregation method

we showed that it was possible to let a swarm of modules react to (changes

in) the environment by forming organisms. We used an embodied evolutionary

algorithm to evolve the behaviour of the individual modules to achieve this.

Here the shape of the organisms is not encoded and therefore fully emergent.

In the case of the egg-based aggregation some modules in the swarm are

designated to be eggs. These eggs are the starting points for new organisms

and can be fertilised by passing organisms, in this manner the genome that

encodes the shapes is transferred. The modules in the swarm that are not eggs

can be recruited by an egg to form an organism, the genome encodes on which

side the recruited module should connect. The advantage of using eggs in this

manner is that it allows the organism to be built there where it is needed, near

an obstacle for instance. With this aggregation method we tested whether a

system based on the Triangle of Life would result in a system with a stable

population of robot organisms.

In the case of permanent organisms we chose to use a centralised method for



birth in the form of a Birth Clinic which builds organisms by connecting modules

together. The reasoning behind this is both practical and ethical. Practically

it is much easier to build, in real life and simulation, a single ‘manufacturing

plant’ where organisms are constructed. Ethically it is a good idea to have a

single point of failure for this system. This allows us to shut the system down

by simply shutting down the birth clinic in case the system or evolution gets

out of control.

Lifetime Adaptation When a new organism is born it has inherited its

body (shape) and its brain from its parents. However, the combination of the

parent brains is unlikely to fit the combination of the parent bodies, therefore

the child’s brain needs to be adapted to fit its morphology. We investigated

several machine learning algorithms to see which one was usable to learn walking

behaviour in modular robots. We tested several learning methods on several

designed shapes as well as one learning algorithm on a large number of randomly

generated shapes. We found one in particular, called RL Power, that showed

fairly good performance on many shapes. It learned very quickly, while also

exhibiting very stable behaviour.

While adaptation to the body is a necessity, we aim to have organisms adapt

to certain tasks as well. In this case we need to combine the environmental

pressure that influences the shape and behaviour of the organisms with tasks

that they need to perform. We developed an algorithm, called monee, that is

able to combine these two goals in a natural way. Adaptation to the environment

is enforced by making the robots move through the environment to procreate,

while adaptation to the task is encouraged by having the robots choose their

mates based on their task performance.

Procreation As mentioned before, the shape and (part of) the controllers

of the organisms are encoded in a genome. This genome is transmitted either

by fertilising eggs or by mating with other organisms to create offspring. To

create the offspring these genomes are recombined and mutated and then built,

resulting in an evolutionary system.

Procreation in our work is proximity based, this means that an organism



needs to move and be physically close to an egg or another organism in order

to transfer its genes.

Triangle of Life System We built a system, in simulation, based on the

Triangle of Life in simulation with each of the components of the Triangle of

Life. A birth clinic builds each organism in a central point which is consequently

delivered into a circular arena. The new organism then wakes up and starts

learning how to move using its body. After a certain time and when the organism

has reached sufficient distance from the birth clinic it reaches maturity. Then

the organism can move around the arena to find one or more mates. If they find

one they exchange their genome with their mate and send the recombined and

mutated child genome to the birth clinic, completing the cycle. This system is,

as we know, the first of its kind that implements all components of the Triangle

of Life. It results in an ecosystem in which both the bodies and the minds of

robot organisms undergo embodied evolution.

Now that we have designed, prototyped this system in simulation and

shown that it is in principle possible, the next step is to actually create it in

hardware. We have taken the first steps towards this goal by designing and 3D

printing several progenitor organisms and constructed them, they can be seen

in Figure S.3. Now we need to implement the other parts of the Triangle of

Life, such as lifetime learning and procreation to work on this hardware. If all

goes well, someday soon such organisms will live happily ever after.

(a) Spider (b) Gecko

Figure S.3: Designed Parent Robots





Belichaamde Evolutie van Robot Organismen
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Dit proefschrift bevat onderzoek naar het doel van Belichaamde Evolutie van

Robot-organismen. Het doel was onderzoeken of het mogelijk is om een systeem

te maken waarin robot-organismen evolutie ondergaan. Dit is een voorbeeld van

‘ontwerpen in de tweede orde’. Dat wil zeggen, in plaats van dat wij rechtstreeks

een robot-organisme ontwerpen, bouwen we een systeem dat robot-organismen

automatisch kan ontwerpen. Een systeem van deze aard kan nuttig zijn wanneer

het voor ons niet goed mogelijk is om te bepalen wat een goed ontwerp is. Een

voorbeeld hiervan is het verkennen van een planeet in een ander zonnestelsel.

We kunnen van te voren niet weten wat de omstandigheden op zo’n planeet zijn.

Het is daarom niet mogelijk om vooraf een robot te ontwerpen die daar effectief

kan werken. We kunnen in plaats daarvan een systeem naar zo’n planeet sturen

dat automatisch robot-organismen bouwt, deze robot-organismen uitprobeert en

aan de hand daarvan steeds betere robot-organismen maakt. In dit proefschrift

worden zulke nieuwe robot-organismen ontworpen via kunstmatige evolutie.

De titel van dit proefschrift bevat drie belangrijke onderdelen voor het

systeem dat wij voor ogen hebben: belichaming, evolutie en robots-organismen.

Figuur S.1: De KIT robot: een
voorbeeld modulaire robot

Een robot-organisme is een organisme dat

bestaat uit meerdere robot-modules. Een

voorbeeld van zo’n module is te zien in

Figuur S.1. Elke module is in staat om

een deel van zijn lichaam met een motor

te bewegen, heeft een aantal sensoren en

heeft een klein computertje om bereke-

ningen te doen. Dit computertje wordt

gebruikt om de sensoren uit te lezen en te

bepalen hoe de motor het lichaam moet

bewegen, hier huist bij wijze van spreken



het brein van de robot. Naast deze mogelijkheden kan elke module zich met

andere modules verbinden. Door meerdere modules met elkaar te verbinden

ontstaat een robot-organisme dat in staat is om zich als collectief te bewegen.

Het onderzoek in dit proefschrift gaat over systemen met kunstmatige

evolutie. Kunstmatige evolutie is gëınspireerd op de principes van evolutie

zoals die voorkomen in de natuur. De regels van evolutie beschrijven een

proces dat dingen aanpast aan de hand van hun geschiktheid. In de natuur

betekent dit dat de soort die het beste aan de omgeving is aangepast overleeft

en zich voortplant. In de computer kunnen deze principes worden toegepast

om bijvoorbeeld numerieke functies te optimaliseren. In dit proefschrift wordt

evolutie gebruikt om de lichamen en breinen van robot-organismen aan te passen

zodat ze geschikt zijn voor de omgeving waarin ze zich bevinden en de taak die

ze moeten uitvoeren.

In dit onderzoek is de evolutie belichaamd, dit betekent dat de evolutie

plaats vindt op het robot-organisme zelf en terwijl deze zich in de echte wereld

bevindt. Dit in tegenstelling tot traditionele kunstmatige evolutie van robots,

waarbij evolutie plaats vindt in de computer en voordat deze aan de echte

wereld wordt blootgesteld. Hierbij wordt alleen het eindproduct in de echte

wereld geplaatst.

Voordat we het hierboven beschreven systeem echt kunnen bouwen moe-

ten we weten hoe dit in elkaar moet zitten. We hebben daarom onderzoek

gedaan naar drie belangrijke componenten voor zo’n systeem: De geboorte van

nieuwe organismen, het leren van nieuwe vaardigheden tijdens het leven, en de

voortplanting van robot-organismen.

Met dit onderzoek hebben we potentiële oplossingen onderzocht voor elk van

deze onderdelen. We hebben een aantal van deze oplossingen samengebracht

in een eerste versie van een systeem voor belichaamde evolutie van robot-

organismen. Dit zogenaamde ecosysteem van evoluerende robot-organismen is

nu nog in simulatie, maar we zijn druk bezig om het naar echte hardware te

vertalen. Het gebruik van simulatie lijkt tegenstrijdig, maar het stelt ons in

staat om ideeën en theorieën snel uit te proberen en daarmee te bepalen welke

dingen potentie hebben en welke niet. Het bouwen van een systeem in de echte
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(a) Spin (b) Gecko

Figuur S.2: Met de hand ontworpen ouder robots

wereld is duur en ingewikkeld, we willen daarom geen tijd en geld besteden aan

die dingen waarvan we van te voren kunnen bepalen dat ze niet gaan werken.

De eerste stappen voor het maken van het ecosysteem in echte hardware zijn

inmiddels gezet en de eerste ouder-robots die we hebben gebouwd zijn te zien in

Figuur S.2. Wie weet leven deze robot-organismen binnenkort lang en gelukkig.
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